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of the requirements for the Doctor of Philosophy
(Ph.D.) degree in Electrical Engineering with emphasis in Telecommunications.

UFPA / ITEC / PPGEE
Campus Universitário do Guamá
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Abstract

Fronthaul networks have evolved substantially to meet the demands of fifth-generation
(5G) cloud radio access networks. In particular, the industry has converged to Ethernet as the
main transport technology, with fronthaul-specific encapsulation protocols running on top of
it. Since traditional Ethernet is asynchronous and does not support timing distribution, clock
synchronization protocols such as the IEEE 1588 precision time protocol (PTP) have gained
a fundamental role in the operation of the 5G fronthaul. This work thoroughly analyzes the
challenges for PTP-based synchronization in this context, with particular focus on the so-called
partial timing support (PTS) scenario, where some network elements do not actively contribute
to PTP’s operation. The fundamental problem of PTS is that the network imposes a harsh environment for accurate clock distribution, primarily due to the packet delay variation. As a result,
non-conventional strategies have to be exploited to process PTP timing signals. This work explores various estimation strategies for this scenario. Furthermore, it describes an experimental
Ethernet fronthaul setup based on field-programmable gate arrays (FPGAs), which was developed to evaluate the synchronization algorithms. In the end, it also investigates practical 5G use
cases for synchronized timing signals that were implemented in the testbed.

Resumo

As redes fronthaul evoluı́ram substancialmente para atender às demandas das redes de
acesso de rádio em nuvem de quinta geração (5G). Mais especificamente, a indústria convergiu
para a utilização de Ethernet como a principal tecnologia de transporte, combinado a protocolos
de encapsulamento especı́ficos para fronthaul. Como o Ethernet tradicional é assı́ncrono e não
suporta a distribuição de tempo, os protocolos de sincronização de relógio como o protocolo de
precisão de tempo (PTP) IEEE 1588 ganharam um papel fundamental na operação do fronthaul
5G. Diante deste contexto, este trabalho analisa os desafios para a sincronização baseada em
PTP, com foco particularmente no chamado cenário de suporte parcial de tempo (PTS), no qual
alguns elementos da rede não contribuem ativamente para a operação do protocolo. O problema
essencial em PTS é que a rede impõe um ambiente inapropriado para a distribuição precisa de
tempo, principalmente devido à variação de atraso de pacote. Consequentemente, estratégias
não convencionais de estimação e processamento precisam ser exploradas. Este trabalho discute
diversas estratégias de estimação voltadas para este cenário. Além disso, apresenta um ambiente
experimental baseado em FPGAs que foi desenvolvido para avaliação de fronthaul Ethernet e
dos algoritmos de sincronização. Ao final, o trabalho também investiga casos de uso práticos
de sincronização em 5G implementados na bancada de testes.

Chapter 1
Introduction
The need for a global understanding of time among network elements and devices appears
in a vast and growing range of modern applications. For example, it is essential to telecommunications [1], smart grids, data centers, industrial automation [2], internet of things (IoT) [3],
financial applications [4], time-sensitive networks, distributed computing [5], and many more.
In fifth-generation (5G) mobile communications, synchronization capabilities are essential not
only on the radio interface but also on the so-called backhaul and fronthaul (FH) networks,
responsible for transporting data to, from, and within the radio base stations [6].
The referred FH networks emerge specifically within centralized and cloud radio access
networks (C-RANs), which have been widely investigated since 2010 [7] as one of the fundamental enablers for next-generation mobile communications. In essence, the C-RAN architecture promotes attractive cost efficiency and performance gains through the centralization and
virtualization of the radio processing [8]. In this context, the FH represents the network segment
that connects the central processing units to the remote radio units (RRUs). As such, it generally
transports user data, control and management information, and synchronization streams.
The synchronization streams are responsible for establishing a common understanding
of time among the distributed radios and the centralized processing units. This synchronization is essential, for example, when the RRUs implement cooperative transmission modes or,
e.g., to satisfy the time synchronization requirements between overlapping time-division duplex (TDD) cells [6, 9]. Furthermore, precise synchronization mechanisms are often critical to
realize the improved spectral efficiencies promised by advanced signal processing mechanisms
such as multiple-input multiple-output (MIMO) processing [10]. Hence, accurate and reliable
synchronization technologies are fundamental for modern mobile communications.
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Among various technologies available for packet-based time distribution, this work focuses on the IEEE 1588 precision time protocol (PTP) [11]. This protocol has been extensively
investigated for almost two decades since its first version in 2002 [12]. It has been deployed
in a wide range of use cases and plays an essential role in telecom networks. Nevertheless, its
performance over timing-unaware networks is still a largely unexplored topic. As clarified in
the sequel, this work focuses on this scenario.
In the remainder of this chapter, Section 1.1 gives an overview of current packet-based
FH networks, time distribution technologies, PTP-based synchronization over timing-unaware
networks, and synchronization algorithms. With that, it provides the context and motivation of
this work. Subsequently, Section 1.2 outlines the following chapters’ contents and organization,
while Section 1.3 summarizes the research contributions. Finally, Section 1.4 summarizes the
publications derived from this thesis.

1.1

Motivation

1.1.1

Evolution Towards Packet-based Fronthaul Networks

The FH has experienced a dramatic evolution over the past years to meet the flexibility,
elasticity, and cost-efficiency goals of the 5G C-RAN [8]. In the fourth-generation (4G) CRAN, the FH comprises dedicated, synchronous and point-to-point links between the central
processing units, called baseband unit (BBU), and the RRUs [13]. It uses interfaces such as
the common public radio interface (CPRI) [14] and the open base station architecture initiative
(OBSAI) [15]. In contrast, the 5G FH is widely accepted as packet-based, statistically multiplexed, and capable of achieving antenna-independent data rates [16]. Furthermore, there is
a common acceptance of Ethernet as its basis, motivated by the flexibility, ubiquity, and costeffectiveness of the Ethernet technology [17, 18].
Interestingly, with the convergence of 5G FH interfaces towards Ethernet, new challenges
have come to light. Unlike the previous-generation dedicated FH interfaces, Ethernet (in its
most conventional form) does not provide mechanisms such as flow control and synchronization, which are essential to transport radio data. Hence, the Ethernet layer alone typically does
not suffice to realize a 5G FH. Instead, it requires complementary technologies and protocols
running on top of it. As of today, an Ethernet-based FH deployment can rely on additions from
established standards. For example, it can exploit the time-sensitive network (TSN) features
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standardized in IEEE 802.1CM [19] and rely on encapsulation protocols such as eCPRI [20]
from the CPRI consortium or IEEE 1914.3 Radio over Ethernet (RoE) [21].
Nevertheless, even though the referred eCPRI and RoE FH encapsulation protocols require clock synchronization for their operation, they do not offer synchronization capabilities.
Instead, they rely on time and frequency distribution provisioned by independent protocols,
such as the IEEE 1588 PTP [11] and Synchronous Ethernet (SyncE) [22]. For example, the
combination of PTP and SyncE is specified for the fronthaul synchronization plane in the open
radio access network (RAN) architecture standardized by the O-RAN Alliance [23]. In this
context, SyncE is responsible for transporting a frequency reference over the physical layer,
whereas PTP is responsible for the packet-based distribution of time, discussed next.

1.1.2

Packet-based Time Distribution

The typical timing distribution architecture relies on one or more nodes synchronized
via global navigation satellite system (GNSS) and a packet-based protocol to distribute the
synchronization acquired on these nodes over the network to other distributed (remote) nodes.
The predominant protocols for packet-based time distribution are the network time protocol
(NTP) [24] and the IEEE 1588 PTP. NTP is prevalent in wide area networks and commonly used
in applications that require relatively coarse synchronization in the order of milliseconds [25].
In contrast, PTP typically relies on more advanced hardware assistance and controlled network
environments, where it achieves time accuracy in the order of nanoseconds. As such, PTP has
achieved widespread usage primarily since its 2008 revision, with the so-called PTPv2 [26].
The combination of GNSS, PTP, and SyncE appears in numerous use cases and is continuously evolving. The PTP protocol has recently gained extended capabilities through the
IEEE 1588-2019 standard revision. For example, this revision standardizes the so-called high
accuracy profile for sub-nanosecond accuracy [27], previously popularized by the White Rabbit
(WR) project [28]. For SyncE, there are ongoing efforts from the Question 13 group of ITUT study group 15, such as the specification of the enhanced synchronous Ethernet equipment
(eEEC) [29], which defines improved performance targets for SyncE nodes. Besides, various
other domains witness the increasing role and advances in timing technologies. For example,
the TSN community has recently released a new revision of the IEEE 802.1AS standard, which
defines the generalized PTP (gPTP) profile [30] for local area networks.
In typical deployments, the key for high-accuracy timing transport through PTP is to rely
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on network elements that actively support the protocol, namely PTP-aware nodes. In particular,
the so-called boundary clocks (BCs) and transparent clocks (TCs), defined in [11]. The switches
or routers containing BC or TC functionality provide special mechanisms to deal with the packet
delay variation (PDV) that PTP messages experience when traversing a network [31]. Thus,
when all network components are PTP-aware, the PDV does not harm the synchronization
accuracy significantly. The opposite scenario is when some or all of the network elements are
PTP-unaware, i.e., do not actively support PTP messages. In this case, the PDV and delay
asymmetry affecting PTP messages can significantly degrade the synchronization performance.
In telecom networks, the scenario where all nodes are PTP-aware is called full timing support (FTS). In such an FTS network, the PTP nodes must operate with parameters and protocol
attributes (i.e., a PTP profile [11]) defined by ITU-T Recommendation G.8251.1 [32]. These
networks also typically transport a reliable frequency reference over the physical layer (PHY)
via SyncE [22] (or similar technology) to the slave clocks, which allows for improved frequency
stability and time synchronization performance. In contrast, the scenario where some nodes are
PTP-unaware is called partial timing support (PTS). In a PTS network, the PTP nodes shall
adhere to the PTP profile defined in ITU-T Recommendation G.8275.2 [33].

1.1.3

Synchronization over Timing-Unaware Networks

As discussed in [34], in PTS, instead of having PTP hardware and software support on
all network elements of the timing transport network, PTP can run solely at the endpoints or,
potentially, over some PTP-aware nodes that bridge PTP-unaware network segments. Thus,
the PTS solution is often attractive. For example, it allows operators to transport PTP over
their existing or third-party PTP-unaware networks, such as pre-existing (i.e., legacy) Ethernet
networks, which can be advantageous in terms of cost efficiency and flexibility for deployments.
There are two prominent use cases for PTS. The first is the distribution of PTP as a secondary source of time to back up GNSS, which is called assisted partial timing support (APTS).
This use case is compelling to protect GNSS vulnerabilities to interference (intentional and unintentional) and weather-related antenna damage [35]. It is particularly convenient when PTP
can be distributed towards end applications that are already co-located with a GNSS-receiver,
such as legacy code-division multiple access (CDMA) base stations [36].
The second main PTS use case is the distribution of PTP as the primary source of time in
well-controlled networks with few hops [37]. For example, this strategy is useful for distributing
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timing over third-party in-building or last-mile network segments connecting outdoor GNSSdisciplined clocks (e.g., on the roof) to indoor small cells or radio units [36].
Nevertheless, the primary concern with PTS refers to performance. The ideal environment
for PTP-based synchronization is when the PTP packets experience symmetric and constant delays over the transport network. However, this environment is typically not realizable due to
the PDV experienced by PTP packets and various delay asymmetry sources. Thus, current
PTP-based telecom timing networks predominantly rely on FTS, which overcomes the harm
of PDV. With PTS, in contrast, the performance is less predictable and generally less investigated. Only recently, the ITU-T has published Recommendation G.8273.4 [38], which specifies
performance requirements for clocks in a PTS network.
There are numerous uncertainties associated with PTP timing signals. In the context of
PTS, however, PDV is by far the dominant impairment. The conundrum is how to discern the
unknown time offset of a given PTP slave clock when this unknown is mixed with other random
(also unknown) impairments, such as random delay variations. In the PTS context, PDV makes
this even more challenging because it has a relatively high magnitude.
For instance, while the so-called timestamping quantization uncertainty [39] is typically
in the order of a few nanoseconds, the FH PDV is expected to introduce an uncertainty ranging
over dozens of microseconds. When TSN features such as frame preemption [40] and scheduled
traffic [41] are used, the FH PDV can reduce significantly, for instance, down to the microsecond range [42]. Nevertheless, it remains significant relative to the nanosecond-range accuracy
requirements of telecom networks. Thus, the clock misalignment estimation strategies targeted
at PTS need to go beyond the traditional approaches adopted when the network provides FTS.

1.1.4

Synchronization Algorithms

When the PTP messages are subject to substantial untracked PDV, it is generally helpful
to estimate the time offset between the slave and the master clock based on collections of PTP
messages, rather than single realizations. In other words, instead of computing and applying
a time offset correction based on a single PTP message exchange, the PTP slave clock waits
for a window of messages. It then computes each correction value based on the corresponding
window of measurements [43–46]. Alternatively, the slave clock can continuously filter the
metrics derived from PTP timestamps. This approach does not strictly rely on windows of
messages, but it similarly incorporates past measurements into a present estimate [47, 48].
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Table 1.1: Categorization of related works based on the experimental setup: simulation or hardware.
Evaluation

References

Simulation

[44–48, 50–55, 57, 58]

Hardware

[43] (packet delay traces only), [49, 56, 59]

Another helpful strategy is to model the time offset process and incorporate it into the
time offset estimation. That is, to weight the noisy time and frequency offset measurements that
originate from PTP timestamps against what the slave clock can expect for the true time and
frequency offsets of its local time counter, based on a model. Ultimately, such strategies fuse
observations and model predictions to obtain more accurate time offset estimates [47–52].
While deferring a literature survey to Chapter 3, it is important to emphasize that much
has been investigated on synchronization algorithms that suit PTP-unaware networks [43–59].
Nevertheless, two specific unexplored aspects motivate this work. Firstly, to the best of our
knowledge, the expected FH packet delay distributions and their impact on PTP estimations
are not yet thoroughly discussed in the literature. [60] shows some rough FH delay distributions, while [61, 62] give insight into FH PDV by characterizing packet inter-arrival statistics
under varying FH load. However, these works do not study the relationship between the delay
distributions and the synchronization performance. As discussed in [44], the synchronization
performance can be strongly affected by the delay statistics. Besides, the PTP synchronization
literature typically considers theoretical delay distributions that do not necessarily match with
the FH delay characteristics, such as gamma-distributed delays [54].
The second aspect is that most publications that explore PTP estimations under high uncertainty rely on numerical simulations. Inevitably, some of these works make significant efforts to model oscillators and other uncertainties, as in [48]. Table 1.1 categorizes the works
discussed in Chapter 3 regarding their evaluation environment, whether based on numerical simulation or real hardware data. Note that the vast majority uses numerical simulation. Besides,
the hardware-based evaluation from [43] is not based on fully-functional PTP clocks. Instead,
it is merely based on delay measurements (traces).
An essential feature for hardware-based evaluation of PTP processing algorithms is the
ability to assess the accuracy of estimates. While a simulation environment always holds, e.g.,
the true time offset of a clock at any simulation instant, on a testbed, this requires extra effort.
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Another challenge for hardware-based evaluation is the ability to run multiple algorithms based
on the same data (in parallel) to compare them under the same environmental conditions.
In this context, it is useful to rely on a complementary high-accuracy synchronization
mechanism between PTP master and slave nodes. With that, the slave device can compare the
time counter synchronized through PTP over a PTS network to the time counter synchronized
independently through the alternative high-accuracy synchronization mechanism. If the latter
is sufficiently accurate, the comparison may be equivalent to assessing the slave time directly
against the master clock’s (reference) time. For example, the open-hardware WR PTP mechanism (an FTS solution) [63] could be used as the complementary timing path, as it provides
sub-nanosecond synchronization accuracy. However, to the best of our knowledge, such an
approach has not been used in the literature.
A reliable infrastructure for comparison of synchronization algorithms is discussed in [49]
using the testbed described in [64]. The same testbed is also used in [59]. This testbed supports
the acquisition of timestamps and the true synchronization error between the slave and master
devices throughout its experiments. However, it relies on relatively limited hardware. More
specifically, it uses software-based timestamps that are heavily influenced by kernel scheduler
jitter and, consequently, provides accuracy and precision within the microsecond range.

1.2

Outline
This work focuses uniquely on the case of timing-unaware networks. It explores various

estimation strategies that are applicable when PTP messages are subject to substantial untracked
PDV. More importantly, it focuses on covering the shortcomings of previous related investigations, specifically by exploring data from real hardware and more practical delay distributions.
An essential part of this work is the testbed based on field-programmable gate arrays
(FPGAs) developed to support the synchronization experiments. The testbed comprises FPGAs
that implement BBU and RRU devices with support for PTP. These FPGAs run hardware and
firmware developed in-house with several useful features. For example, they feature the full
PTP protocol stack with real-time synchronization, the generation of FH traffic with baseband
in-phase and quadrature (IQ) samples, pulse per second (PPS) synchronization, among several
other functionalities that have been described in [65–68].
In this work, the testbed is used to collect PTP timestamps taken in hardware in conjunc-
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tion with the true time offset associated with each PTP exchange. Similar to the testbed used
in [49, 59, 64], our testbed addresses the requirements for reliable algorithm comparison. Furthermore, it exceeds the performance of the testbed in [64] by collecting nanosecond-accurate
timestamps directly in hardware rather than in software. Furthermore, while [49, 59, 64] evaluate algorithms based on least squares (LS) and neural network (NN) only, this thesis explores a
more extensive range of algorithms, including the strategies discussed in [44–49].
The experiments discussed in this thesis involve varying network configurations, oscillators options, network load conditions, and background traffic patterns. The output of each
experiment is a dataset with timestamps and truth metrics acquired from the FPGAs. In the end,
these datasets are processed offline to evaluate and compare the synchronization algorithms.
The referred offline processing is handled by the so-called PTP dataset analysis library
(PTP-DAL), an open-source1 library developed in Python to process the datasets acquired from
the testbed. This library applies several synchronization algorithms concurrently on the same
data such that they operate under the same conditions and produce comparable results. It also
strives to find the optimal parameters and configurations of each algorithm. Ultimately, it enables the fair and reproducible algorithm comparison that is pursued in this work.
Moreover, while collecting labeled datasets, this work gathers enough information to
characterize the delay distributions in some FH scenarios of interest. The datasets contain
nanosecond-accurate labels corresponding to the true delay of each PTP packet exchanged on
the acquisitions. With this information, this work discusses delay distributions and investigates
the synchronization algorithms that perform best under various FH traffic conditions.
Lastly, this work investigates the practical use of PTP in the FH, which is also a largely
unexplored topic. While PTP synchronizes the time counter of communicating devices, it does
not provide the actual application-specific time usage. In the FH, synchronized clocks can
be used for carrier and sampling frequency syntonization, flow control [67], and radio timing
alignment. The latter is the focus of Chapter 5, which discusses the alignment of radio frame
boundaries to enable coordinated transmissions carried out by distributed RRUs.
In further detail, the outline of this thesis is as follows:
• Chapter 2 provides the fundamental concepts to support the discussions in this thesis.
It gives an overview of time-keeping principles, technologies, requirements, and various
1

The PTP-DAL project will be made available online at https://github.com/lasseufpa/ptp-dal after the submis-

sion of [69], a paper that is currently in preparation for the IEEE Access journal.
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aspects concerning synchronization in telecom networks.
• Chapter 3 provides a comprehensive literature survey concerning synchronization algorithms and a detailed derivation regarding the estimation strategies investigated in this
work. The algorithms are based on known methods from the literature, such as packet
selection, LS, and Kalman filtering (KF), but with some adjustments and various insights
regarding their practical formulation and implementation. Moreover, Chapter 3 discusses
the strategies to estimate the frequency offset. In particular, it highlights the importance
of accurate frequency offset estimates to support the independent process of time offset
estimation. Both time and frequency offset estimation strategies are formulated with the
ultimate goal of overcoming the noise introduced by the PDV.
• Chapter 4 describes the testbed developed to evaluate the synchronization algorithms.
It describes several aspects of the hardware design, such as the adopted time counters
and the PPS synchronization mechanism used to acquire truth metrics. It also describes
the processing architecture and features of the PTP-DAL tool, which is used to process
timestamp datasets acquired with the testbed. Lastly, it describes the testbed network and
the testbed’s traffic generation capabilities.
• Section 5 discusses the alignment of distributed radio transmissions based on PTP synchronization. It describes a triggering mechanism proposed to coordinate transmissions
and its implementation in hardware (in the FPGAs). Furthermore, it covers several practical aspects of the proposed alignment mechanism, such as buffer design, challenges that
derive from the imperfect clock synchronization, and the implications in terms of latency.
The latter is crucial due to the strict latency budgets assigned for 5G FH networks [70].
• Chapter 6 presents the experiments conducted to analyze synchronization algorithms and
FH use cases. It covers extensive analyses regarding PTP delay distributions observed
in the testbed, including, for instance, the influence of network hops, background traffic,
and delay asymmetries. Moreover, it provides a comprehensive discussion of the synchronization performances achieved under various experimental scenarios, with different
oscillators, network configurations, and FH traffic options. Lastly, it presents the experiments concerning the actual use of clock synchronization on the FH devices, i.e., the
investigations regarding the timing alignment of radio transmissions.
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• Finally, Chapter 7 summarizes the conclusions of this thesis and discusses future works.

1.3

Objectives and Contributions
The main objectives and contributions of this work include:

1. The survey, open-source implementation, and reproducible comparison of various synchronization algorithms under timing-unaware network scenarios. Unlike most of the
literature, this work focuses on the performance promoted by the algorithms under strong
PDV and presents experiments based on real hardware.
2. The hardware-based evaluation of algorithms, such as KF, which, to the best of our
knowledge, were previously discussed in the literature concerning timing-unaware networks solely based on numerical simulations.
3. The adaptations proposed to specific synchronization algorithms for better performance
and computational cost. More specifically, an adaptation to window-based packet selection and filtering algorithms incorporating drift compensation into the processing and the
derivation of a low-complexity implementation of the LS algorithm, both of which are
detailed in Chapter 3.
4. A thorough description of the FPGA-based testbed developed for PTP analysis. The
contribution includes the discussions on hardware components and FPGA design choices
adopted to support the acquisition of datasets with nanosecond-accurate timestamps and
truth metrics for reliable offline analysis of synchronization algorithms.
5. The acquisition of numerous labeled timestamp datasets that can be easily reused in future
experiments and research efforts.
6. The development of the open-source PTP-DAL tool, which can benchmark the performance of synchronization algorithms in a reproducible fashion. Ultimately, the author’s
vision is that this tool can provide a reliable environment for promoting advances in PTS
synchronization strategies.
7. A discussion regarding PTP delay distributions encountered on practical FH network scenarios and the corresponding analysis of their impact on synchronization performance
through testbed-based experiments.
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8. The in-depth analysis of radio transmission timing alignment in the FH. This work proposes an implementation architecture and demonstrates various challenging practical aspects using the FPGA-based prototypes, where the radio timing alignment is evaluated
based on both PTP and PPS synchronization.

1.4

Outcomes
The following list summarizes the papers produced as part of this thesis’ efforts:

1. [65] presents initial investigations of synchronization algorithms in the context of PTPunaware FH networks. It focuses on the practical limitations of the packet selection and
filtering techniques that are thoroughly discussed in Chapter 3.
2. [67] describes the FPGA-based testbed developed for FH synchronization experiments.
It describes the architecture used to ensure that radio sampling and carrier frequencies are
coherent to the frequency recovered via PTP and describes a flow control technique based
on frequencies synchronized via PTP.
3. [68] investigates a hardware-assistance mechanism to control the specific instant when a
PTP message is transmitted over the FH. This mechanism ensures that the PTP messages
experience minimal PDV. As a result, the PTP performance improves substantially even
under PTS, as long as the network has tree topology. Nevertheless, to limit the scope of
this thesis, this technique is not discussed in the remainder of this work.
4. [71] investigates the use of PTP-based synchronization for the alignment of radio transmissions carried out by distributed RRUs. Its material is thoroughly discussed in Chapter 5, and its evaluation relies on the FPGA-based testbed discussed in this thesis. The
results from this publication are reproduced in Chapter 6.
5. [69] presents the reproducible comparison of synchronization algorithms discussed in this
thesis. It presents the algorithms from Chapter 3, some aspects of the testbed described
in Chapter 4, and the PTP-DAL tool. More importantly, it shows the analyses of synchronization algorithms and delay distributions reproduced in Chapter 6. This paper has been
submitted to the IEEE Access journal and is currently under review.

Chapter 2
Telecom Synchronization: An Overview
Accurate time and frequency references are essential in numerous use cases. The mere
fact that two independent systems can supply or rely on synchronized time or frequency references opens the doors to countless applications. For example, one can think of applications that
become possible when the time reference held by vehicles and traffic lights are synchronized to
each other at a precise level. From another perspective, one can imagine the risk of relying on
synchronized vehicles and traffic lights if their time bases can eventually become misaligned.
In fact, the timing protocol of interest in this work, the IEEE 1588 PTP [11], finds extensive usage in numerous contexts. For instance, telecom, power generation systems, industrial
automation, audio-video systems, military, aerospace, financial, and more [72]. While focusing on the telecom domain, this chapter presents the fundamental concepts of time-keeping,
telecom use cases, and requirements, which are essential to support the upcoming discussions.
The chapter is organized as follows. Section 2.1 starts with an introduction to fundamental
synchronization principles. Next, Section 2.2 models the time synchronization offset (or error)
function, while Section 2.3 clarifies the synchronization error tolerance from various RAN use
cases. Section 2.4 explores the timing distribution model, and, lastly, Section 2.5 covers the
time accuracy assessment and budgeting.

2.1

Fundamental Synchronization Principles
The example of Fig. 2.1, similar to the analogy used in [5], illustrates the concept of

packet-based time transport. Imagine that a man runs with a perfectly constant velocity from
point A to point B to convey the current time of Clock A into Clock B. In the scenario of
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(a) Constant-delay.
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Figure 2.1: Example transport of time from Clock A to Clock B.

Fig. 2.1a, suppose the man departs from A on instant t1 , which he takes note of and brings in
his briefcase. Later on, the man arrives at point B on instant t2 . By the time he reaches Clock
B, however, the time information he had from Clock A is already outdated, as the clock kept
ticking. Hence, he cannot merely set Clock B to the time t1 . Instead, the man needs to set Clock
B to time t1 + d where d is the delay of his A to B trajectory. Nevertheless, d is an unknown
parameter, so the man is clueless at this point. The only thing he can state, so far, is that, when
he arrives at point B, Clock B has a time offset x relative to Clock A given by:
x = t2 − (t1 + d),

(2.1)

where term t1 + d represents the projection of the time that Clock A has when t2 is marked on
Clock B, as illustrated by the dashed line in Fig. 2.1a. In other words, (2.1) represents the offset
(difference) between clock B’s time and clock A’s time upon the man’s arrival on point B.
Next, the man makes a wise decision. He runs back from B to A with the same velocity
as before, departing from B on instant t3 and arriving back at A on instant t4 . In the end, the
man still does not know the exact delays of his trajectories, but at least he knows that the delays
were equal on the way forward and back, as he traveled with the same velocity. Hence, he can
formulate the A-to-B and B-to-A delays as follows:
dAB = t2 − (t1 + x)

(2.2)

dBA = (t4 + x) − t3 ,

(2.3)
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where the timestamps taken on Clock A (t1 and t4 ) are adjusted to the corresponding time at
Clock B by using the (yet unknown) time offset x, assumed constant throughout the process.
Finally, because the delays are identical, that is dAB = dBA , one concludes that:

x=

(t2 − t1 ) − (t4 − t3 )
,
2

(2.4)

which is a function solely of the timestamps, which are known. This expression is the classical
two-way time offset estimation approach.
The IEEE 1588 PTP protocol works just like this example, except that the running man’s
role is played by specific protocol messages. PTP operates between PTP clocks, namely networked devices that contain time-keeping capabilities and participate in the protocol. These
clocks exchange specific messages that are timestamped on arrival and departure such that, in
the end, they provide the timestamps used in (2.1) or (2.4).
The vital requirement for (2.4) is that the forward and backward delays must be symmetric. However, in most cases, this condition does not hold. The more typical scenario is as
illustrated in Fig. 2.1b, where the man has to stop and wait for variable intervals at traffic lights
along the path. In this case, the forward (A-to-B) and backward (B-to-A) delays are usually
different and variable per realization, as the wait interval on each traffic light varies. Thus, (2.4)
does not hold precisely. In timing networks, this scenario arises because the PTP messages are
subject to variable store-and-forward, queuing, and processing delays over the network.
Fig. 2.2 illustrates the delay request-response exchange of PTP [11]. The communication
is between the clock master and the clock slave. The master sends a Sync message, which is
timestamped on departure (instant t1 ) and arrival (instant t2 ). The slave then replies with a
Delay Req (delay request) message, which is also timestamped on departure (instant t3 ) and
arrival (instant t4 ). Ultimately, the slave collects the four timestamps. Two of them (t2 and
t3 ) are already taken on the slave side. Meanwhile, the Sync departure timestamp (t1 ) can
be transported through the so-called follow-up message (in two-step mode [11]) or directly
embedded on the Sync message itself (in one-step mode). Lastly, t4 is taken on the master side
and transported back to the slave through the Delay Resp (delay response) message.
After an exchange, the PTP slave can measure its time offset relative to the master using
(2.4). Also, it can similarly derive its frequency offset relative to the master clock, as discussed
later. To better explain these concepts, time-keeping principles are introduced next.
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Figure 2.2: IEEE 1588 delay request-response mechanism.

2.1.1

Time-keeping Definitions

The essential hardware element for time-keeping is the so-called real-time clock (RTC),
which is a hardware structure capable of measuring real time. An RTC often holds the timeof-day (ToD) tracing an internationally-recognized time standard, such as coordinated universal
time (UTC) or international atomic time (TAI). Thus, a timestamp from an RTC often represents
the date and time, such as 2020-10-03T13:21:56.427563 (in ISO 8601 representation). For
example, the RTCs used by PTP nodes typically follow TAI time using 32 bits for nanoseconds
and 48 bits to store seconds elapsed since January 1st, 1970, the so-called PTP epoch [11].
An RTC can be syntonized and synchronized relative to a reference RTC. Its driving clock
signal can also be phase-aligned relative to a reference clock signal. The meaning of each of
these processes is clarified in the sequel.
To start, it is worth clarifying the terminology regarding the overused word clock and,
more specifically, the distinction between a clock and a clock signal. It is common to use the
term clock to refer to a time counter (e.g., an RTC). Also, in the IEEE 1588 standard [11], the
term clock has a broader connotation. It represents a network node that participates in PTP
(exchanges messages of the protocol) and can measure the passage of time. In other words, a
PTP clock contains a clock, as discussed in [11, Section 3].
In contrast, the term clock signal refers to a physical periodic analog signal (typically
a sine-wave or a rectangular wave voltage) that drives the clock circuitry. In some cases, for
clarity, it is interchangeably called the driving clock or driving clock signal, as it drives the RTC
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hardware. The terms clock cycle and clock frequency, in turn, refer to the period and frequency
of the clock signal of interest.
The RTC’s implementation generally consists of a counter in hardware that operates with
a nominal clock frequency of fnom . On each clock cycle, the RTC increments its time count by
1/fnom . Thus, over one real-world second, for instance, the RTC also accumulates one second
(i.e., fnom × (1/fnom )). In other words, it counts “real time.”
The amount by which an RTC advances on each clock cycle is named the increment value
or the step of the RTC. Although this value is generally initialized to the driving clock’s nominal
period, i.e., 1/fnom , in some RTC architectures, it can be adjusted in runtime. Assuming the
frequency driving the RTC is f (t) instead of fnom , the RTC should be adjusted to increment by
1/f (t) on every clock cycle, instead of 1/fnom . Otherwise, the RTC accumulates time offset
relative to the reference time. For example, if fnom = 100 MHz, the nominal increment is 10 ns.
Then, if f (t) = 100.001 MHz and the RTC keeps track of time using the nominal increment, it
accumulates 1.00001 seconds during one real-world second, rather than one round second.
In practice, the frequency driving the RTC essentially always differs from the nominal
value fnom to some extent. The actual frequency can be represented as:
f (t) = (1 + y(t))fnom ,

(2.5)

where y(t) is the dimensionless fractional (or normalized) frequency offset, given by:
y(t) =

f (t) − fnom
.
fnom

(2.6)

For example, with f (t) = 100.001 MHz and fnom = 100 MHz, the frequency offset becomes
y(t) = 10−5 , or, equivalently, 10 ppm (parts per million).
In general, the frequency offset affecting an RTC leads to the accumulation of time offset. For example, a frequency offset in ppm can be interpreted as microseconds of time offset
accumulated per second. Similarly, a frequency offset in parts per billion (ppb) represents
nanoseconds accumulated per second. More generally, the instantaneous frequency offset y(t)
determines the instantaneous rate of change of the time offset x(t) (detailed in Section 2.2). In
other words, y(t) = dx(t)/dt (see, e.g., [73]).
An RTC is said to be free-running when it operates with a static configuration, such as a
fixed increment value and an unregulated clock signal. In this case, it continuously accumulates
time offset relative to a reference time. In contrast, a time counter is syntonized when it is
frequency-compensated such that it does not accumulate time offset. This compensation can be
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accomplished either by disciplining the counter’s clock signal physically, e.g., with a voltagecontrolled oscillator (VCO), or adjusting the increment value. When an RTC becomes perfectly
syntonized, it measures the same interval as a reference RTC during a given real-world interval.
Equivalently, its frequency offset converges to zero, so that its time offset remains constant.
Next, an RTC is said to be synchronized when its time follows a reference RTC. With
perfect syntonization, an RTC can measure time intervals correctly. Meanwhile, with perfect
synchronization, the RTC can represent the absolute time correctly at any moment. With synchronization, the RTC holds the same time as a reference RTC, at any point in time.
There are two possibilities in terms of synchronization. Two or more RTCs can be relatively synchronized, in which case they match relative to each other only. Alternatively, an
RTC can achieve absolute synchronization, in which case it synchronizes to an internationally
recognized time standard, such as UTC or TAI.
Finally, the principle of phase synchronization refers to the matching between the phase
of a locally produced analog signal and the phase of a reference signal. Note that, while time
synchronization means the RTC holds the same ToD value as the reference RTC, phase synchronization refers to the analog driving clock signals (sinusoidal or rectangular wave signals)
phase-matched to each other. Also related is the concept of phase coherency, when the phase
between two analog signals has a fixed offset. In other words, coherency implies the phase
relationship between the two signals is fixed, while phase synchronization implies the phase
difference is zero, so that phase synchronization also implies coherency.
In general, the phase misalignment becomes a concern solely when the goal is to achieve
a time alignment better than the timestamping granularity. For instance, an RTC driven by a
100 MHz clock signal counts time with a 10 ns granularity. Since it increments time on the rising
edge of its driving clock signal, the increment instant depends on the phase of the driving clock.
Thus, two such RTCs may present a time difference within ±10 ns even if they are already
accurately time-aligned, due to their phase differences. To improve the accuracy below the
±10 ns accuracy range, the RTCs must tick (i.e., increment time) simultaneously. Alternatively,
the phase difference can be detected and compensated on the timestamps taken from the RTC.
The WR system is one example of PTP implementation that relies on this strategy, particularly
using the so-called dual mixer time difference (DMTD) phase detector, as described in [74].
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Figure 2.3: Real-time clock architectures.

2.1.2

Real-time Clock Implementation and Disciplining

A typical RTC implementation comprises a counter and a separate time offset register.
The counter tracks the time progression based on the clock frequency f (t) produced by an
external oscillator. Meanwhile, the offset register adjusts the ToD origin of the RTC.
As explained earlier, the counter aims to track real time, for example, to accumulate one
second during one real-world second. To do so, it accumulates the increment value Tinc (t) on
every clock cycle. Nevertheless, because f (t) in practice is offset from its nominal value fnom ,
the counter has to adapt either f (t) or Tinc (t) to track time correctly.
There are two ways to correct a frequency offset and, correspondingly, two RTC architectures, as illustrated in Fig. 2.3. The architecture of Fig. 2.3a relies on a free-running clock
signal and compensates the frequency offset by adjusting the increment value Tinc (t) to:
Tinc (t) =

1
.
f (t)

(2.7)

This approach can be denominated as arithmetic syntonization.
In contrast, the architecture in Fig. 2.3b uses a regulated driving clock signal, e.g., from
a VCO. In this case, the increment value Tinc (t) is constant and equal to the nominal increment
of 1/fnom . Instead, the driving clock signal is disciplined so that its frequency f (t) approaches
the nominal frequency fnom . This strategy is referred to as physical syntonization.
The arithmetic compensation approach is often attractive because it uses simpler hardware, i.e., an ordinary (unregulated) oscillator, and does not involve physical adjustments. On
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the other hand, its disadvantage is that it tends to offer lower responsiveness. As the frequency
offset is commonly estimated in software (SW), the adjustments take longer to be applied.
Meanwhile, the physical syntonization is preferable when the RTC receives a synchronized frequency reference, such as coming from SyncE, with the advantage of enhanced responsiveness. In this case, the VCO synchronizes directly to the physical layer reference, without
SW intervention. Nevertheless, this is only feasible over timing-aware networks. In contrast,
timing-unaware networks do not transport any frequency reference over the physical layer.
On a timing-unaware network, the physical syntonization approach requires SW control
of the VCO. In other words, the SW estimates the frequency offset and regulates the VCO’s control voltage. Ultimately, this approach does not benefit from the aforementioned responsiveness
of physical syntonization, so it defeats the purpose. Hence, while focusing on timing-unaware
networks, this thesis considers only the arithmetic syntonization approach.
After ideal syntonization, the syntonized time held by the RTC (in its accumulator block)
can still differ by a constant amount relative to a reference. This problem is solved by the time
offset register highlighted in Fig 2.3. The value held in this register shifts the syntonized time
output of the RTC by a constant amount. Thus, once an estimated time offset is written into
the time offset register, the RTC becomes synchronized instead of merely syntonized. In the
hypothetical case of perfect syntonization, the time offset remains constant and, therefore, a
single (ideal) update to the time offset register suffices.
In practice, however, the syntonization is never perfect. Any residual syntonization error
leads to the accumulation of time offset over time. Consequently, the synchronization stack
needs to update the time offset register continuously. Similarly, as the oscillator frequency
changes over time (e.g., varies with temperature), the synchronization stack must continuously
update the syntonization parameter (i.e., the VCO voltage or the increment value).
An alternative RTC disciplining approach updates the time offset register once during
initialization and, subsequently, relies only on the syntonization parameter. In this case, the
syntonization compensates for any accumulated time offset. For example, if the RTC lags the
reference, the increment value can be increased to catch up. Similarly, if the RTC gets ahead of
the reference, the increment value can be reduced. A servo loop often handles this process.
Lastly, another alternative for syntonization is to post-process the timestamps taken by
the RTC purely in SW. For example, the SW can estimate how much time offset accumulates
between consecutive timestamps. With this estimate, it can adjust the timestamps before hand-
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Figure 2.4: PPS synchronization example.

ing them to further processing blocks. The advantage is that this mechanism does not involve
changes to RTC hardware registers. In the end, it leads to the concept of virtual clocks [49].
Because not always the RTC can represent 1/f (t) with perfect resolution, as further discussed in Chapter 4, it is usual to combine the clock disciplining strategies involving changes
to the RTC hardware and software adjustments on the timestamps. The best possible increment
value (or VCO control voltage) is set into the RTC hardware, within the resolution limits and
subject to frequency offset estimation accuracy. Then, the residual frequency offset is left to be
compensated in software. This is the approach adopted in this work, as clarified in Chapter 4.

2.1.3

Synchronization Methods

Thus far, packet-based synchronization has been discussed. However, this is only one
possibility for time distribution. The other alternative is the physical approach, whereby the
reference time is physically connected and directly measured by the system that intends to
synchronize to it. An example is the synchronization based on a PPS signal.
A PPS (also known as 1PPS) is a periodic rectangular wave whose rising edge is asserted
whenever the clock that generates it observes the passage of a second. This signal is physically
wired from a master device to a slave device. By observing it, the slave can force its clock to
increment seconds simultaneously with the master. As is illustrated in Fig. 2.4, the slave starts
with an offset relative to the master. In other words, when the slave sees the PPS rising edge, its
local count is not on the turn of a second. Later on, the slave measures this offset and corrects
its timebase such that it locks to the master (PPS) time.
The physical approach is generally very accurate because the slave can measure the true
time offset directly. In contrast, in the packet-based approach, the independent systems can
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only infer the time and frequency discrepancies based on computations involving the packet
timestamps. However, this inference is noisy and, thus, the most challenging part.
For frequency distribution, both physical and packet-based approaches are possible too.
In the physical approach, a frequency signal (e.g., a rectangular wave) is wired from master
to slave directly. This is the case of SyncE, in which the Ethernet physical layer continuously
conveys the reference from one node to the other. Each node locks to its upstream node using
a phase-locked loop (PLL) scheme, and, as a result, SyncE establishes a chain of locked nodes.
The downside of this solution is that it requires the entire chain to support the physical-layer
frequency distribution. In contrast, the packet-based approach for frequency distribution relies
on inferences taken at the endpoint slave only, so it works over timing-unaware networks.
In practice, physical and packet-based methods often coexist on a timing chain. The
typical timing hierarchy starts with a GPS disciplined oscillator (GPSDO) featuring an atomic
frequency standard, which produces a PPS signal that disciplines the so-called PTP grandmaster
(GM). The GM, in turn, distributes time to the PTP slave clocks in the network via PTP. Finally,
the PTP slave clocks deliver time to the end application by another physical connection, such as
a PPS or an IRIG timecode interface [75]. Section 2.4 elaborates on the distribution architecture.

2.2

Time and Frequency Offset Processes
With any synchronization mechanism, the goal is to align the time tlocal (t) held locally by

a clock (i.e., the local RTC) as well as possible relative to the time tref (t) of a reference clock or
time standard (such as UTC). However, this process is essentially always imperfect [76]. This
imperfection is quantified by the time offset (or time error) function x(t), given by:
x(t) = tlocal (t) − tref (t).

(2.8)

As explained in ITU-T Recommendation G.810 [77, Appendix I], x(t) can be modeled by:
x(t) = x0 + y0 t +

φ(t)
D 2
t +
,
2
2πfnom

(2.9)

where x0 is the initial time offset, y0 is the initial fractional frequency offset relative to the
nominal frequency fnom , D is the linear fractional frequency drift rate, and φ(t) represents the
random phase deviations of the clock signal driving the RTC. While x0 , y0 , and D are systematic
(deterministic) parameters, φ(t) is responsible for the randomness in x(t). This model appears
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in numerous works, such as the seminal work of [76] and the comprehensive works of [73, 78].
It is briefly derived in Appendix A, and a more detailed derivation is available in [79].
The given model assumes a significant and constant initial frequency offset, a linear frequency drift effect, and random phase deviations. For example, refer to the driving clock frequency associated with this model in (A.2). The physical interpretations are discussed next.
As discussed in [78], the frequency produced by an oscillator depends on both external
and internal effects. The former refers to environmental factors (external to the oscillator) such
as temperature, humidity, supply voltage, pressure, acceleration, stress, physical vibration, magnetic and electric fields, and radiation [80]. In contrast, the internal effects refer primarily to the
inherent long-term oscillator aging [81].
The most common type of oscillator used on PTP devices is the quartz crystal oscillator
(XO), based on the mechanical vibrations of a piezoelectric resonator made of quartz crystal [78]. The frequency produced by such an oscillator depends on the physical properties of
the crystal, such as its dimensions, mass, and cut angle. For example, the temperature alters the
dimensions of the resonator [80], and, as a result, leads to deviations in the resonance frequency.
Similarly, the long-term aging effect comes from physical changes in the oscillator. Its primary
causes are mass transfer effects such as oxidation, adsorption or desorption of contamination on
the resonator’s surface, and stress (force) relief in the resonator’s mounting structure [82, 83].
There are many forms of crystal oscillators and widely varying frequency drift behaviors.
For example, an ordinary XO typically deviates in frequency by a few ppm for each 1°C change
in temperature. Meanwhile, an oven-controlled crystal oscillator (OCXO), which maintains the
oscillator’s temperature at its optimum operating point, typically deviates in frequency in the
order of ppb or less per 1°C change [78]. Similar variations apply to other external and internal
effects. For example, an XO typically experiences aging in the order of ppm per year, whereas
an OCXO ages in the order of ppb per year [81, 82].
Among the factors that cause systematic frequency deviations in crystal oscillators, the
manufacturing imprecision, temperature, and aging effects typically prevail [84]. For example,
pressure and acceleration effects are relevant for an oscillator operating in an aircraft, but they
exert negligible influence in most common applications [78]. Humidity effects can be eliminated by sealing the oscillator enclosure hermetically, while power supply artifacts are remedied
by proper voltage regulation [83]. In this thesis, specifically, while focusing on the short-term
synchronization performance achieved on 5G base station equipment, it is considered that the
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temperature represents the predominant environmental effect causing frequency drift.
There is no universal interpretation of (2.9), and, as pointed by [76], the model is not
entirely suitable for all forms of oscillators. In this work, the interpretation follows [73, 77] in
that D models the oscillator aging, whose frequency drift is often close to linear over time [81].
Meanwhile, y0 represents the sum of the initial and average environmentally induced frequency
offsets, including the initial frequency offset due to manufacturing imprecision. The initial
time offset x0 refers mostly to when the RTC turns on and starts counting time. Lastly, φ(t)
expresses the random phase deviations due to random changes in environmental conditions and
the oscillator’s electronics. For example, the latter is affected by thermal noise, shot noise,
flicker noise [85], and all environmental effects mentioned earlier.
While the systematic terms in (2.9) are often predictable in a synchronization system,
the stochastic noise modeled by φ(t) is typically not. Nevertheless, the random phase noise is
a well-investigated phenomenon with many decades of research [76, 85–88] and consolidated
characterization methods. It can be characterized both in the frequency domain [86] with the
so-called power-law models and the time domain in terms of modified variances [87].
In any case, the trends and predictable characteristics of the time offset x(t) modeled by
(2.9) are not necessarily exploited in a synchronization algorithm. Regardless of what the time
offset is at any point in time, PTP clocks attempt to measure it continuously (typically up to
128 times per second [33]). If the measurements are accurate, the unregulated (drifting) local
time given by tlocal (t) can be compensated such that it approaches the reference time. That is,
using an estimate x̂(t) of the time offset, the corrected local time becomes as follows:
t̂local (t) = tlocal (t) − x̂(t).

(2.10)

The problem is that the measurements provided by PTP are often significantly noisy, especially over timing-unaware networks. In this case, some synchronization algorithms incorporate knowledge of the time offset model to achieve better estimates and alleviate the time offset
measurement noise. In contrast, other estimators completely neglect the time offset model and
focus on the measurement noise directly. This topic is extensively covered in Chapter 3.

2.3

RAN Synchronization
At this point, this chapter has defined the basic synchronization principles and the cir-

cumstances that lead to synchronization error between clocks. The next step is to clarify how
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the clock synchronization is used in RAN equipment, why it is necessary for mobile networks
and the corresponding requirements.

2.3.1

Synchronization Usage in RAN Equipment

Once RTCs are reasonably synchronized, it only means that they hold well-aligned ToD
values. The question, then, is what one can do with that at the application level. And it turns
out that a well-synchronized RTC is a powerful resource.
An RTC allows for the synthesis of arbitrary periodic signals. For example, suppose the
goal is to generate a 1 MHz rectangular wave with a 50% duty cycle. Then, one can design a
simple hardware (HW) logic that toggles an output voltage every time the RTC measures 500 ns.
More importantly, a group of synchronized RTCs can synthesize phase-aligned signals. For
instance, if distributed devices intend to generate the same 1 MHz wave with phase alignment,
they can all agree on starting the wave simultaneously (e.g., on the turn of a second).
Aside from the synthesis of periodic signals, a synchronized RTC also allows for scheduled events. For example, it is possible to schedule the moment when, e.g., a long term evolution
(LTE) or 5G new radio (NR) radio frame goes on air. With that, multiple distributed devices
can agree on the radio-frequency (RF) transmission timing.
To avoid confusion, note that timing alignment in this work refers to the timing between
two coordinated RF transmissions, e.g., two NR frames. It differs from time alignment, used to
refer to the time (or ToD) difference between RTCs. Nevertheless, there is a strong relationship
between the two metrics. The RF timing can usually be as accurate as the underlying RTC.
However, the performance ultimately achieved by the end application can also be inferior to the
RTC synchronization accuracy in case the application introduces further noise.
In the end, the shared understanding of time allows for syntonization, phase coherency
(refer to Section 2.1.1), and timing alignment between RAN devices (e.g., RRUs or base stations). The assumption is that the PTP-capable RAN device synthesizes phase-aligned rectangular waves that serve as clock signals for the RF frontend, e.g., the baseband sampling clock or
the RF carrier frequency. Furthermore, the device relies on scheduled (or time-triggered) events
to coordinate the timing of RF transmissions, a topic that is extensively covered in Chapter 5.
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Figure 2.5: C-RAN synchronization architecture.

2.3.2

RAN Synchronization Requirements

The need for synchronization arises on a plethora of transmission modes and performance
requirements imposed on RAN equipment. The most basic use cases involve frequency syntonization only. Meanwhile, the more advanced cooperative transmission modes require phase
coherency and (or) timing alignment between the RF transmissions carried by distributed radios.
The architecture of interest is as illustrated in Fig. 2.5. A BBU serves radio data to distributed RRUs, and the latter implement coordinated transmissions requiring timing and phase
alignment. Then, depending on the transmission mode, different requirements apply.
Among the requirements discussed in the sequel, most of them apply to cooperative downlink (DL) transmissions, which involve the coordination of base station (BS) equipment. In contrast, uplink (UL) transmissions involve the user equipment (UE) with specific synchronization
mechanisms such as the uplink timing advance procedure [89, Chapter 18]. In other words, the
UL coordination is not based on PTP and, thus, it is considered out of scope.
At the very minimum, a BS needs an accurate frequency to transmit in RF in compliance
with its allocated spectrum. Additionally, an accurate frequency is required for handover performance [90]. The rationale is that the frequency offset observed by the mobile equipment
relative to the BS should not change too much when switching BSs.
For LTE and LTE advanced (LTE-A), 3GPP technical specification (TS) 36.104 [91] specifies that a wide-area BS1 should transmit in RF with up to ±50 ppb frequency error, measured
in the course of 1 ms, i.e., over the LTE subframe period. The same specification applies for
1

Medium range and local area BSs require ±100 ppb, while home BS requires ±250 ppb.
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5G NR wide-area BSs [92], and these requirements consider the radio interface. In contrast, a
more stringent requirement of ±16 ppb is typically considered at the interface between the BS
and the timing distribution network [93, Appendix IV].
Meanwhile, phase synchronization is typically required to ensure that jointly-processed
baseband samples are transmitted with phase-aligned sampling instants and over phase-coherent
carriers. An example arises in distributed MIMO, particularly in the DL direction. As discussed in [10], the receive-end of a distributed MIMO link cannot recover the carrier frequency
and phase offsets as in conventional wireless communications. The signals simultaneously irradiated by the distributed transmission points (TPs) are mixed, so the UE cannot estimate its
frequency and phase offsets relative to each TP. In this case, instead, the TPs must achieve
carrier coherence before transmitting. For example, [10] discusses how to achieve this carrier
coherence using a combination of PTP and over-the-air signaling between the TPs.
Finally, time synchronization is required to ensure that blocks of samples, such as 10 ms
NR radio frames [94], are transmitted simultaneously by distributed BSs or radios, as indicated
in Fig. 2.5. In this context, the 3GPP requirements are usually presented in terms of time
alignment error (TAE), which, as defined in ITU-T G.8271 [95, Appendix II], determines the
maximum relative time error between any two radio signals time-aligned to the same reference.
Importantly, because TAE is a relative measurement, the common part of the time error affecting
the TPs of interest is harmless, as discussed in ITU-T G.8271.1 [96, Appendix VII].
An example of time synchronization requirement is for TDD operation, where the DL and
UL transmission switching points need to be aligned among adjacent or co-located base stations
to avoid interference between DL and UL time slots [95, Appendix VI]. The rationale is that the
DL transmissions are of much higher power than UL transmissions. Thus, non-synchronized
transmissions can introduce substantial interference. For TDD over LTE small cells, the TAE
must be less than 3 µs [97], a requirement that dates from Universal Mobile Telecommunications
System (UMTS) [9] and continues for 5G NR [98, Section 7.4].
More generally, time synchronization is required whenever distributed radio units or BSs
transmit coordinated waveforms. The use cases include, for example, inter-site carrier aggregation (CA), coordinated multipoint (CoMP) [6, 9], ranging-based localization [99], time-domain
enhanced intercell interference coordination (eICIC) [100], and distributed MIMO. The latter
needs timing alignment in addition to carrier coherence [10].
3GPP TS 36.104 [91] specifies the time alignment required for Tx diversity, MIMO trans-
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Table 2.1: TAE requirements specified for LTE/LTE-A.
Mode

Maximum TAE

MIMO or Tx diversity transmissions

65 ns

Intra-band contiguous carrier aggregation, with or without MIMO or TX diversity

130 ns

Intra-band non-contiguous carrier aggregation, with or without MIMO or TX diversity

260 ns

Inter-band carrier aggregation, with or without MIMO or TX diversity

260 ns

mission, and carrier aggregation. The most stringent one is for MIMO or Tx diversity transmission, which shall not exceed 65 ns. This specification implies that a signal is no more than
two sampling intervals away from the other when considering the maximum LTE sample rate
of 30.72 MHz. The other requirements are summarized in Table 2.1.
Similar accuracy levels are required for NR, as summarized in ITU-T Recommendation
G.8271 [95]. As discussed in the latter, not all of these requirements involve the timing network.
For example, the most stringent TAE of 65 ns in Table 2.1 is an internal equipment specification,
assuming MIMO and Tx diversity involves the transmission carried out by co-located antennas
only, unlike in the distributed MIMO approach [10].
The challenging scenario for CA is when the BSs performing CA are not co-located. This
scenario is common when using CA to aggregate component carriers of different frequency
bands, which is known as inter-band CA. In this case, the serving cells (see definition in [101])
cover different areas due to different path losses. Thus, it is not uncommon to have inter-band
CA operated by non co-located BSs, i.e., the so-called inter-site CA, as discussed in [6]. This
scenario is challenging because the TAE needs to be satisfied between geographically apart BSs
and, hence, it involves the timing network [6]. A TAE of 260 ns between the transmitting ports
is required in this case, as indicated in [102, Section 6.5.3].
A similar relative time error requirement is assumed by some authors for CoMP in 4G,
particularly for joint transmission (JT) in DL. [103, Section 5.1] specifies that the signals arriving at a UE from coordinated TPs should present a timing difference of up to 2.5 µs, particularly
in the range from −0.5 µs to 2 µs. This difference includes both the propagation delays from
TPs to UEs and the TAE among the TPs. The propagation delay difference depends on the distance between the coordinated TPs and is assumed to consume most of the timing error budget,
while a smaller portion remains for the TAE. However, the budget for each component is not
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standardized. [104] considers a time accuracy requirement of ±1.5 µs (or TAE of 3 µs) for DL
JT, while [6] considers a TAE of 260 ns, i.e., same as for inter-band CA.
In the case of time-domain eICIC, time synchronization is required to coordinate the
transmission of the so-called almost blank sub-frame (ABSF). This technique applies to heterogeneous network (HetNet) scenarios where a small cell is within a macro cell’s coverage.
The macro BS transmits the ABSFs in DL at known instants, which the small cell BS knows
in advance. The small BS, in turn, transmits to its edge UEs during these time slots. This
coordination requires time synchronization between the BSs, typically in the order of a few
microseconds. [105] analyzes how the alignment requirement can be derived in this case, while
[100] claims that TDD’s 3 µs TAE requirement also suffices for ABSFs coordination.
Next, time synchronization is required for positioning techniques that rely on trilateration.
This requirement applies, for example, to the ranging-based positioning mechanisms used in
LTE, i.e., observed time difference of arrival (OTDoA) and uplink time difference of arrival
(UTDoA), where time-of-arrival differences are measured. For these, the UE’s location can be
inferred if the positions of the involved BSs are known and if they are tightly time-synchronized.
As indicated in [99], the synchronization requirements for trilateration is at least one order
of magnitude tighter than other 4G/5G timing requirements. The rationale is that, for ranging,
one nanosecond of time error between transmitter and receiver represents an error of roughly
0.3 m. Some works consider a target accuracy of 100 ns for OTDoA methods [106], which, as
noted in [107], introduces a positioning error within 40 m. Also, [6] states that a TAE of less
than 10 ns is required to achieve a 3 m accuracy for 5G.
Aside from the given use cases, there is a noteworthy difference between 5G-NR and
LTE, which is that the former supports shorter frame segments (slots, more specifically) for low
latency communications [108]. The problem is that these configurations reduce the so-called
cyclic prefix (CP) duration of orthogonal frequency division multiplexing (OFDM) symbols,
which affects the TAE budget, e.g., in the TDD scenario. Since the CP provides a guard band,
the TAE can be as high as the difference between the CP duration and the maximum expected
channel impulse response (CIR) duration or delay spread [109]. In the end, if the CP reduces,
so does the TAE budget.
5G NR changes the number of slots per frame based on the so-called numerology and
particularly the subcarrier spacing [94]. With the largest subcarrier spacing of 240 kHz, there
are 16 slots per subframe, which is advantageous for latency because the scheduling happens at
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Table 2.2: Summary of time alignment error requirements.
Application

TAE

Notes

LTE-TDD

10 µs

For cell with radius > 3 km

LTE-TDD

3 µs

For cells with radius ≤ 3 km

NR-TDD

3 µs, or less

Depends on CP duration

LTE eICIC

3 µs

Not standardized.

Inter-band/inter-site CA

260 ns

CoMP JT

260 ns

Not standardized

TDoA-based Localization

100 ns

For 40 m accuracy. Not standardized.

TDoA-based 5G Localization

< 10 ns

For 3 m accuracy. Not standardized.

the slot level [108]. However, in this case, the CP duration becomes 292 ns, i.e., 16 times shorter
than LTE’s CP. For example, [6] discusses the TDD timing budget for a 60 kHz subcarrier
spacing based on the numerology proposed in [110]. It claims that the TDD TAE budget reduces
to 780 ns for the corresponding CP duration of 1.17 µs.
The requirements discussed thus far are summarized in Table 2.2, which relies on a combination of information from [6], [104], [106], and Appendix II of G.8271 [95].

2.4

Time Distribution Architecture
Next, it is important to clarify the time distribution architecture. In RANs, time and

frequency references are typically distributed from one or more central locations towards edge
BSs. The origin of the frequency reference is known as the primary reference clock (PRC) [77]
and normally is an atomic oscillator. Meanwhile, the origin of the ToD reference comes from
the so-called primary reference time clock (PRTC), which commonly also features an atomic
oscillator (if not combined to the PRC) and acquires an internationally-recognized time standard
such as UTC [111] via GNSS.
The typical time distribution model is illustrated in Fig. 2.6. First, the PRTC node feeds
a physical time/phase reference (e.g., a PPS signal) into the packet master, which is commonly
an IEEE 1588 PTP master clock. Then, the latter distributes the time reference through packets
over the network. Finally, the packet slave near the end application recovers the time/phase
from the packet stream and supplies a physical reference signal to the end application.
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Figure 2.6: Time/phase distribution network model.

The packet-based segment of the timing chain typically comprises a PTP master clock on
the top of the hierarchy, one or more PTP-aware transport nodes within the packet network, and,
lastly, the PTP slave clock. Additionally, it can include PTP-unaware devices over the network
(i.e., ordinary switches) or be completely based on PTP-unaware nodes. In any case, the time
distribution chain from master to slave forms the so-called PTP domain, where the master clock
on top of the hierarchy is known as the GM. Any other master ports in the network (e.g., within
the PTP-aware nodes) are just masters, but not GM, as they propagate the GM time downstream.
Both master and slave PTP clocks are devices that have a single PTP port (network interface), which at any given moment is either in master or slave state. Such a single-interface
device (clock) is known as a PTP ordinary clock (OC) [11]. In contrast, the PTP-aware nodes
over the network are multi-port devices, namely either BCs or TCs [11].
A BC features two or more PTP ports, and only one of them takes the slave role at any
given moment. Unlike a PTP-unaware switch, a BC does not forward the PTP messages coming
via the slave port. Instead, it uses these messages to synchronize its local clock relative to the
upstream master clock. Meanwhile, the BC’s master ports run independent PTP streams to distribute the locally synchronized time to downstream nodes. This strategy eliminates problems
with PDV, given that the PTP messages are not subject to variable forwarding delays.
Meanwhile, the TC transparently forwards PTP messages like a regular switch. Meanwhile, it also measures the residence time (RT) of each PTP event message starting from the
time the packet crosses the ingress port up to when it departs from the egress port. Later on,
the TC embeds this residence time information within the PTP message itself or a follow-up
message, such that the information reaches the slave. In the end, the slave can track the specific
delay experienced by each PTP packet, which is valuable to overcome the PDV effects.
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2.5

Time Error Budget and Assessment
Lastly, it is relevant to discuss how to assess the synchronization performance. Practical

PTP deployments focus on meeting the requirements of the end application by considering the
various time error components. To this end, the time error (TE), also known as time offset, is of
interest, particularly in terms of the so-called maximum absolute time error (max|TE|), constant
time error (cTE), and dynamic time error (dTE) metrics.
In the context of time error budgets, the cTE represents the constant time error (offset)
contributed by a given node within the PTP path. For example, it refers to the constant error
introduced by a BC, a TC, or a PTP-unaware switch. Meanwhile, the dTE refers to the variable
part of the error contributed by each node.
The dTE is further subdivided into low-pass filtered dTE (dTE LP) and high-pass filtered
dTE (dTE HP). The former indicates the so-called time-wander effect (i.e., low-frequency dynamic TE), while the latter indicates the so-called time-jitter (i.e., high-frequency noise), as
discussed in [96, Appendix IV]. Among the two, the dTE LP is typically a more significant
concern as it tends to propagate through the timing network. The rationale is that the transport
nodes typically apply some form of low-pass filtering (e.g., averaging) through their processing,
which tends to attenuate the high-frequency dTE noise but not the low-frequency dTE.
Lastly, the max|TE| metric represents the worst-case absolute time error, i.e., it aggregates
both the cTE and the unfiltered dTE, as follows:
max |T E(t)| = max {cT E + dT E(t)} .

(2.11)

The example budget of [96, Appendix V] is reproduced in Table. 2.3 with some simplifications. Note that it is designed for a max|TE| of 1.5 µs, which is enough to satisfy the TDD
TAE of 3 µs. Also, it considers two distinct deployment cases, with Class A and Class B PTPaware nodes, respectively. With Class A nodes, the budget considers a path of 10 BCs, whereas,
with Class B nodes, it considers a longer path of 20 BCs. Each Class A node contributes 50 ns
of cTE, while a Class B node introduces 20 ns of cTE [111].
The important revelation of Table 2.3 is that the PTP budget is a fraction of the requirement of the end application. Note that, to satisfy the ±1.5 µs accuracy requirement of the end
application, the target accuracy at the input to the end application is ±1.1 µs. If the errors introduced by GNSS and other imperfections at the PRTC are factored out, the combined PTP-SyncE
transport is left with an accuracy target of ±1 µs.
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Table 2.3: Example time error budget.
Component

Individual Error (Class A nodes)

Individual Error (Class B nodes)

PRTC max|TE|

100 ns

100 ns

Master Node cTE

50 ns

20 ns

cTE of Transport Nodes

500 ns

400 ns

Link Asymmetries

250 ns

380 ns

Aggregate dTE

200 ns

200 ns

End Application

400 ns

400 ns

Total

1500 ns

1500 ns

This work aims at achieving sub-microsecond accuracy to comply with a similar performance level, which as of today, remains the most widespread use case for PTP in telecom
(supporting TDD specifications). It also aims to give insights into the scenarios where better
performance can be achieved in the FH to support more advanced use cases from Table 2.2,
while considering PTS and, potentially, participation solely of the endpoints.

Chapter 3
Synchronization Algorithms
Timing synchronization distribution systems such as PTP heavily rely on averaging, servo
loops, and other algorithms to improve the timing accuracy. These systems acquire clock measurements that are noisy due to several impairments. Thus, post-processing algorithms become
crucial to alleviate the noise and get closer to the true values.
This chapter discusses the noisy measurements taken during PTP operation and analyzes
the time offset estimators that alleviate the measurement noise. The discussion is organized
such that the estimation strategy is enhanced piecemeal. It starts with simple estimators that
are oblivious to any oscillator model. Then, it extends the formulation to account for properties
(i.e., the model) of the unknown parameters to be estimated.
The chapter is organized as follows. Section 3.2 starts with a comprehensive literature
survey. Then, Section 3.3 presents a time offset model used by various estimators, while Sections 3.4 and 3.5 model the time and frequency measurements taken through PTP. Next, Section 3.6 discusses synchronization algorithms based on observation windows, while Sections 3.7
and 3.8 discuss the use of least squares (LS) and Kalman filtering (KF), respectively. Section 3.9
covers time offset drift estimation. Finally, Section 3.10 summarizes the discussions.

3.1

Notation
In this work, x and y represent time and frequency offset, respectively. x[n] expresses the

n-th true time offset value, whereas x̃[n] denotes the n-th measurement of x[n], which is corrupted by noise and subject to imperfections. More generally, z̃ represents a noisy measurement
of z (a generic variable), whereas ẑ denotes a more elaborate estimate of z.

34
In terms of indexing, n indexes individual samples in discrete-time domain. In contrast,
index k represents windows (i.e., collections) of samples. For example, x̂[k] denotes a time
offset estimate based on the k-th collection of noisy measurements.
When focusing on windows of samples, some variables are indexed based on their position m in the window and the window index k. For example, the windowed version of the time
offset x[n] is denoted as x[k, m]. The non-windowed and windowed domains can be reconciled
by setting the non-windowed index n equal to kN + m. This identity holds provided that the
observation windows are non-overlapping and of size N .
Lastly, bold lowercase letters such as x represent vectors, bold uppercase letters such as
H represent matrices, and (.)T denotes the transposition operation.

3.2

Related Work
This section presents a survey of the literature on time offset estimators that can be robust

to PDV. It discusses two main groups of estimators: window-based processing, where windows
of metrics derived from PTP timestamps are processed independently, and model-based filtering, which incorporates the oscillator’s model as part of the estimation. Moreover, it discusses
the problem of delay asymmetry and some of the related literature.

3.2.1

Window-based Processing

The technique known as packet selection is an example of window-based processing,
which has been extensively investigated in the literature. [43] analyzes three packet selection
operators: the earliest arrival packet filter (EAPF), also known as sample-minimum, which
selects packets with minimum delays in a window; the sample-mean, which averages a window
of time offset measurements; and the sample-maximum, which is the opposite of EAPF. The
analysis is backed by statistical and experimental characterization of the delays experienced by
timing messages under two network scenarios, referred to as cross-traffic and in-line traffic. It
shows that, under cross-traffic, the delay is well characterized as an independent and identically
distributed (i.i.d) random variable with Erlang probability density function (PDF), whose shape
parameter relates to network load. In contrast, under in-line traffic through store-and-forward
switches, the delay is characterized by a less tractable PDF that resembles a mirrored Erlang.
More importantly, [43] emphasizes that the optimal packet selection operator varies. Un-
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der light cross-traffic load, the EAPF yields the best performance in terms of output noise
variance. Under heavier cross-traffic load, in contrast, the Erlang delay distribution becomes
closer to Gaussian, and so the sample-mean yields the best result. Finally, for in-line traffic, the
sample-maximum operator outperforms the other two.
Based on [43], the work in [44] formulates a mechanism to adapt the packet selection
operator in real-time. The approach concurrently filters the noisy delay measurements (i.e.,
the difference between arrival and departure timestamps) with the sample-minimum, samplemean, and sample-maximum filters. At any moment, then, it chooses the output with minimum
variance. However, a limitation of this approach is that it does not perceive the noise bias that
results from the asymmetry between the master-to-slave (m-to-s) and slave-to-master (s-to-m)
PTP delays. In practice, the referred bias (detailed next in Section 3.2.2) may differ significantly
among the selection operators and play a more critical role than the variance.
In a similar direction, [45] and [46] propose the sample-mode filtering technique, which
distributes timestamp differences (arrival minus departure) collected during an observation window over bins and selects the mode. Effectively this is a selection operator that adapts to the
delay distribution. However, the referred works do not discuss the more significant disadvantage
of this operator, which is that the performance highly depends on how narrow the distribution
is around its theoretical mode or if a unique mode exists.
More generally, there are a few limitations to packet selection approaches. First and foremost, the selection operators only work well if the time offset remains reasonably constant
within the observation window. Second, the conclusions in terms of best-performing operators
in [43–46] are restricted to specific network and delay models. Thus, empirical validation becomes necessary for a given network. Third, the approaches focus on the reduction of variance
but are not guaranteed to yield unbiased estimates.

3.2.2

Delay Asymmetry Bias

The problem of estimation bias exists in all time offset estimation techniques discussed in
this work. Its primary cause is the static asymmetry between the m-to-s and s-to-m end-to-end
delays experienced by PTP messages. This asymmetry creates a bias on the two-way time offset
measurements. Ultimately, it often represents one of the biggest hurdles to synchronization
accuracy when transporting PTP over timing-unaware networks.
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3.2.2.1

Delay Asymmetry Sources

The literature discusses several sources of delay asymmetry originating from the timestamping implementation, the PHY hardware, and the delay components, i.e., propagation, processing, queuing, and transmission (or serialization) delays. At the hardware level, the transmit
and receive paths of a network interface can impose different latencies from the point of packet
arrival or departure to where timestamps are taken, as discussed in [112]. For example, this is
typical in gigabit Ethernet (GbE) interfaces (i.e., 1000BASE-T), which are considered in this
work. Unless known and calibrated, this latency difference leads to PTP delay asymmetry.
On the one hand, the PHY latency asymmetry effect is alleviated when the clock master
and slave devices are paired with each other, as pointed out in [113]. On the other hand, over
a PTP-unaware network, each switching stage can also contribute with its asymmetric PHY
latencies. The contribution from switching nodes is harder to compensate for in practice, as it
varies per-hop and potentially comes from third-party equipment.
At the link level, the propagation delay may be significantly asymmetric when the m-to-s
and s-to-m transmissions occur over distinct wavelengths, as discussed in [114], or asymmetric
transmission lines, as discussed in [113]. Also, the transmission delays of PTP messages can
be asymmetric if the m-to-s and s-to-m link bit rates are distinct [115, 116], or if the master and
slave nodes negotiate different line speeds with their peers [95, Appendix V].
Meanwhile, queuing delay asymmetry arises when the PTP traffic shares the network with
background (BG) traffic. In this scenario, the queuing delays are typically asymmetric for each
PTP exchange, and can also be asymmetric on average. For example, due to distinct BG traffic
loads in the two directions, as discussed in [55], or asymmetric BG packet sizes.
The PTP messages also experience variable processing delays over each switch, primarily due to the access to shared resources when processing each packet [117]. Consequently,
the two PTP messages of a two-way exchange can experience asymmetric processing delays.
Nevertheless, unlike the queuing delays, the processing delays tend to be symmetric on average.
Lastly, network-level asymmetry arises when the m-to-s and s-to-m network paths are
distinct [118]. For example, this is possible when PTP messages are transported over UDP, as
in the case of the PTS profile [33], given that the m-to-s and s-to-m routes can differ.
Table 3.1 summarizes the sources of delay asymmetry and the nature of each phenomenon
in terms of whether it is static for all PTP packets or random. For example, the asymmetry that
arises from propagation delay differences is typically static, whereas the asymmetry from queu-
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Table 3.1: Summary of delay asymmetry sources.
Source

Asymmetry On

Nature

PHY hardware

Tx/Rx Path Latencies

Static

Propagation Delay

Wavelengths or line lengths

Static

Transmission Delay

Link bit rates

Static

Queuing Delay

BG traffic

Stochastic

Processing Delay

Switch processing time

Stochastic

Network Routing

PTP message paths

Stochastic

ing delays is typically stochastic. Nevertheless, note that the table shows the typical nature,
which may not hold in all forms of synchronization and deployments. Furthermore, it focuses
on the main asymmetry contribution of each effect. For example, while the PHY latency asymmetry can be variable, its primary contribution is usually static.
3.2.2.2

Solutions for Delay Asymmetry Bias

The typical approaches for dealing with the delay asymmetry bias are estimation and calibration techniques. Furthermore, many works propose strategies to avoid the asymmetry, rather
than compensate it. The asymmetry estimation approach usually falls within two main categories: methods that rely on extra probing packets, and methods that estimate the asymmetry
based on the ordinary PTP timestamps. Some of these techniques are explored in the sequel.
The authors of [53] propose a probing-based technique to identify a static transmission
delay asymmetry due to distinct line rates in the forward and reverse directions. The method
relies on both the master and slave clocks sending two back-to-back messages of distinct length
to each other after a regular PTP exchange. By observing the inter-arrival interval of these
probing messages, the slave can infer the transmission delay asymmetry over store-and-forward
switches. Nevertheless, this approach requires specialized hardware capabilities on the endpoints to send frames consecutively or with known intervals. Besides, it estimates an asymmetry
that is typically less of a concern, as it only arises with asymmetric link rates.
A bias estimation method that relies on the regular PTP messages is presented in [54].
This method focuses on the average asymmetry between gamma-distributed delays. First, it
estimates the gamma shape and scale parameters for the m-to-s and s-to-m delays based on
PTP timestamp differences. It then uses these parameters to estimate and correct the bias of time
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offset estimations obtained through the KF approach of [47]. Like packet selection algorithms,
the method requires that the time offset remains constant throughout the observation windows.
Another limitation is that the method relies on a few imperfect mathematical approximations.
Besides, this method only works if the delays are indeed close to gamma-distributed. According
to [43], this distribution is typical for cross-traffic scenarios but not for in-line traffic.
The bias estimation approach of [54] analyzes the m-to-s and s-to-m delays separately.
Nevertheless, that would be unnecessary if the time offset noise, which is given by half the
difference of these delays (more details in Section 3.4), was analyzed directly. When the delays
are gamma-distributed, the noise becomes a double gamma difference, whose distribution has
been studied, e.g., in [119, 120]. Nevertheless, this is a less tractable distribution, and, to the
best of our knowledge, it has not been investigated in the clock synchronization literature.
Another example of asymmetry estimation is the approach of [55], which focuses on the
asymmetry of queueing delays. Its algorithm estimates the difference between the queuing delay
of each packet and the minimum observed queuing delay in a window. If the minimum queuing
delays are symmetric in the m-to-s and s-to-m directions, these estimates can then be used to
infer the queue-induced asymmetry of each two-way PTP message exchange. This method requires observation windows that are large enough to contain minimally delayed packets, which
can be difficult under high network utilization [43]. Furthermore, it requires symmetric minimum delays. Any residual static asymmetry on the minimum delays is left uncorrected.
Lastly, an example strategy that avoids the delay asymmetry instead of estimating it is
the so-called controlled departure method from [56]. The idea is to assign a sufficient gap between a PTP message and the preceding BG packet transmission, such that the PTP packet does
not suffer queuing delay over the network. With this approach, one can avoid queue-induced
asymmetry (and most of the PDV). However, the method is limited to specific topologies where
PTP packets do not suffer contention. Although the testbed presented in this thesis supports this
technique, as demonstrated in [68], further evaluations using it are beyond this work’s scope.

3.2.3

Model-based Filtering

Unlike packet selection, some clock estimation techniques incorporate models for time
and frequency offsets. The two techniques of interest are the LS and KF algorithms. For
example, [49] investigates the use of LS polynomial fitting on timestamp windows to model
the slave time as a function of the reference time. It aims at alleviating the noise from jittery
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timestamps taken in software. By using the LS-fitted time offset estimates, rather than the raw
measurements, the output becomes less noisy, and the synchronization performance improves.
The model of [49] represents the slave time as a polynomial in the indeterminate t, where
t is the reference time. It considers linear, quadratic, and cubic time offset models, showing
that the linear model is nearly always preferable to avoid overfitting and for less complexity.
Moreover, given that it applies LS-fitting on timestamp windows, the paper analyzes how the
window length impacts performance and how the temperature conditions can affect the optimal
window length. Nevertheless, it does not investigate the impact of the PDV.
Next, a KF approach for clock synchronization is presented in [50]. This work adopts
a scalar-state vector-measurement KF formulation (see definition in [121]), which, although
formulated for an NTP application, is equally valid for PTP. The state of the filter converges to
the inter-departure interval of NTP packets sent from the slave to the master according to the
slave’s time base. By comparing this state to the nominal (or reference) inter-departure interval,
the slave can infer its frequency offset. The method assumes a window of messages during
which the frequency offset remains constant. Also, it deals with the PDV by incorporating
it as measurement noise. Since its measurement noise corresponds to the difference between
consecutive message delays, the noise is a zero-mean process, but not necessarily Gaussian.
The primary investigation from [50] concerns the KF performance under two scenarios:
white Gaussian noise and correlated noise. The latter represents the case of bursty BG crosstraffic that introduces self-similar queuing delays (see [122]) to PTP messages. In particular,
it compares KF to a linear programming (LP) approach and simple moving average filtering.
While KF outperformed the two other methods under Gaussian noise, LP was superior in the
experiment with self-similar noise. Nevertheless, the evaluation is limited, given that it consists
of a simulation where the frequency offset remains constant throughout the experiment.
The LP method investigated in [50] consists of another model-based filtering alternative
for clock synchronization. Its objective relates to the rationale of EAPF, i.e., selection of packets
with minimum delays. The LP approach produces time offset estimates related to the minimum
delays by minimizing the constraints of an LP problem.
The authors of [51] agree with the LP formulation from [50] and extend the experiments
by simulating more practical impairments, such as oscillator noise and timestamping uncertainty. [51] also contrasts the LP and KF performances under Gaussian and self-similar delays,
with the agreeing conclusions that LP can perform better than KF under non-Gaussian delay.
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Nevertheless, one disadvantage of LP is the relatively high computational cost for solving a new
LP problem on every iteration. Besides, [50] and [51] consider delays in milliseconds, such that
their performance figures are poor compared to the nanosecond levels targeted in this thesis.
The more recent work in [52] augments the LP approach of [51] with the compensation
of the slave clock’s frequency offset variations due to temperature. The goal is to linearize
the slave clock’s time offset before LP computations. Nevertheless, its experiments are based
on numerical simulation, using a model for the relationship between the temperature and the
oscillator’s frequency offset, and assuming perfect knowledge of the temperature.
Next, a more realistic KF evaluation is presented in [47]. Despite also using simulation,
this work takes oscillator and timestamping uncertainties into account. It analyzes the accuracy
of clock offset estimations obtained through a vector-state vector-measurement KF formulation (see [121]) under varying timestamping uncertainty levels, i.e., from hardware to software
timestamping, and varying levels of oscillator stability. While neglecting packet delay uncertainties, it shows, for instance, that KF is helpful under poor (software) timestamping, but as the
timestamping accuracy increases, the raw (unprocessed) time offset measurements approach the
KF performance. Nevertheless, this conclusion only holds because the work ignores the delay
uncertainty. Under high PDV, the latter becomes the predominant component of measurement
noise, and so a Kalman filter can provide significantly smoother results than raw measurements,
even with precise timestamping. However, [47] does not discuss this scenario.
One fallacy of KF for clock synchronization is that the algorithm is only optimal for
Gaussian measurement and state noise, whereas in practical systems, this is not the case [64],
as further discussed later in this chapter. Another disadvantage comes from its relatively high
computational cost. To this end, [48] proposes a more efficient KF approach. It considers
a vector-state scalar-measurement formulation that avoids unnecessary Kalman iterations and,
instead, can execute the predict and update steps of the filtering solely when necessary. Moreover, it expands the oscillator model from [47] and considers the effects of an unbiased delay
compensation uncertainty.
An interesting discussion from [48] concerns the Kalman filter’s sensitivity to initialization parameters, particularly regarding the measurement and process noise covariance matrices.
The work shows how the estimation performance decreases when the state noise covariance is
wrongly initialized. In contrast, other investigations such as [47] evaluate the KF performance
with covariances that match the noise introduced in simulation. Nevertheless, in practice, it is
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typically infeasible to have a priori knowledge about these covariances.
Another noteworthy model-based estimator is the minimax estimator proposed in [57],
which minimizes the maximum mean square of the normalized error corresponding to time and
frequency offset estimates. This work focuses on the effects of PDV caused by BG traffic. Its
optimal estimator assumes complete knowledge of the delay statistics and unlimited computational complexity, with a solution for imperfect delay knowledge based on [58]. However, it
relies on the unrealistic assumptions that the time offset remains constant over a block of PTP
exchanges and that the static delay asymmetry is known a priori. The work does not evaluate the
method under real oscillator and networking conditions, as it relies on numerical simulations.
Lastly, another model-based time offset estimation strategy is the supervised learning approach in [59], which uses a neural network (NN) to improve the time offset fits obtained via
LS. For each window of timestamps, the algorithm computes the LS linear regression, normalizes the LS fit, and feeds the normalized result into the NN. Then, the NN predicts the error
between the LS fit and the true time offset at an arbitrary instant past the observation window,
such that it can minimize the mean square error (MSE) of the LS fit.
Similar to the investigation of [49], [59] evaluates the performance impact of the observation window length. The LS performance figures are convex with the window length, meaning
the LS observation window cannot be too short and neither too large. In contrast to LS, [59]
shows that the NN tends to be robust to oversized windows. This property may prove helpful in
practice, as it could simplify the search for an optimal observation window length. However, it
is not clear whether this result applies when the predominant noise is PDV. In [59] (and [49]),
the focus is on the measurement noise due to temperature fluctuations, rather than PDV.

3.3

Piecewise Linear Discrete-time Time Offset Model
Among the strategies discussed in the previous section, this chapter analyzes specifically

packet selection (or filtering) strategies, LS, and KF. Some of these are based on the so-called
piecewise linear time offset model in discrete time. Hence, this model is clarified in the sequel.
Instead of pursuing the evolution of the continuous-time time offset x(t) discussed in
Section 2.2, many estimation algorithms focus on sufficiently short observation windows. The
primary justification is the simplification of the model. First, the linear frequency drift D from
(2.9) is generally negligible in the short-term, as it models long-term aging effects. Secondly,
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the random phase term φ(t) varies relatively slowly, such that a sufficiently short observation
window may capture a constant contribution to time and frequency offsets. In the end, the
model becomes a piecewise linear approximation of (2.9), as discussed, e.g., in [50, 51].
In discrete-time, the simplified short-term piecewise linear time offset model for a window
of N samples of x(t) is given by:
x[k, m] = x0 [k] + y[k]τ [k, m],

0 ≤ m < N, k ≥ 0

(3.1)

where x0 [k] and y[k] are the initial time offset and the normalized (or fractional) frequency offset
of the k-th observation window, respectively, both assumed constant throughout the window, but
variable over time, i.e., over windows, and τ [k, m] represents the observation instant.
This model assumes that the time offset samples are taken at irregular instants, rather than
periodically. The rationale is that the PTP slave only observes the time offset once it completes
a message exchange. Since the PTP messages experience PDV, the time offset observations
instants represented by τ [k, m] are not perfectly periodic. For simplicity, τ [k, m] represents the
observation instant relative to the beginning of the observation window, such that τ [k, 0] = 0.
An important consideration is that the observation window must be short enough for the
assumption of constant frequency offset y[k] to hold. In the end, the window length depends
on the oscillator stability. For instance, one can expect to use shorter windows when relying on
crystal oscillators that are not temperature-controlled neither based on atomic properties.
Furthermore, note that, in the model of (3.1), the N values of τ [k, m] are unknown. This
variable represents the true instant of observation relative to the beginning of the k-th window,
according to the reference time, which the slave clock does not know about. While the slave
clock does generate timestamps upon the arrival of a PTP event message, it does so using its
local clock, which can be corrupted by time offset. Nevertheless, it will be seen later that the
lack of knowledge about τ [k, m] is less of a problem than the unawareness about the time offset,
i.e., the main unknown of interest.

3.4

Time Offset Measurement
The typical approach for time offset measurement is to execute a two-way exchange of

timestamped messages between two clocks. For example, the so-called delay request-response
mechanism from PTP [11], which is illustrated in Fig. 3.1. On the n-th iteration, the PTP master
clock sends the Sync message, whose departure timestamp is t1 [n] and whose arrival time at the
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Master
t1

Network

Slave

Sync
RTms

t1 + dms

t2

t4 − dsm

t3

RTsm
t4

DelayReq

Figure 3.1: PTP delay request-response exchange with asymmetric queuing delays.

PTP slave clock is timestamped as t2 [n]. The slave replies with a DelayReq message, which
departs at time t3 [n] and arrives back to the master at t4 [n].
Timestamps t2 [n] and t3 [n] are taken at the PTP slave side and, therefore, are corrupted
by the slave’s time offset relative to the reference time, i.e., the PTP GM time. Also, the two
messages experience distinct transit delays. The n-th Sync message experiences the m-to-s
delay dms [n], and the n-th DelayReq experiences the s-to-m delay dsm [n]. Consequently, the
n-th time offset x[n] can be expressed by:


x[n] = t2 [n] − (t1 [n] + dms [n])

(3.2)


x[n] = t3 [n] − (t4 [n] − dsm [n]),
where x[n] is assumed constant throughout the message exchange. Note that both equations
compute the time offset as the slave time (t2 or t3 ) minus the master time (t1 or t4 ), adjusted by
delays. More specifically, they refer to the instants highlighted by the dashed lines in Fig. 3.1.
The slave clock only observes the timestamps and does not know the true one-way delays
of each message. In particular, the slave can compute the following timestamp differences:


t21 [n] = t2 [n] − t1 [n] = x[n] + dms [n]
(3.3)

t43 [n] = t4 [n] − t3 [n] = −x[n] + dsm [n],
which consist of two linearly independent equations with three unknowns: x[n], dms [n], and
dsm [n]. Then, the typical approach for time offset estimation is to assume symmetric delays and
use the following linear combination of (3.3):
x̃[n] =

t21 [n] − t43 [n]
.
2

(3.4)
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By substituting (3.3) in (3.4), note that (3.4) in reality yields noisy time offset measurements:
x̃[n] = x[n] + w[n],

(3.5)

where w[n] represents the measurement noise, also called the delay asymmetry, given by:
w[n] =

dms [n] − dsm [n]
.
2

(3.6)

In practice, even if the forward and reverse one-way delays were perfectly symmetric,
there would still be other uncertainties on the timestamps that would make the measurements
from (3.4) noisy. For example, there are uncertainties due to timestamp quantization and shortterm oscillator stability. Nevertheless, in this work, it is assumed that the delay asymmetry is
by far the predominant measurement noise component.
An alternative formulation, based on (3.2), is the one-way time offset measurement:
x̃[n] = t2 [n] − (t1 [n] + dˆms [n]),

(3.7)

where dˆms [n] represents an estimate for the m-to-s delay. Nevertheless, under high PDV, it
is challenging to have an accurate guess for dˆms [n], so this formulation does not offer any
advantage. Thus, this work focuses on the two-way measurement from (3.4).
An alternative linear combination of (3.3) yields the so-called two-way delay measurement, namely the average between the m-to-s and s-to-m one-way delays:
˜ = t21 [n] + t43 [n] = dms [n] + dsm [n] .
d[n]
2
2

(3.8)

Nevertheless, this estimate does not reveal the individual one-way delays, which are of interest.
The one-way delays are composed of fixed and random parts, as follows:


dms [n] = κms + δms [n]

(3.9)


dsm [n] = κsm + δsm [n],
where κms and κsm represent the sum of all constant delay components and define the minimum
possible end-to-end delays in each direction. Meanwhile, δms [n] and δsm [n] are positive random
components due to variable queuing delays and, to a lower extent, variable processing delays.
These random delays are typically assumed i.i.d and wide-sense stationary (WSS) when, for
example, the network configuration and BG background traffic patterns are fixed.
Both static and variable delay components in (3.9) can be asymmetric. Thus, the delay
asymmetry noise w[n] in (3.6) has both static and random asymmetry components, that is:
w[n] =

(κms − κsm ) (δms [n] − δsm [n])
+
.
2
2

(3.10)
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Among the asymmetry sources from Table 3.1, this work assumes that the static PHY hardware and the average queuing delay asymmetry determine the static asymmetry (κms − κsm )/2.
Furthermore, it assumes that the random processing and queuing delays of each PTP exchange
determine the instantaneous asymmetry between δms [n] and δsm [n], typically with a far more
significant contribution from queuing delays. The other sources from Table 3.1 are neglected
by assuming that bit rates, transmission line lengths, and network paths are symmetric.
A PTP-aware network overcomes the noise w[n] by either handling the synchronization
on each link with BCs or by measuring the full RT of a PTP message over all PTP TCs [11] in
the network (see Section 2.4). For example, RT measurements (RTms and RTsm ) are illustrated
in Fig. 3.1. In contrast, when PTP runs end-to-end over a PTP-unaware network, there is no
mechanism to overcome the noise w[n], which then becomes a significant impairment.
In the end, there are two main challenges to be addressed by synchronization algorithms
on the PTP-unaware network scenario. The first is the measurement noise w[n]. The second is
the ability to trace the true time offset from (2.9), which evolves randomly over time.

3.5

Frequency Offset Measurement
Because time synchronization implies frequency synchronization, when the time offset

measurements are accurate and frequent enough to trace the evolution of x(t), it can be unnecessary to measure the frequency offset. On the other hand, when the time offset measurements
are not accurate, as in the scenario focused in this work, the compensation of the frequency offset becomes essential to support the time offset estimation. In PTP-unaware networks, the slave
clock syntonizes its time counter based on frequency offset measurements, discussed next.
The usual approach for frequency offset measurement is based on the discrete-time differentiation of x[n], given that, as discussed in Section 2.2, in continuous-time y(t) = dx(t)/dt.
Thus, in discrete-time, the frequency offset becomes:
y[n] ≈

x[n] − x[n − N ]
,
t1 [n] − t1 [n − N ]

(3.11)

where t1 [n] − t1 [n − N ] is the time interval between x[n − N ] and x[n], according to timestamps
taken by the master clock, and N represents the observation window. This approximation only
holds if the frequency offset remains constant during the observation interval controlled by N .
The typical way to measure the approximated frequency offset from (3.11) uses the mea-
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surements from (3.4), as follows:
ỹ[n] =

x̃[n] − x̃[n − N ]
.
t1 [n] − t1 [n − N ]

(3.12)

Using (3.5), note this measurement is equivalent to:
ỹ[n] = y[n] +

w[n] − w[n − N ]
,
t1 [n] − t1 [n − N ]

(3.13)

which, unlike (3.5), is an unbiased estimate, due to the subtraction between w[n] and w[n − N ],
which are assumed i.i.d and WSS.
Similar unbiased estimators can be derived based on timestamps from PTP messages in a
single direction. For example, using only the m-to-s timestamps, one can use:
ỹ[n] =

t21 [n] − t21 [n − N ]
,
t1 [n] − t1 [n − N ]

(3.14)

which, based on (3.3), is equivalent to:
ỹ[n] = y[n] +

dms [n] − dms [n − N ]
.
t1 [n] − t1 [n − N ]

(3.15)

The difference between the two-way computation in (3.12) and the one-way computation
in (3.14) is the noise term. The two-way approach balances the noise contributions from the
PDV in the m-to-s and s-to-m directions. In contrast, (3.14) experiences the PDV in the m-to-s
direction only. Thus, the preferable formulation depends on the PDV conditions of the network.
In (3.13) and (3.15), note that the observation window N determines interval t1 [n] −
t1 [n − N ] and, consequently, the noise attenuation. Nevertheless, it takes a long interval to
attenuate the expected noise range. The problem is that the approximation in (3.11) assumes
the frequency offset remains constant over the window of N samples. This is a conflicting
requirement, which requires the observation window to be short enough.
For example, using (3.15), if the goal is to estimate the frequency offset within ±y of the
true value, the interval t1 [n] − t1 [n − N ] would need to satisfy:
(t1 [n] − t1 [n − N ]) >

|dms [n] − dms [n − N ]|
.
y

(3.16)

For example, if the error tolerance is y = 1 ppb (or ns/sec) and the delay fluctuations are in the
order of microseconds, the interval t1 [n] − t1 [n − N ] has to be in the order of 1000 seconds.
Also, because (3.15) only works if the frequency offset remains constant over N samples, it
is only possible to use an observation interval of 1000 seconds if the frequency offset remains
constant over this period. Ultimately, the only way to satisfy both conditions simultaneously is
to rely on oscillators with sufficient stability. A similar discussion is presented in [123].
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3.6

Window-based Processing
The goal going forward is to combine multiple measurements x̃[n] from (3.4) or times-

tamp differences from (3.3) to obtain less noisy time offset estimates. Generally speaking, the
ideal estimator would be a minimum variance unbiased (MVU) estimator [121]. If the CramérRao lower bound (CRLB) could be formulated, that would be the ultimate goal. However,
it is unreasonable to pursue a generic MVU estimator based on the CRLB because time and
frequency offset measurement noises depend on network-specific delay distributions. This inability to formulate probability distributions for the observations prevents the CRLB derivation
and the closed-form derivation of other popular estimators such as the maximum likelihood estimator (MLE). Thus, the algorithms discussed in this section follow intuition about the delay
statistics more than rigorous mathematical derivation.
More specifically, this section discusses methods based on observation windows. Each
window comprises N observations and results in a single estimate. The goal is to extract more
information from the collection of samples and alleviate the noise effects.
The observation windows can be non-overlapping and overlapping, as illustrated in Fig. 3.2.
With overlapping windows, each window has N −1 samples in common with its preceding window. In this case, for each new input sample, there is a new observation window, aside from the
initial transitory. For example, in Fig. 3.2, which illustrates the case of N = 4, when sample
x[4] comes, the observation window slides to the right and encompasses x[1] to x[4]. When
x[5] comes, the window covers x[2] to x[5], and so on. In this case, because there is a new
estimate for each window, the estimator’s output rate is the same as its input rate despite the
window-based approach. In the context of synchronization, this method implies that the slave
does not need to wait long to re-synchronize its clock.
Nevertheless, to simplify the notation, non-overlapping windows are considered in the
sequel. With non-overlapping windows, the k-th window holds indexes [kN, (k + 1)N ). Also,
as mentioned in Section 3.1, the non-windowed index n matches with kN + m in windowed
notation, where k denotes the window index and m denotes the sample position in the window.
The non-windowed and windowed indexing schemes are highlighted in Fig. 3.2.
Some of the estimators discussed in this section are referred to as packet selection in the
literature [43–46, 123]. This denomination stands from the fact that these algorithms select a
pair of PTP messages in each observation window, one message in the m-to-s direction, the
other in the s-to-m direction. Then, for each window, these algorithms estimate the time offset
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Figure 3.2: Non-overlapping and overlapping observation windows.

using only the selected message pair.
Furthermore, this section discusses strategies such as sample-average and sample-mode,
which are more generally referred to as packet filtering. Unlike packet selection, these strategies
consider the timestamps from all messages in each window. As clarified next, its common
aspect with packet selection is that both types of processing assume that the time-offset remains
constant throughout each observation window.
The referred estimators generally processes the timestamps differences t21 [n] and t43 [n]
from (3.3). In the k-th observation window, they process the vectors:
t21 [k] = [t21 [k, 0], t21 [k, 1], · · · , t21 [k, N − 1]]T

(3.17)

t43 [k] = [t43 [k, 0], t43 [k, 1], · · · , t43 [k, N − 1]]T ,

(3.18)

each containing N timestamp differences.
As discussed in [124], the final estimate is obtained by:
x̂[k] =

ξ {t21 [k]} − ξ {t43 [k]}
,
2

(3.19)

where ξ{} denotes an arbitrary operator, typically the minimum, maximum, mean, median, or
mode1 operator. The minimum and maximum operators lead to the packet selection approach.
Using (3.3), note that, if the time offset x[kN + m] is constant over the k-th observation
1

The mode operator is typically preceded by the quantization of t21 [n] and t43 [n] and succeeded by the de-

quantization of the operator’s results.
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window (for 0 ≤ m < N ), it can be factored out of the operator, so that (3.19) becomes:
x̂[k] ≈ x[kN ] +

ξ {dms [k]} − ξ {dsm [k]}
,
2

(3.20)

where x[kN ] denotes the time offset of the k-th window, constant within the index range
[kN , (k + 1)N ), while dms [k] and dsm [k] are vectors given by:
dms [k] = [dms [k, 0], · · · , dms [k, N − 1]]T

(3.21)

dsm [k] = [dsm [k, 0], · · · , dsm [k, N − 1]] .T

(3.22)

From (3.20), note the goal is to maximize the chances of having ξ {dms [k]} equal to
ξ {dsm [k]} within N measurements, such that these terms can cancel each other. The success
depends not only on the statistic pursued by the operator being symmetric (condition 1) but also
on the chances of finding such symmetric realizations within N measurements (condition 2).
For instance, when PTP shares the network with BG traffic, some PTP messages may still
be lucky enough to traverse the entire network without colliding with BG packets, i.e., with
no queuing delay. In this case, if all asymmetry sources from Table 3.1 other than queuing
delay are absent, it is theoretically possible that the minimum t21 [n] and t43 [n] in N realizations
becomes symmetric. Furthermore, if the delay distributions are more concentrated around their
minima, the referred lucky realizations are more likely within N samples, as discussed in [43].
Due to its probabilistic nature, the algorithm’s performance depends strongly on the window length. By increasing N , the chances of finding symmetric realizations can increase. On
the other hand, note that (3.20) assumes that the time offset remains constant throughout each
window. This requirement is vital for the method, and it effectively limits the window length.
That is, N must be low enough such that x[n] remains reasonably constant over N samples.
The time offset can only be constant over an observation window if the slave’s RTC is
perfectly syntonized (see Section 2.1.1). In a PTP-unaware network, when the syntonization
is handled based on PTP estimates such as (3.12), instead of a PHY frequency reference, the
syntonization error is often significant. It comes both from estimation errors and the estimator’s
responsiveness to frequency deviations. Ultimately, given that these errors degrade the windowbased algorithm’s performance, the window length N must be short enough such that the time
offset remains reasonably constant after all syntonization layers.
As discussed in Section 2.1.2, an RTC can be syntonized in hardware, and the residual
errors can be corrected in software. This work assumes that the software layer is necessary
because the hardware can offer limited correction resolution (discussed in Chapter 4). In this
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case, it is useful to precede the computation of (3.19) with a time offset drift compensation step.
More specifically, the proposal is to process the adjusted values of t21 [n] and t43 [n], given by:

m
P


0
ˆ x [j]

∆
t21 [k, m] = t21 [k, m] −

0


t43 [k, m] = t43 [k, m] +

j=0
m
P

(3.23)

ˆ x [j],
∆

j=0

ˆ x [n] represents an estimate of the time offset drift ∆x [n] = x[n] − x[n − 1], whose
where ∆
discussion is postponed to Section 3.9. Besides, note this adjustment is analogous to the SWbased syntonization discussed in Section 2.1.2.
The resulting drift-compensated timestamp differences from (3.23) can be organized into
vectors t021 [k] and t043 [k], as in (3.17) and (3.18). Then, similarly to (3.19), these vectors are
used to estimate the time offset as follows:
x̂[k] =

N −1

ξ {t021 [k]} − ξ {t043 [k]} X ˆ
+
∆x [j].
2
j=0

(3.24)

where the summation term reintroduces the drift subtracted from the timestamp difference samples, such that x̂[k] estimates the time offset by the end of the observation window.
The advantage of the estimator implemented by (3.24) is that it tolerates time-varying time
and frequency offsets over the observation window. In this case, the window length is limited
ˆ x [n], which tends to be a more relaxed constraint than
by the accuracy of the drift estimates ∆
the requirement of a constant time offset throughout the observation windows. As a result, this
approach tends to perform well with long observation windows, as discussed in Chapter 6. To
the best of our knowledge, this formulation has not been discussed previously in the literature.

3.7

Least Squares Estimator
The next step is to introduce the process model within the estimator. Unlike the previous

estimators, the LS estimator completely neglects the statistics of the noise w[n]. Instead, it
focuses on modeling the evolution of the time offset process. More specifically, it assumes that
the time offset is piecewise linear, as in the simplified model of (3.1). Then, it tries to find the
LS fit of the linear model based on the measurements.
First, let the non-windowed time offset measurements of (3.5) be expressed in windowed
notation, as follows:
x̃[k, m] = x[k, m] + w[k, m],

0 ≤ m < N, k ≥ 0

(3.25)
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where, once again, k represents the window number and m represents the sample position
within the k-th window.
Next, using the piecewise linear model from (3.1), the noisy time offset measurements
from (3.25) can be modeled by:
x̃[k, m] = x0 [k] + y[k]τ [k, m] + w[k, m].

(3.26)

x̃[k] = [x̃[k, 0], x̃[k, 1], · · · , x̃[k, N − 1]]T

(3.27)

w[k] = [w[k, 0], w[k, 1], · · · , w[k, N − 1]]T

(3.28)

θ[k] = [x0 [k], y[k]]T

1
τ [k, 0]


 1
τ [k, 1]
H[k] = 
 ..
..
 .
.

1 τ [k, N − 1]

(3.29)

Then, by defining:





,




(3.30)

note that (3.26) can be expressed in vectorized form as follows:
x̃[k] = H[k]θ[k] + w[k],

(3.31)

where x̃[k] is the observed data vector with dimension N ×1, while H[k] is the N ×2 observation
matrix, θ[k] is the 2 × 1 vector of unknowns, and w[k] is the N × 1 noise vector.
If the noise was zero-mean, white, and Gaussian-distributed, it is known that the MVU
estimator of θ[k] would be achieved by the LS estimate [121], which follows:
θ̂[k] = HT [k]H[k]

−1

HT [k]x̃[k].

(3.32)

This estimator minimizes the squared error between the observations and the linear process
model, i.e., the cost function kx̃[k] − H[k]θ[k]k2 . Nevertheless, since the delays contributing
to w[n] from (3.6) are not white Gaussian in practice, its optimality is not guaranteed. Also,
the resulting estimates are subject to the inaccuracies of the piecewise linear model from (3.1),
which simplifies the more realistic, non-linear, stochastic, and continuous-time model of (2.9).
With the estimate θ̂[k] obtained by (3.32), it is possible to compute the LS fit of the time
offset over the observation window. The fit is a line with slope ŷ[k] starting from x̂0 [k], that is:
.
x̂[k, m] = x̂0 [k] + ŷ[k]τ [k, m]. 0 ≤ m < N , k ≥ 0

(3.33)
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Nevertheless, the practical limitation of this formulation is that H[k] from (3.30) and the
LS fit from (3.33) rely on τ [k, m]. The latter represents the true instant of the m-th observation
(or PTP exchange) relative to the beginning of the observation window, which the slave does
not know exactly. The slave clock can only approximate this instant based on timestamps.
Alternatively, it can assume that the observations are periodic with period T (the nominal PTP
exchange interval), such that τ [k, m] ≈ mT . In this case, the observation matrix simplifies to:




H[k] = 




1
1
..
.

0
T
..
.

1 (N − 1)T





.




(3.34)

Accordingly, the LS fit becomes:
.
x̂[k, m] = x̂0 [k] + ŷ[k](mT ). 0 ≤ m < N , k ≥ 0

(3.35)

In this case, the only unknown is θ[k] from (3.29), as desired, whereas T is a known parameter.
In practice, overlapping windows can be used such that an observation window has a
single new measurement and N − 1 measurements from the previous window, as shown in
Fig. 3.2. In this case, the output of the LS estimator can be solely the last fitted value from
(3.33) or (3.35), i.e., x̂[k, N − 1], so that there is one output for every input x̃[n].
Importantly, note that, in contrast to the algorithms from Section 3.6, the LS estimator
does not require a constant time offset throughout the observation window. Instead, it requires
the frequency offset to remain constant, such that the piecewise linear time offset model holds.
Thus, the LS window length is limited by the frequency stability. Besides, note that quadratic,
cubic, and other terms could be introduced in the LS formulation. However, as discussed in
[49], the piecewise linear model tends to produce better results.
Lastly, note that the given approach is not the same as the traditional sequential or recursive LS, which applies recursion to update the estimate of static unknowns. Instead, in the given
formulation, the vector of unknowns is assumed to change for every observation window, as the
time and frequency offsets change over time. Thus, every new observation window completely
ignores the state and estimates from past windows.
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3.7.1

Efficient Implementation

As mentioned earlier, the slave is unable to construct the theoretical matrix H[k] from
(3.30). Thus, a convenient alternative is to rely on the simplified model from (3.34). The other
alternative is to estimate τ [k, m] based on timestamps, as elaborated next.
The slave can estimate τ [k, m] based on timestamps taken on the master clock side or
taken locally. For example, considering the Sync message illustrated in Fig 3.1, it can estimate
τ [k, m] based on timestamp t1 taken on the master side, as follows:
τ̂ [k, m] = t1 [k, m] − t1 [k, 0],

0 ≤ m < N, k ≥ 0

(3.36)

where τ̂ [k, m] denotes an estimate of τ [k, m]. Alternatively, it can use timestamp t2 , taken
locally (on the slave side), as follows:
τ̂ [k, m] = t2 [k, m] − t2 [k, 0]. 0 ≤ m < N , k ≥ 0

(3.37)

The advantage of (3.37) is that it includes the PDV effects, whereas (3.36) represents
the message departure time before experiencing any PDV. On the other hand, (3.37) suffers
from the slave clock’s imperfections. For example, if the slave is not accurately syntonized, the
values computed by (3.37) can drift as m grows. This drift is especially a concern for large
observation windows, which are explored in this work (in Chapter 6). In contrast, (3.36) is
based on the master (reference) time, assumed as an ideal reference (i.e., perfectly syntonized).
Ultimately, both (3.37) and (3.36) are flawed solutions. Similarly, the simplified model
used in (3.34) and (3.35) is also inaccurate. Nevertheless, the simplified model offers remarkable savings in computational cost. Hence, it is the alternative that is adopted in this work.
As discussed earlier, the simplified model assumes that the observations are periodic with
period T corresponding to the nominal PTP exchange interval, that is:
τ̂ [k, m] = mT . 0 ≤ m < N , k ≥ 0

(3.38)

This model leads to the observation matrix given by (3.34). With this matrix, it can be
shown (see Appendix B) that the least squares estimate (LSE) becomes:


0

θ̂ [k] =

(2N − 1)
2

N (N + 1)
−3

−3

6
(N −1)





NP
−1



x̃[k, m] 

,
  m=0
−1
 NP

mx̃[k, m]
m=0

(3.39)
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0

where θ̂ [k] denotes an estimate of the modified unknown vector given by:
θ 0 [k] = [x0 [k], y[k]T ]T .

(3.40)

This unknown vector differs from (3.29) in its second element, which is ŷ[k]T , instead of ŷ[k].
Note that (3.39) does not depend on the PTP exchange period T , nor does the corresponding LS fit from (3.35) since the LSE outputs the product ŷ[k]T directly. Hence, the slave does
not need to know T to estimate the unknowns. Nevertheless, this is less of a concern, given that
the nominal T comes within the logMessageInterval field of the PTP message header [11].
More importantly, note that (3.39) is amenable to recursive computations. First, let it be
expressed as follows:

0

θ̂ [k] = PN 

Q1 [k]
Q2 [k]


,

(3.41)

where,

PN =

Q1 [k] =
Q2 [k] =

2

N (N + 1)
N
−1
X
m=0
N
−1
X

(2N − 1)
−3

−3

6
(N −1)




(3.42)

x̃[k, m]

(3.43)

mx̃[k, m].

(3.44)

m=0

From (3.41), it can be seen that the computation involves two accumulators, the first (Q1 [k])
with x̃[k, m], and the second (Q2 [k]) with the weighted terms mx̃[k, m]. Once N measurements
are collected, the vector containing the two accumulators is ready for multiplication with the
(2 × 2) matrix PN . Moreover, PN can be pre-computed once during initialization, as it depends
solely on N . This is greatly advantageous when compared to (3.32), which requires a matrix
inversion and needs to re-assemble H[k] (with different contents) for every window. In practice, the observation window length N could encompass many thousand samples (for instance,
Section 6 evaluates up to N = 65536), so the savings can be quite significant.
In fact, (3.39) can benefit from “amortized” and recursive computations. When the observation windows are non-overlapping, as assumed thus far, accumulators Q1 and Q2 from (3.41)
can be updated for every new time offset measurement. By the end of the observation window,
only the multiplication by PN remains. This approach spreads the computation throughout N
message exchanges, instead of handling it at once by the end of the observation window. This
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amortization can be beneficial, for instance, on implementations based on embedded processors that need to handle several interrupts with low latency. In contrast, when the observation
windows are fully overlapping, it becomes possible to compute (3.41) recursively.
More specifically, with overlapping windows (refer to Fig 3.2), accumulator Q1 [k] from
(3.43) becomes a running-sum. Thus, for every new sample, it can be updated as follows:
Q1 [k] = Q1 [k − 1] + x̃[k, N − 1] − x̃[k − 1, 0].

(3.45)

where x̃[k − 1, 0] is the only sample from window k − 1 that is not part of the k-th window,
while x̃[k, N − 1] represents the most recent input (i.e., the new sample).
Furthermore, it can be shown (see Appendix B.1) that the recursive computation of (3.44)
becomes:
Q2 [k] = Q2 [k − 1] − Q1 [k] + N x̃[k, N − 1].

(3.46)

Thus, the processing sequence is as follows. For every new measurement, the slave starts
by computing (3.45). Then, it uses the result from (3.45) to compute (3.46). Altogether, (3.45)
and (3.46) require four scalar additions and one scalar multiplication per update, so the computational cost reduces significantly. The only requirement is that the last N values of x̃[n] are
kept in memory, e.g., on a circular buffer, to implement the update of (3.45).

3.7.2

Expected Performance

In terms of performance, it is useful to consider the case of zero-mean white Gaussian
noise with variance σ 2 to gain some insights. Based on the derivation in [121], the CRLB for
the unknowns x0 [k] and y[k]T from (3.40) under zero-mean white Gaussian noise is given by:
2(2N − 1)σ 2
,
N (N + 1)
12σ 2
var(ŷ[k]T ) ≥
.
N (N 2 − 1)
var(x̂0 [k]) ≥

(3.47)

Note in (3.47) that the variance of ŷ[k]T falls much more rapidly over N (as 1/N 3 ) than
the variance of x0 [k] (as 1/N ). This property implies that finding the time offset accurately is
a much harder task than estimating the frequency offset. Besides, a large value of N attenuates
the frequency offset estimation noise similarly to how it does on (3.13) and (3.15). This effect
and the importance of a sufficiently long LS observation interval are discussed, e.g., on [125].
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Nevertheless, as noted earlier, N shall not be increased indefinitely because the frequency
offset has to remain constant over the observation window. Thus, in the end, the pace over
which the true frequency offset changes over time limits the window length N and, correspondingly, the performance that is achievable using LS. It will be shown in Chapter 6 that the time
alignment performance promoted by LS tends to be a convex curve. It initially improves by
increasing N , but after a certain (optimum) point, it starts to degrade, as discussed in [49].

3.8

Kalman Filtering
The KF approach departs from window-based strategies and particularly from the as-

sumption that the unknown time and frequency offsets are constant (or deterministic) within
the observation windows. Instead, it considers that x[n] and y[n] are continuously-evolving
stochastic processes that compose a state vector s[n] = [x[n], y[n]]T . The goal of the filter is
to predict the state s[n] with minimum MSE based on past observations and knowledge of the
dynamics of the time and frequency offset processes.
In the conventional KF formulation, the state vector s[n] consists of a first-order GaussMarkov process [121], such the current state s[n] depends on the previous state s[n − 1]. Thus,
in the sequel, both time and frequency offsets (x[n] and y[n]) shall be expressed recursively.
The recursive model of the time offset is given by:
x[n] = x[n − 1] + y[n − 1]∆τ [n] + ux [n].

(3.48)

This model assumes that, from x[n − 1] to x[n], the main change comes from the linear contribution of the frequency offset y[n − 1], which acts over the interval ∆τ [n] = τ [n] − τ [n − 1].
This assumption relates to the piecewise linear model of (3.1). However, (3.48) assumes that
the frequency offset is constant only within the short interval ∆τ [n], rather than over a long observation window. Furthermore, (3.48) acknowledges that the linear term does not capture all
the complexity of the continuous-time model in (2.9). In this regard, it includes an uncertainty
term ux [n], which comes primarily from the phase noise contribution in (2.9).
Next, the recursive frequency offset model is given by:
y[n] = y[n − 1] + uy [n],
where uy [n] represents the frequency state noise, responsible for time variations of y[n].

(3.49)
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Using (3.48) and (3.49), and given that s[n] = [x[n], y[n]]T , note that the Gauss-Markov
state process can be modeled by:
s[n] = As[n − 1] + u[n],

n≥0

where A is the state transition matrix given by:


1 T
,
A=
0 1

(3.50)

(3.51)

and u[n] = [ux [n], uy [n]]T is the state noise vector. For simplicity, similar to (3.34), this
transition matrix assumes that the sample intervals ∆τ [n] in (3.48) are equal to the nominal
PTP exchange period T . The resulting matrix A resembles the transition model of a uniform
linear motion problem, which is likely the most widely treated Kalman filtering example. The
time offset is analogous to position and the frequency offset to velocity.
In the conventional KF formulation, u[n] consists of a zero-mean white Gaussian vector


with PDF ∼ N (0, Q), where matrix Q = E u[m]uT [n] represents the state noise covariance
matrix. Also, Q = 0 for m 6= n, namely the noise vectors are independent from sample instant
to sample instant. Furthermore, the formulation assumes that the initial state s[−1] is a random
vector independent of u[n] and whose PDF is ∼ N (µs , Cs ). Here, it is also assumed that ux [n]
and uy [n] are uncorrelated so that Q is a diagonal matrix for all m = n, as in [47, 48].
The statistics assumed for the noise vector u[n] imply that both time and frequency offsets experience random-walk, i.e., they continuously accumulate a sequence of i.i.d Gaussian
random variables. In terms of frequency stability characterization [76,87], this model considers
white frequency noise (which causes random-walk in time) and random-walk frequency noise.
As mentioned in [47], these tend to be the predominant components of phase noise, and the
advantage in the formulation is that they lead to the more tractable case of Gaussian state noise.
However, other neglected phase noise sources (particularly flicker phase, flicker frequency, and
white phase noise [76]) may also be relevant in practice.
Another remark is that, in some implementations, the recursive model takes clock corrections into account. This especially important when the timestamps are affected by clock corrections, as in [47]. Here, in contrast, it is assumed that the slave holds two separate clocks, a disciplined clock and an unregulated one, while the timestamps come from the uncorrected clock.
This approach is typical when time correction is handled purely through a virtual software-based
clock [59]. Hence, the given state model does not consider corrections.
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The remaining KF component is the measurement model. This work considers a vectorstate scalar-observation KF configuration [121], similar to [48], where the observations are the
time offset measurements from (3.4). Thus, the measurement model becomes:
x̃[n] = hT s[n] + w[n],

(3.52)

where h = [1, 0]T is a (2 × 1) vector such that this equation is equivalent to (3.5).
Similarly to the state noise, the conventional KF formulation assumes that the scalar measurement noise is zero-mean Gaussian-distributed with uncorrelated samples, variance σw2 , independent to both the initial state s[−1] and the state noise vector u[n]. Here, in particular,
the Gaussian assumption does not hold, given that the noise in (3.10) is nearly always nonGaussian. The zero-mean assumption does not hold either, as w[n] from (3.10) can be biased.
Hence, the given Kalman filter is not guaranteed to be optimal [50], just like the LS estimator of
Section 3.7 is not guaranteed to be the MVU estimator. Nevertheless, both estimators are still
of interest. The Kalman filter is still the optimal linear minimum MSE estimator [121].
Finally, the conventional vector-state scalar-measurement KF equations can be used (see,
e.g., [121]). For the given model, the sequence of equations from the so-called prediction to
correction (or update) steps of the filtering are:
ŝ[n|n − 1] = Aŝ[n − 1|n − 1]
M[n|n − 1] = AM[n − 1|n − 1]AT + Q
k[n] =

σw2

M[n|n − 1]h
+ hT M[n|n − 1]h


ŝ[n|n] = ŝ[n|n − 1] + k[n] x̃[n] + hT ŝ[n|n − 1]

M[n|n] = I − k[n]hT M[n|n − 1],

(3.53)
(3.54)
(3.55)
(3.56)
(3.57)

where ŝ[l|p] denotes the estimate of state s[l] based on the p-th state, M[l|p] is the corresponding
h
i
state estimate covariance matrix, defined as E (s[l] − ŝ[l|p]) (s[l] − ŝ[l|p])T , k[n] is the 2 × 1
Kalman gain vector, and I is a 2 × 2 identity matrix.
On initialization, M[−1| − 1] is set to the covariance Cs of the random initial state s[−1].
In this work, due to the lack of knowledge about the initial state, Cs is populated with arbitrarily
large values, such that the filter starts with little confidence in the state. Moreover, the state
vector s[−1] is initialized with the first available time and frequency offset measurements from
(3.4) and (3.14), respectively, rather than assigning a random realization of a random vector
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with PDF ∼ N (µs , Cs ). This heuristic choice is meant to achieve faster convergence, and it is
also motivated by the unawareness of the actual µs and Cs .
For performance, it is crucial to capture the noise statistics within the formulation. Nevertheless, this can be a challenging task. The PDV-induced measurement noise depends on delay
statistics, which are network-specific. Meanwhile, the state noise depends mostly on oscillator
properties, which are hardware-specific and challenging to model in a scalable way.
In this work, the state noise covariance matrix Q is defined with trial and error. The implementation tries a range of matrices and picks the one that performs best. As discussed in [47], a
more rigorous approach is to characterize the free-running local oscillator offline, e.g., through
Allan variance curves, and use this characterization to define the state noise. Nevertheless, this
is a non-scalable approach, as it requires a manual procedure for each device.
Meanwhile, the measurement noise variance σw2 depends mostly on the PDV experienced
by PTP. Based on (3.6), and assuming that the m-to-s and s-to-m delays are independent, WSS,
and white discrete-time random processes, it follows that:
σw2

o
n
Var {dms [n]} + Var {dsm [n]}
˜
=
= Var d[n] ,
4

(3.58)

where Var {} denotes the variance. Advantageously, σw2 coincides with the variance of the
two-way delay measurement from (3.8), which the PTP slave node can compute in practice.
The feasibility of the formulation in (3.58) is an advantage of the adopted scalar-observation
KF model. In contrast, with a vector-measurement formulation such as adopted in [47], the
slave is unable to compute the measurement noise covariance matrix. For example, when the
observation vector consists of [x̃[n], ỹ[n]]T , with x̃[n] from (3.4) and ỹ[n] from (3.14), it can
be shown (see Appendix C) that the measurement noise covariance requires knowledge of the
individual delay variances, which the slave does not have in practice.
Moreover, (3.58) depends solely on the delay variances and not their averages. Thus, the
delay fluctuations due to queuing and (to a less extent) processing delays determine it, whereas
the static delay asymmetries (see Table 3.1) do not influence it. Nevertheless, static asymmetries
still harm the KF assumption of zero-mean measurement noise. Secondly, in contrast to [47],
the given formulation assumes that the PDV determines the measurement noise in (3.58) while
neglecting other effects such as the timestamping granularity.
Ultimately, the given KF formulation is limited by three main factors. The first refers
to the state noise model, which considers only two forms of phase noise, whereas other phase
noise sources may be significant. The second comes from the non-Gaussian and non-zero-
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Figure 3.3: Window-based filtering strategy used for frequency offset estimation.

mean measurement noise, which limits the estimates to sub-optimality. The third refers to the
difficulty of defining the state noise covariance matrix Q and initial state s[−1] accurately.

3.9

Time Offset Drift Estimation
Section 3.6 discusses the approach of (3.23), which benefits from time offset drift esti-

mates. In this work, the time offset drifts are estimated as follows:
ˆ x [n] = ŷ[n] (t1 [n] − t1 [n − 1]) ,
∆

(3.59)

where ŷ[n] represents the frequency offset estimate. Furthermore, ŷ[n] is obtained based on
the one-way formulation in (3.14), instead of (3.12). This is not a general guideline, but a
choice that leads to better performance in the experiments of Chapter 6, where the m-to-s PTP
messages experience less PDV.
To further alleviate the PDV noise, the t21 [n] values undergo an extra layer of windowbased filtering. As illustrated in Fig. 3.3, this processing relies on two observation windows
spaced by an interval of N samples, each containing W values of t21 [n]. The front window
operates on the most recent W samples, whereas the back window operates on samples in the
past. Ultimately, the estimate is obtained by:
ξ
ŷ[n] =

0≤j<W

{t21 [n − j]} −

ξ
0≤j<W

{t21 [n − N − j]}

t1 [n] − t1 [n − N ]

.

(3.60)

where ξ denotes an arbitrary operator, as in (3.19). In this work, the specific operators of interest
for this computation are the minimum and maximum operators.
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The same tradeoffs discussed in Section 3.6 apply to (3.60). While the window length W
must be short enough to capture a constant time offset, it is also helpful to have large windows to
increase the chances of finding, e.g., minimally or maximally-delayed packets in each window.
Nevertheless, in contrast to (3.24), where drift correction allows larger windows, (3.60) does
not have any solution for drifts. After all, (3.60) is a pre-requisite for estimating the drifts in
(3.59). Hence, (3.60) is expected to operate with relatively short windows (small W ).

3.10

Summary

This chapter discussed three main classes of synchronization algorithms:
1. The window-based processing (packet selection and filtering) in Section 3.6;
2. The LS approach in Section 3.7;
3. The KF method in Section 3.8.
Furthermore, given that the proposed formulation for window-based processing in Section 3.6
benefits from time offset drift estimates, Section 3.9 describes a drift estimation scheme.
This chapter’s formulation derives from the literature described in Section 3.2, with some
novel propositions, to the best of our knowledge. For example, the drift compensation proposed
to the window-based packet filtering in (3.24) is novel. Furthermore, the practical aspects of
LS discussed in Section 3.7.1 are not yet discussed in the synchronization literature, especially
regarding the low-complexity implementation in (3.41) and its recursive computation. Finally,
Section 3.8 expands on the KF literature by discussing practical aspects such as how the scalarmeasurement configuration enables the slave’s computation of the observation noise variance.
In Chapter 6, the primary goal is to compare the referred algorithms under various scenarios. Meanwhile, Chapter 4 describes how these algorithms are implemented in the testbed.

Chapter 4
Testbed
While methods and algorithms that lead to accurate timing estimations are valuable, timing systems are very dependent on their hardware capabilities. For high-accuracy synchronization, the hardware elements that participate in timing distribution need to be designed with great
care. This chapter sheds some light on the hardware design aspects and describes the specific
hardware developed to support this work’s investigations.
The testbed aims to support the reproducible comparison of algorithms from Chapter 3
and FH use case investigations described in the subsequent chapter. For algorithm comparison,
it is vital that all algorithms operate simultaneously based on the same timestamps and, correspondingly, under the same environmental conditions (e.g., temperature), as highlighted, for
instance, in [44] and [59]. The solution adopted in this work is to collect datasets for offline
analysis. With the datasets composed of timestamps from real hardware, the offline processing
tool can evaluate multiple algorithms over the same data.
In this context, this chapter discusses the mechanism used to acquire PTP timestamps
and, importantly, the high-accuracy ground truth associated with each PTP measurement. Furthermore, it introduces the open-source PTP dataset analysis library (PTP-DAL), developed
in Python to process the acquired datasets. This library is a key element of this work, as its
implementation focuses on the fair comparison of algorithms.
This chapter is organized as follows. Section 4.1 defines the testbed objectives, and Section 4.2 provides an overview of the testbed hardware. Next, Section 4.3 clarifies the timestamping implementation, while Section 4.4 discusses the RTC design and performance. Subsequently, Section 4.5 details the acquisition of labeled datasets, while Section 4.6 presents the
PTP-DAL tool. Finally, Section 4.7 describes the testbed network and its BG traffic sources.
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Figure 4.1: Timestamp dataset acquistion architecture.

4.1

Testbed Objectives
The testbed’s primary goal is to support the acquisition of labeled timestamp datasets

for offline analysis. More specifically, it aims to collect the four timestamps associated with
each two-way PTP packet exchange (see, e.g., Fig. 3.1) in the course of a specified interval
and the corresponding ground truth labels. In the context of this work, the referred labels
consist of auxiliary timestamps (i.e., numeric values) capable of determining the true packet
delays (dms [n] and dsm [n]) and the true time offset (x[n]) associated with each two-way PTP
exchange. These labels shall enable the assessment of time offset estimates, the evaluation of
packet delay distributions, and many other aspects of the synchronization system.
The testbed aims to achieve the labeled timestamp acquisition by using two distinct RTCs
on the slave device. The first is the PTP-synchronized RTC (PTP RTC), which is the source
of time for the timestamping of PTP messages. The second is the so-called PPS-synchronized
RTC (PPS RTC), which synchronizes to a PPS reference signal. While the PTP RTC provides
the actual PTP timestamps used for the measurement in (3.4), the PPS RTC provides the supplementary labels (i.e., timestamps) used to determine the ground truth.
Fig. 4.1 illustrates the acquisition architecture. A master clock exchanges PTP packets
with the slave clock and produces a PPS signal from its RTC (the master RTC). The slave device,
in turn, synchronizes its two RTCs through entirely independent mechanisms, one based on PTP
packets, the other based on the reliable PPS signal. For each PTP exchange, the slave collects
a set of PTP timestamps and auxiliary timestamps (from the PPS RTC) while forwarding those
to a host PC. Lastly, the host PC acquires all timestamps during the experiment and stores the
resulting dataset into a database, to be processed later using PTP-DAL.
In the end, PTP-DAL applies synchronization algorithms based uniquely on the times-
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tamps acquired with the PTP RTC. As discussed in Chapter 3, the algorithms process the noisy
time offset measurements from (3.4) or the timestamp difference metrics from (3.3), both of
which use the PTP timestamps. Meanwhile, the timestamps from the PPS RTC provide the
means to assess the accuracy achieved by such algorithms.
With that, there are different expectations for the two synchronization mechanisms. With
the PPS synchronization, the goal is to achieve the best synchronization possible. The better the synchronization, the lower the uncertainty associated with the ground truth information
collected within the datasets (more details in Section 4.5). Hence, this work relies on a meticulously designed PPS RTC, comprehensively detailed in this chapter.
In contrast, there is no strict a priori expectation regarding the synchronization via PTP.
While focusing on the comparison between algorithms from Chapter 3, this work briefly discusses how the achieved accuracy levels stand relative to the requirements from Section 2.3.
The only expectation for the PTP RTC is that it produces timestamps with a quality reflecting
typical PTP-capable hardware interfaces. As discussed in Section 4.3, this quality depends not
only on the RTC but also on the Ethernet timestamping implementation.
Besides, to evaluate realistic scenarios, the testbed supports the generation of BG traffic
sharing the network with PTP. The BG traffic leads to PDV on PTP packets and, consequently,
disturbs the PTP measurements. Hence, the testbed provides different forms of BG traffic to be
explored, one of them being the FH traffic (i.e., with radio data), as discussed in Section 4.7.
Lastly, this thesis also discusses another application for the testbed, which focuses on
the alignment of radio transmissions using the synchronized slave RTCs. Nevertheless, this
discussion is deferred to Chapter 5.

4.2

Testbed Hardware Overview
Fig. 4.2 depicts the testbed, with particular focus on the clock distribution paths. This

setup consists of an enhanced version relative to the one described in [67]. Also, it originates
from the design that was first thoroughly described in [79] and briefly introduced in [66]. It has
been developed for various investigations regarding radio transport over a packet-based FH. In
this work, however, the discussion is restricted to its clock synchronization capabilities.
The testbed is composed of three Xilinx Virtex-7 FPGAs. One of them is the BBU, while
the other two are the RRUs, although, for simplicity, Fig. 4.2 illustrates a single RRU. The BBU
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Figure 4.2: Testbed clock distribution paths.

plays the role of the PTP master clock, whereas the RRUs are the slave clocks. The rationale
is that, on the FH network scenarios of interest, the cluster of coordinated RRUs synchronize
relative to the centralized processing unit represented by the BBU.
The BBU is implemented on a Xilinx VC709 board, and the RRUs are implemented on
Xilinx VC707 boards. Each device includes a MicroBlaze soft-processor [126], which runs
an extensive SW stack developed in-house. Furthermore, these devices include a collection of
self-developed hardware blocks and off-the-shelf hardware intellectual property (IP) blocks.
In terms of connectivity, the RRUs feature a single 1000BASE-T (copper) Ethernet interface. In contrast, the BBU adopts a 1000BASE-SX (optical) multi-mode small form-factor
pluggable (SFP) transceiver, given that the VC709 board does not include a 1000BASE-T interface. Nevertheless, despite the distinct physical interfaces, the BBU and RRUs adopt the same
Ethernet MAC (EMAC) implementation.
The adopted EMAC provides PTP support and hardware timestamping. More specifically,
it consists of the Xilinx Tri-Mode Ethernet MAC (EMAC) IP implementation [127], which
is instantiated on the FPGA fabric using the so-called Ethernet audio video bridging (AVB)
endpoint option [128]. This implementation includes the RTC from which PTP packet departure
and arrival timestamps are taken (i.e., the PTP RTC).
The clock distribution chain depicted in Fig. 4.2 starts from an arbitrary waveform generator (AWG), which feeds a high-stability 125 MHz differential clock signal into the BBU. More
specifically, this signal drives the internal gigabit media-independent interface (GMII) of the
BBU’s EMAC and, consequently, drives the BBU’s PTP RTC (the RTC is part of the EMAC).
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With that, the AWG serves as the PRC of the timing network [77], while the BBU’s RTC driven
by this PRC-traceable reference plays the role of the PRTC [111].
Next, the BBU distributes its clock towards the RRUs over the network via PTP. As
shown in Fig. 4.2, the network comprises a single PTP-unaware Ethernet switch. Nevertheless,
an arbitrary number of network hops is set between the BBU and the RRUs through independent
port-based virtual local area networks (VLANs). In this work, the experiments explore from one
to four hops, as this range represents well-controlled PTS networks with few hops [37].
The RRU synchronizes to the BBU based on the incoming flow of PTP packets. With the
synchronized time, it generates a correspondingly synchronized frequency reference to its RF
frontend based on the Analog Devices FMCOMMS2 board. First the RRU outputs a synchronized 40 MHz reference to an external PLL board, an AD9548 evaluation board [129] (labeled
as PLL #1 in Fig. 4.2). As detailed in [67], this PLL improves the signal quality (especially the
phase noise and slew rate) and provides a cleaner 40 MHz reference to the FMCOMMS2 board.
From this signal, the RF frontend derives its baseband sampling and RF carrier frequencies.
In contrast to the BBU (master clock), the RRU (slave clock) supports two options of
driving clock signals (refer to the terminology in Section 2.1.1). One option is based on an XO,
whereas the other is based on an OCXO. This feature allows the evaluation of two classes of
clock stability. The XO has a frequency stability specification of ±50 ppm, which is typical for
XOs, whereas the OCXO stays within ±5 ppb. That is, the OCXO’s stability is 104 times better.

As illustrated in Fig. 4.2, the clock signal based on the OCXO comes from an external
reference, similar to the scheme adopted in the BBU. In the RRU’s case, the external 125 MHz
reference comes from another AD9548 evaluation board [129] (labeled as PLL #2 in Fig. 4.2),
which operates in free-running mode as a clock signal synthesizer. Although the AD9548 evaluation board is manufactured with an XO, the adopted board was customized with a ConnorWinfield’s OH300 stratum 3E OCXO in place of the original XO. Hence, unlike PLL #1, PLL
#2 operates with an OCXO and provides the high-stability 125 MHz reference for the RTC.
Meanwhile, the XO clock signal option comes from the onboard XO and ICS844021I
integrated circuit (IC) available on the RRU board [130], both of which are omitted in Fig. 4.2.
The XO drives the ICS844021I, which, in turn, produces a 125 MHz reference. The IC guarantees low-jitter on the reference signal, but the XO still governs the frequency stability.
Finally, both BBU and RRUs include support for PPS synchronization, which is described
in Section 4.4.3. As illustrated in Fig. 4.2, the BBU outputs a PPS reference, whereas the slave
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Figure 4.3: Picture of the FPGA-based synchronization testbed.

clocks (the RRUs) receive the PPS reference signal on their inputs. Furthermore, both BBU and
RRU devices output a synchronized 8 kHz rectangular wave generated in hardware based on
the RTC synchronized via PTP. This signal is fed to a time interval counter (TIC) and is used
on the specific experiments concerning the investigations from Chapter 5, as clarified later.
Fig 4.3 shows the testbed, including the FPGAs, the PTP-unaware switch (an Intelbras
SG 2404 MR), and the measurement instruments that compose it, some of which are clarified
later. The picture shows the AD9548 PLL boards (two for each slave FPGA) and the regulated
DC power supply (a Tektronix PS281) that feeds the OCXOs in these boards. It also shows the
Agilent Infiniium MSO 9104A oscilloscope used for the logic analysis of signals exposed by
the FPGAs through Xilinx FMC XM105 Debug Cards (connected to FPGAs 2 and 3).
Fig. 4.3 also highlights the temperature sensors used to characterize the temperature stability in the experiments, which consist of two sensors connected to an Arduino Nano board.
The first sensor is a Texas Instruments LM35 [131], which produces an analog output voltage
and operates with a resolution of 0.5 °C using the 10-bit analog-to-digital converter (ADC) of
the Arduino. The second is a digital Microchip MCP9808 sensor, which operates with a resolution of 0.125°C. As indicated in Fig. 4.3, the Arduino board is located near the FPGAs in the
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testbench so that it measures the temperature surrounding the PTP clocks.

4.3

Packet Timestamping Performance
The synchronization performance of a PTP-capable interface depends strongly on its RTC

and timestamping implementation. For example, an important factor is the timestamp granularity (also known as quantization step), which determines the minimum time step between
timestamps. The finer the granularity, the lower the quantization noise when representing time.
The timestamp granularity specification comes from the RTC that generates the timestamps. In this work, the RTCs used for PTP timestamping are driven by 125 MHz clock signals.
Hence, as discussed in Section 2.1.2, these RTCs increment in steps of 1/fnom = 8 ns (nominally). As a result, the quantization noise on each timestamp is uniformly distributed from 0 to
8 ns, with a corresponding variance of 5.33 ns.
A direct solution to reduce the quantization noise is to increase the driving clock frequency. However, the driving frequency cannot be made arbitrarily large. Instead, it must be
sufficiently low such that the logic elements (combinational and sequential gates) can meet their
timing requirements for timing closure [132]. In this work, the driving clock signal also clocks
the GMII interface and part of the EMAC, where it has to operate with 125 MHz. Hence, this
frequency is preserved, and the quantization noise resulting from it is deemed as acceptable.
Regarding the timestamping implementation, the devices used in this work take timestamps in hardware. This terminology implies that, when the PTP event packet is traversing
the Ethernet HW on departure or arrival, a dedicated HW block will recognize it and take its
timestamp at some point over the pipeline. Typically, this point for timestamping (known as reference plane [11]) is as close as possible to the physical medium so that the timestamps reflect
the actual physical departure or arrival of the PTP event message.
The opposite approach is known as software timestamping, whereby the timestamps are
generated when the software running on a processor (e.g., the Linux kernel [133]) recognizes
the arrival or departure of a packet. This process happens at a high level, i.e., above the Ethernet
PHY and medium access control layer (MAC) layers. Thus, software timestamping typically
leads to significant inaccuracy relative to the physical medium, whereas HW timestamping
can be very accurate. This work considers HW timestamping only, as it is essential when
considering telecom performance goals.
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With HW timestamping, the biggest concern is the presence of processing stages with
variable latency before the timestamping reference plane. For example, with PTP over Ethernet,
the default timestamping point is when the HW observes the beginning of the first symbol after
the Ethernet frame’s start of frame delimiter (SFD) [11]. In this case, the concern is whether
the logic preceding the SFD detection has variable latency. This is commonly a challenge
because this timestamping mechanism usually happens inside the MAC, while the timestamps
are adjusted back to the corresponding time at the physical medium interface [134]. Thus, the
timestamps are subject to variable latency processing stages from the Ethernet PHY [112, 135].
In this work, the devices implement the EMAC within the FPGA fabric and rely on external PHYs. For instance, the slave’s external PHY is a Marvell 88E1111 chipset, available on the
VC707 board [130]. Furthermore, the MAC layer is the one that implements the timestamping
logic. Thus, the FPGA timestamps a PTP packet after it traverses the external PHY on arrival
or before the PHY on departure.
More specifically, the adopted MAC takes timestamps when the SFD of the PTP frame
(carrying a PTP event message) crosses a plane that lies after stages with fixed and known
latency, as detailed in [127]. Subsequently, each timestamp is adjusted in software to the corresponding time at the GMII interface, after subtracting or adding the known MAC latency. In
the end, the adjusted timestamps represent the GMII time rather than the time at the physical
medium. Correspondingly, any asymmetry or variable latency incurred within the PHY Tx and
Rx paths contribute to the total path delay observed on PTP computations. The characterization
of such PHY effects is a complex process (see [112]) and is beyond the scope of this work.
In any case, it is important to distinguish the timestamping and synchronization performances. The former refers to the accuracy in determining when a particular event occurred
(e.g., a packet arrival on the physical medium) by taking a snapshot of the underlying RTC.
However, it does not determine the accuracy of the time held by the RTC. The latter is what
is determined by the synchronization performance. The two metrics are related because highaccuracy timestamps (e.g., with minimal uncertainty or quantization noise) are beneficial for
synchronization performance. Nevertheless, the synchronization performance depends on other
factors, such as the PDV experienced by PTP packets.
For reference, note that the time offset measurement noise in (3.6) tacitly assumes ideal
timestamps (with zero uncertainty). It considers that the PDV-induced instantaneous delay
asymmetry is the only factor determining the noise, whereas, in reality, the measurement noise
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also includes the timestamping uncertainty. Nevertheless, in the context of this work, because
the timestamping uncertainty is negligible (orders of magnitude lower than the PDV), the model
of (3.6) is deemed sufficient for the analysis.

4.4

Real-time Clocks
Aside from the timestamping performance, the synchronization performance is also heav-

ily influenced by the RTC HW capabilities. There are various ways to implement an RTC, and
each one features a unique synchronization model, with peculiar uncertainties and performance
limitations. This section elaborates on the HW design, synchronization model, and performance
expectations for both RTCs adopted on the slave device (see Fig. 4.1).

4.4.1

Design Choices and Considerations

The PTP and PPS RTCs adopted on the RRU (slave) device come from distinct implementations. As mentioned earlier, the PTP RTC comes within the Xilinx Tri-Mode EMAC IP
[127]. In contrast, the PPS RTC was developed from scratch to support this work.
Both RTCs follow the arithmetic syntonization architecture of Fig. 2.3a, such that their
syntonization involves frequent updates to the increment value register (via SW). The rationale
is that there is no physical frequency reference over the PHY (e.g., via SyncE) in this work’s experiments, as this would require specialized support from the network, and this work focuses on
timing-unaware (PTS) networks. Thus, there is no advantage to using the physical syntonization approach discussed in Section 2.1.2. Besides, the arithmetic approach is typically more
cost-effective, as it uses less hardware (i.e., no VCO circuitry).
In addition to the increment value register, the PTP RTC also uses the time offset register
shown in Fig. 2.3a. The motivation is that this register allows atomic time adjustments, i.e.,
based on a single software write. The adjustment alters the offset only, i.e., the constant amount
that shifts the ToD value held in the accumulator block of Fig. 2.3a. In contrast, if time corrections were applied directly to the accumulator block, the process would involve reading the
current time at the accumulator and writing a new adjusted ToD value, which is an error-prone
approach when the writing of registers via SW involves variable latency (the typical case).
In contrast, the PPS RTC does not rely on the time offset register. As detailed later, the
PPS RTC knows exactly when time corrections are applied in HW (they are scheduled to happen
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with the PPS event). Hence, the variable register writing latency does not pose a problem for it.
Regarding the arithmetic syntonization performance, an essential metric refers to the increment value resolution provided by the RTC. The adopted RTCs increment time using fixedpoint arithmetic, where the increment value Tinc (t) from (2.7) is a fixed-point number representing integer and fractional nanoseconds (also referred to as sub-nanoseconds). However, the
PTP RTC offers a relatively poor sub-nanosecond resolution.
A fixed-point RTC uses nsub bits to represent sub-nanoseconds. Thus, the minimum
change that can be applied to its increment value is 2−nsub . For example, with nsub = 20 bits, the
minimum change is in the order of 9.5 × 10−7 ns.
When this minimum change operates over one second, the interval measured by the RTC
changes by ±f (t) × 2−nsub , where f (t) is the RTC’s driving clock frequency. This interval
difference is analogous to the drift produced by a frequency offset, and the RTC cannot distinguish the two phenomena. Just like, e.g., a frequency offset in ppb can be expressed as a
drift in ns/sec, a change in ns/sec promoted by an RTC increment adjustment can be interpreted
as a frequency adjustment in ppb. By this analogy, the RTC’s frequency correction resolution
corresponds to the minimum interval adjustment per second:
yres ≈ f (t) × 2−nsub ,

(4.1)

which for f (t) in Hz and 2−nsub in nanoseconds yields the resolution in units of ns/sec (or ppb).
The PTP RTC has 20 bits for sub-nanoseconds and is driven by a clock signal of 125 MHz.
Thus, according to (4.1), its nominal syntonization resolution is approximately 119.2 ns/sec (or
ppb). Hence, when the increment value is optimally tuned, this RTC can still drift by as much
as ±59.6 ns over one second. This performance is generally undesirable when considering the
requirements discussed in Chapter 2.3, and it also disturbs the algorithms from Chapter 3.
The PPS RTC achieves a significantly superior syntonization resolution by using nsub =
32 bits, in which case yres becomes 0.0291 ns/sec with the 125 MHz driving clock. Nevertheless,
this is only possible because the PPS RTC was developed from scratch for this work. In contrast,
the PTP RTC comes from the non-customizable EMAC IP implementation mentioned earlier.
Hence, this work merely tolerates the syntonization resolution of the PTP RTC.
For the PTP RTC, the solution is to apply a further syntonization layer in SW, as discussed
in Section 2.1.2. In this case, the SW adjusts the timestamps directly instead of correcting the
HW clock that generates the timestamps. This process uses floating-point arithmetic so that it
can benefit from much superior frequency offset correction resolution.
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Lastly, note that (4.1) is an approximation that depends on the instantaneous driving frequency f (t). However, the approximation is generally tight using fnom (i.e., the nominal frequency). For instance, if the true driving frequency is assumed to be 125.0125 MHz, i.e., with
a frequency offset of 100 ppm, (4.1) still yields approximately 119.2 ns/sec.

4.4.2

PTP RTC’s Synchronization Model

The PTP SW stack running on the FPGA (on a MicroBlaze processor [126]) regulates
the PTP RTC based on estimates deriving from PTP timestamps. This process is referred to
as the real-time synchronization of the PTP RTC. Nevertheless, this real-time capability is only
exploited in experiments related to Chapter 5. In contrast, when acquiring timestamps for offline
analysis of the algorithms from Chapter 3, the PTP RTC operates in free-running mode so
that the timestamps embed the uncorrected time offset. In this case, the goal is to capture the
natural evolution of the time offset within the dataset and let the offline processing handle the
synchronization procedure, as detailed later in Section 4.6.
When active, the PTP RTC’s synchronization procedure regulates the increment value
and time offset registers (refer to Fig. 2.3a). The two registers can be updated independently
(on different instants) by the SW stack. The time offset register is updated up to 128 times
per second, which is the maximum standard PTP exchange rate [11] and, thus, the highest
supported rate of time offset estimation updates. Meanwhile, the increment value is adjusted
less frequently due to the slower variations of the frequency offset.
The increment value tuning process focuses on reducing the frequency offset as much as
possible. Nevertheless, due to the resolution limitations explained earlier, this process leaves
a significant residual frequency offset within ±59.6 ppb (i.e., ±yres /2), which results in rapid
time offset drifts (e.g., up to 59.6 ns per second). To overcome these drifts, the SW updates the
time offset register frequently such that it follows the continuously changing time offset.
Both the increment tuning and time offset correction processes rely on estimates deriving
from PTP timestamps. Nevertheless, the embedded SW stack implemented on the FPGAs offers
a restricted set of synchronization algorithms. In this work, it uses the low-complexity LS
estimation from (3.39). In contrast, the extensive range of sophisticated algorithms addressed
in Chapter 3 is only available on the offline processing suite discussed in Section 4.6. The
rationale is that the offline processing focuses on the comparison of algorithms. In contrast,
the online (real-time) processing is only used on experiments focusing on radio transmissions,
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which do not focus on evaluating a specific choice of synchronization algorithm.
Furthermore, even when acquiring datasets for offline processing, which does not require
real-time synchronization, an initialization procedure briefly runs the real-time mechanism. In
this process, the slave clock estimates and corrects its frequency offset until the estimates (after
corrections) remain within ±yres /2 (i.e., the best achievable range) for a sufficiently long time.
At this point, the RTC is deemed as syntonized, and the acquisition starts. The RTC operates
with the optimal increment value found during initialization for the rest of the experiment.
With the referred initialization procedure, even though the PTP RTC runs unregulated during acquisitions, it starts with a residual frequency offset in the order of ±yres /2 (i.e., ±59.6 ppb).
With this choice, the corrections applied through offline processing effectively implement the
hybrid hardware-software RTC disciplining mechanism discussed in Section 2.1.2. The hardware holds the optimal increment value within the resolution limits, while the offline processing
applies the software-based corrections of the residual frequency offset.

4.4.3

PPS-synchronizable RTC

As mentioned earlier, the PPS RTC was developed from scratch to support the experiments of this work. Its primary role is to provide a high-accuracy time base within the slave
clock HW, such that it becomes possible to identify the real packet delays and time offset over
each PTP exchange collected in the experiments. In other words, the PPS RTC supports the
acquisition of the ground truth, as discussed in Section 4.1.
The PPS RTC architecture is shown in Fig. 4.4. Note it relies on the arithmetic syntonization architecture of Fig. 2.3a, driven by a free-running clock signal with frequency f (t).
However, it has significant modifications. The main one is that it features PPS synchronization
capabilities. More specifically, it has a PPS input, the logic to timestamp the rising edges of
the input PPS pulses (within the PPS Capture block), and the logic to update the time counter
precisely when a PPS pulse is detected (the Time Loader block).
The other noteworthy difference is that the PPS RTC maintains two independent time
counters. One of them, named the rate-adjustable counter, is adjusted in real-time, whereas the
other remains unregulated (free-running) throughout the RTC’s operation. As clarified later, the
free-running counter supports the frequency offset estimation process, while the rate-adjustable
counter provides the main (synchronized) time base for the RTC. Such distinct aspects and the
overall performance of the PPS RTC are clarified in the sequel.
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Figure 4.4: PPS RTC module.

4.4.3.1

Synchronization Model

The PPS synchronization procedure is as follows. Whenever the input PPS signal presents
a rising edge (i.e., a new pulse starts), the HW captures timestamps from both the free-running
and rate-adjustable time counters (shown in Fig. 4.4). More specifically, it latches these timestamps within the PPS Capture block and asserts an interrupt. Subsequently, the processor serves
the interrupt and reads the timestamps saved on the PPS Capture block. With them, the SW evaluates the time and frequency errors between the local RTC and the reference RTC (i.e., the PPS
signal source). Finally, after estimating the time and frequency offsets, the SW syntonizes and
synchronizes the rate-adjustable time counter. This process repeats every second.
Similar to the PTP RTC, the syntonization process relies on adjustments to the rateadjustable time counter’s increment value register. Meanwhile, the synchronization mechanism
updates the rate-adjustable counter’s accumulator block directly. Thus, in this case, the referred
accumulator block holds the synchronized time, as indicated in Fig. 4.4.
The referred synchronization mechanism relies specifically on the RTC’s ability to load a
pre-programmed time value into the rate-adjustable counter on a PPS event. The specific block
that handles this procedure is the time loader block illustrated in Fig. 4.4. The latter loads a
programmed time value directly into the accumulator block (i.e., overwrites its value) upon the
detection of a PPS pulse’s rising edge. In the end, given that, by definition, the PPS pulse’s
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rising edge marks the start of a second, the SW continuously programs the HW to load an
integer number of seconds and precisely zero nanoseconds into the rate-adjustable time counter
on every PPS rising edge. This process effectively synchronizes the RTC relative to the PPS
signal and, correspondingly, to the reference RTC generating the PPS signal.
Suppose that, when the PPS pulse comes, the HW measures timestamp tpps,sec seconds
and tpps,ns nanoseconds based on the rate-adjustable time counter. After the first reading, the
SW can schedule the loading of time tpps,sec + 1 seconds and tpps,ns = 0 into the rate-adjustable
counter on the subsequent PPS event. Then, as soon as the next PPS event occurs, the time
loader block realigns the rate-adjustable time relative to the PPS reference time.
For completeness, if tpps,ns < 5 × 108 , the value to be loaded into the seconds count on

the next PPS edge is tpps,sec + 1, whereas, if tpps,ns > 5 × 108 , it is tpps,sec + 2. This scheme
ensures the loaded value effectively advances the local time by approximately one second. For
example, if the last PPS timestamp reading marks tpps,sec = 9 seconds and tpps,ns = 9 × 108 ns,
the SW assumes that the next PPS event will mark 11 seconds and 0 ns, instead of 10 seconds.
Besides, note that, unlike the PTP RTC, the PPS RTC does not rely on a time offset register. Instead, it corrects the local time by overwriting the time counter directly. The rationale is
that the PPS RTC can apply the time update with minimal uncertainty. The time loading operation is scheduled to occur as soon as the PPS rising edge is detected, namely on a deterministic
instant. In contrast, with the PTP RTC, there is no mechanism to guarantee the writing of a new
time value on a deterministic (known) instant. Thus, with the latter, instead of writing a time
(i.e., a ToD) value directly to the counter, the clock disciplining implementation regulates the
time offset only, as discussed in Section 4.4.1.
Next, note that, while the time loading scheme re-synchronizes the RTC every second, the
RTC can still drift substantially relative to the reference in between PPS pulses. The solution
to alleviate this drift is to syntonize the RTC, i.e., to tune its increment value. In the proposed
implementation, this syntonization is accomplished by combining the free-running time counter
and a proportional-integral (PI) control loop, as thoroughly discussed in Appendix D.1. With the
assistance provided by the free-running counter, it becomes possible to avoid the accumulation
of noise (or uncertainty) on frequency offset corrections, as explained in Appendix D.2.
Lastly, the developed PPS RTC has an additional feature for synchronization performance: its edge detection capability. In most typical hardware, the time count increments on the
driving clock’s rising edge, such that timestamps represent the quantized values corresponding
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Figure 4.5: Setup used for validation experiments with the PPS RTC.

to these rising edges. In contrast, the proposed HW detects the closest edge (rising or falling)
past the PPS timestamping event. With this information, the SW adjusts the PPS timestamp
such that it represents the quantized time of either the rising or falling edge. This mechanism
effectively halves the timestamp granularity, as if the driving clock frequency was doubled.
With the adopted 125 MHz driving clock, the edge detection mechanism ensures that the
PPS timestamping error remains within ±2 ns, as explained in Appendix D.3. In other words,
the PPS RTC experiences relatively low quantization noise. For comparison, the timestamps
from the PTP RTC are subject to quantization noise within 0 to 8 ns.
The edge detection also assists in loading a pre-programmed time value on a PPS event, as
used for the aforementioned time correction mechanism. The developed PPS RTC HW contains
two sets of registers to hold the time that is supposed to be loaded on the next PPS pulse. One
set holds the time to be loaded if the pulse happens before a rising edge, the other for the falling
edge. This mechanism ensures that the loaded time is also accurate within ±2 ns.
4.4.3.2

Preliminary Validation Results

This section presents a preliminary validation experiment conducted with the PPS RTC
using the setup of Fig. 4.5. A Spectratime GRClok-1500 Rubidium atomic clock (labeled as
the Rb Clock in Fig. 4.3) provides the PPS reference to which the developed PPS RTC (in the
FPGA) synchronizes. Meanwhile, the AD9548 evaluation board supplies the driving clock of
the RTC. The adopted AD9548 board features the OCXO and, therefore, generates a 125 MHz
reference with a stability of ±5 ppb (refer to Section 4.2). In this experiment, the PI loop used
for syntonization (i.e., increment value tuning) is configured with an equivalent noise bandwidth
of approximately 0.05 and a damping factor of nearly 0.707 (refer to [136, Appendix C]).
Fig. 4.6 presents three metrics of interest collected for approximately 16 hours. First,
Fig. 4.6a shows the histogram of the PI loop’s error detector (discussed in Appendix D.1), par-

77

Fitted
Observed

0.175

0.125

0.4

Probability

Probability

0.150

0.100
0.075
0.050

0.3

0.2

0.1

0.025
0.000

0.0
−7.5

−5.0

−2.5

0.0
2.5
Error (ns)

5.0

7.5

−4

−2

0
Error (ns)

2

(a) PI loop error histogram.

(b) Histogram of time offset measurements.

(c) Frequency offset estimations.

(d) Time offset measurements.

4

Figure 4.6: PPS RTC synchronization results.

ticularly in steady-state. Note the error is approximately Gaussian-distributed and mostly within
±6.9 ns (its standard deviation is approximately 2.3 ns). This range is reasonable, given that it
includes two factors: the intrinsic timestamping uncertainty within ±2 ns and the syntonization
error due to the imperfect frequency offset estimate produced by the PI filter.
Fig. 4.6b shows the histogram of the RTC’s time offset measured on every second. Each
measurement is obtained by comparing the latency-corrected version of the rate-adjustable
timestamp captured on a PPS event and the ideal (expected) PPS timestamp, with integer seconds and zero nanoseconds. Note that the distribution has bimodal nature, i.e., it has two concentrated areas spaced by approximately 4 ns, which is the magnitude of the timestamping
uncertainty. In this realization, the two areas are around +1 ns and −3 ns. This result indi-
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cates that the arithmetic syntonization is working sufficiently well, such that, in the course of
a second, the RTC’s time count does not drift substantially. Ultimately, with the timestamping
uncertainty and the syntonization error, the synchronization error remains mostly within ±4 ns.
An important parameter of the input PPS signal concerns its rise time, i.e., how fast its
voltage changes from low to high. The adopted PPS signal has a rise time of nearly 9.42 ns,
according to measurements from the oscilloscope (shown in Fig. 4.3) running at 20 Gsps. This
rise time is larger than the timestamp granularity of 8 ns. Thus, occasionally, the PPS detection
can slip by one cycle. This phenomenon contributes to the overall uncertainty.
Lastly, note the given acquisition experiences two different temperature stability scenarios. It started around 7 PM and ran overnight, with nobody in the lab environment and air
conditioning turned off (soon after its start). Around 13 hours later, the air conditioning was
turned back on, and co-workers started to arrive at the lab. From this point onward, the temperature fluctuations became higher, as confirmed by the frequency offset estimations shown
in Fig. 4.6c. Notably, the time offset remained under the expected range despite the change of
conditions after 13 h, although with higher variance, as shown in the scatter plot of Fig. 4.6d.
In the end, it can be stated that the PPS RTC synchronizes to the reference clock with an
accuracy in the range of ±1/fnom , namely ±8 ns. With the OCXO, this is a conservative specification, as the observed accuracy is expected to be better. For example, the given experiment
shows a time offset mostly within ±4 ns. Meanwhile, when the XO drives the PPS RTC, an accuracy within ±8 ns has been observed 99.8% of the time. Ultimately, this accuracy determines
the uncertainty associated with the dataset labels, described next.

4.5

Hardware Acquisition of Labeled Data
As discussed in Section 4.1, the testbed captures PTP timestamps from the PTP RTC and

auxiliary timestamps (the so-called dataset labels) from the PPS RTC. This feature is essential
to this work, as it enables the derivation of the actual one-way delay of each PTP message
and the true slave time offset during each PTP message exchange. Without this information, it
would be impossible to assess the time offset estimates produced based on the PTP timestamps.
The hardware feature that enables the acquisition of the referred labels is the slave’s ability
to take simultaneous snapshots of its PTP and PPS RTCs. For each two-way PTP exchange, the
slave collects the standard set of four timestamps taken by the PTP RTCs and two additional
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Table 4.1: Example dataset entry corresponding to a PTP message exchange.

n

t1 [n] t2 [n] t3 [n] t4 [n] t02 [n] t03 [n]

timestamps from its PPS RTC. As shown in Fig. 2.2, the two timestamps that are normally taken
on the slave side are t2 [n] and t3 [n]. Correspondingly, the slave takes timestamps t02 [n] and t03 [n]
from the PPS RTC at the exact clock cycle when it takes t2 [n] and t3 [n] from the PTP RTC. In
the end, the n-th dataset entry contains the information in Table 4.1.
With the additional timestamps from the PPS RTC, t02 [n] and t03 [n], it becomes possible to
compute the ground truth as follows:
x́[n] = t2 [n] − t02 [n]

(4.2)

d´ms [n] = t02 [n] − t1 [n]

(4.3)

d´sm [n] = t4 [n] − t03 [n],

(4.4)

where x́[n] represents the true slave time offset relative to the master, d´ms [n] represents the
true m-to-s delay, and d´sm [n] represents the true s-to-m delay. The rationale is that the PPS
RTC accurately represents the master time (because it is accurately synchronized). Thus, for
example, t2 [n] − t02 [n] represents the difference between the slave time t2 [n] upon the arrival of

the n-th PTP message (according to the PTP RTC) and the master time t02 [n] (according to the

PPS RTC) precisely when the PTP arrival timestamp is taken. The error associated with such
labels is the PPS synchronization error, which, as mentioned in Section 4.4.3.2, is up to ±8 ns.
The noteworthy aspect of this implementation is that there is no uncertainty on the matching between the timestamps from the PTP RTC (e.g., t2 [n]) and the PPS RTC (e.g., t02 [n]). The
developed hardware drives the two RTCs using the same clock signal, as illustrated in Fig. 4.7.
Hence, the two RTCs reside in the same clock domain, and there is no need for clock domain
crossing (CDC) circuitry between them. This choice avoids CDC timing uncertainties [132]
and, ultimately, allows the sampling of the two RTCs precisely at the same clock cycle.
Nevertheless, the actual timestamp matching mechanism is more intricate than merely
sampling the two RTCs simultaneously. The EMAC is the only block capable of detecting
a PTP event message arrival or departure. Hence, only the EMAC knows when to request a
timestamp from the PTP RTC, and its IP (see [127, 128]) does not expose this timestamping
trigger as an output signal to be used by external logic. Thus, there is no trigger signal in HW
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to request a timestamp from the PPS RTC simultaneously with the PTP RTC.
Instead, the adopted timestamp matching mechanism relies on the Timestamp Collector
HW block shown in Fig 4.7, which can take simultaneous snapshots of the two RTCs if requested by software. The procedure starts once the PTP event message’s arrival or departure
is recognized in the SW stack. For reference, Fig. 4.8 illustrates the case of timestamp t2 [n],
taken upon the Sync message’s arrival. Once the Sync arrival is recognized, the SW requests simultaneous snapshots of the RTCs. The Timestamp Collector then returns the pair of reference
timestamps tr [n] and t0r [n], the former from the PTP RTC and the latter from the PPS RTC.
From the Sync arrival instant t2 [n] to the SW-triggered reference timestamp tr [n], the
PTP RTC advances by ∆r [n]. The slave can compute this interval, and, more importantly, the
corresponding number of clock cycles elapsed during the interval, as follows:
ncycles [n] =

∆r [n]
tr [n] − t2 [n]
=
,
Tinc,ptp [n]
Tinc,ptp [n]

(4.5)

where Tinc,ptp [n] represents the PTP RTC’s increment value during this n-th PTP exchange.
Next, because the same clock signal drives both the PTP and PPS RTCs, the two RTCs
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experience exactly the same number of clock cycles over interval ∆r [n]. Hence, it is possible
to map interval ∆r [n] to the corresponding time interval according to the PPS RTC, as follows:
∆0r [n] = ncycles [n] · Tinc,pps [n],

(4.6)

where Tinc,pps [n] represents the increment value of the PPS RTC.
Finally, t02 [n] can be obtained as follows:
t02 [n] = t0r [n] − ∆0r [n].

(4.7)

Note that this computation only works if the increment values Tinc,ptp [n] and Tinc,pps [n] do not
change during the whole process, which is guaranteed in the adopted implementation.
The implemented slave clock runs the referred timestamp matching procedure for every
PTP timestamp taken locally (i.e., t2 [n] and t3 [n]). With that, it continuously generates dataset
entries in the format described in Table 4.1. After collecting each set of six timestamps, the slave
serializes the set to a host PC through a universal asynchronous receiver-transmitter (UART)
interface. Ultimately, the PC collects all sets of timestamps on a dataset (i.e., a file), which is
cataloged with the relevant metadata (experimental configurations) and stored on a database.
Later on, these datasets are used for offline analysis.
As a final remark, note that the unique capabilities of the referred acquisition process stem
from two main factors. The first is the slave’s ability to sample the time held by the PPS RTC
at the exact clock cycle when the PTP RTC is sampled upon a message arrival or departure. As
emphasized above, this is only possible because the two RTCs are in the same hardware and,
more importantly, in the same clock domain. Meanwhile, the second factor is that the PPS RTC
synchronizes independently and very accurately to the master clock. Hence, it serves as a proxy
of the reference time within the slave hardware.
Both of these factors are enabled by using an FPGA-based implementation. In contrast,
it would be more complex to accomplish the same results (or the same uncertainty level) using,
e.g., commercial PTP clocks or a software-based implementation with PTP-capable network
interface cards (NICs). For example, using Linux’s PTP hardware clock infrastructure [133],
it becomes possible to convey timestamps taken in hardware by a compatible NIC up to userspace applications. Furthermore, some low-cost NICs such as the Intel i210 provide PPS input
and output [137]. Nevertheless, there is no inherent mechanism to match a PTP timestamp with
the corresponding time at the reference (or master) clock exactly when the PTP timestamping
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occurs. Consequently, it becomes infeasible to obtain low-uncertainty labels regarding the true
packet delay and time offset affecting each PTP packet ([64] demonstrates a similar problem).
Besides, the adopted FPGA design provides other essential features. For instance, it supports the easy switching of the oscillator (between XO and OCXO) used on an acquisition,
accomplished by simply reprogramming the FPGA’s bitstream. This feature would not be feasible using typical commercial PTP hardware (typically based on a single oscillator).

4.6

PTP Dataset Analysis Library (PTP-DAL)
Once the labeled datasets are acquired, the final step is to process them offline. This

task is accomplished by the open-source Python-based PTP dataset analysis library (PTP-DAL)
developed in this work, which implements all the processing schemes described in Chapter 3.
As mentioned earlier, this library focuses on comparing the synchronization algorithms fairly
by applying them over the same data (i.e., the same timestamps). This strategy ensures that all
algorithms operate under identical environmental conditions.
PTP-DAL’s processing architecture is illustrated in Fig. 4.9. Its analysis tool first reads a
timestamp dataset collected by the FPGA-based testbed. Then, it computes the corresponding
time offset measurements according to (3.4), the timestamp difference metrics from (3.3), and
the ground truth metrics from (4.2), (4.3), and (4.4). It feeds the measurements into the algorithms from Chapter 3 and, in the end, collects results within its Analyzer module. The latter
then assesses the performance of estimates x̂[n] relative to the true time offset x́[n] from (4.2).
Fig. 4.9 highlights the stack of time offset estimation algorithms implemented on PTPDAL. Note that the algorithms from Section 3.6 (sample-minimum, maximum, mode, median,
and average) process the timestamp differences (t21 [n] and t43 [n]) and rely on time offset drift
compensation, using equations (3.23) and (3.24). Thus, they receive the estimates from the drift
estimator module, which consists of the implementation discussed in Section 3.9. Meanwhile,
the LS and KF algorithms process the time offset measurements x̃[n] directly.
The processing architecture also includes optional bias correction stages, which can shift
the time offset measurements or estimates by fixed values. For the window-based selection
and filtering algorithms from Section 3.6, which compute the time offset estimates based on
the timestamp differences t21 [n] and t43 [n], the bias correction module shifts the time offset
estimates produced by (3.24), i.e., the estimator’s output. The rationale is that the correction
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Figure 4.9: Software architecture implemented on PTP-DAL to process the timestamps and labels of a
dataset acquired from the testbed.

focuses on the delay asymmetry bias affecting the time offset estimates, which, in this case,
appears in the output. In contrast, for the algorithms that process the time offset measurements
x̃[n] directly (LS and KF), the bias correction stage shifts the estimator’s input.
Furthermore, the bias correction module applies a distinct correction depending on the
chosen algorithm. With the window-based selection and filtering from (3.24), depending on
the operator ξ{}, the asymmetry resulting from approximation (3.20) varies. Hence, the bias
correction module computes the asymmetry as follows:
b̂ =

ξ {dms [n]} − ξ {dsm [n]}
,
2

(4.8)

where, in this case, operator ξ{} processes the entire dataset and the resulting b̂ is a constant.
For example, (4.8) returns the asymmetry between the minimum m-to-s and s-to-m PTP
delays when using the sample-minimum approach. When using LS and KF, which experience
biases corresponding to the average noise w[n] from (3.6), the bias correction modules computes
(4.8) using the average operator. The result becomes the average delay asymmetry, which also
affects the sample-average strategy.
PTP-DAL also includes the window length tuner module (see Fig. 4.9), which finds the
best observation window length for all window-based processing algorithms (packet selection,
filtering, and LS). This module evaluates each algorithm for a range of window lengths and
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returns the length that yields the best performance in terms of the max|TE| metric from (2.11).
In the end, the algorithms are compared using their (distinct) best window lengths.
Other modules also have their optimizers, such as the KF and drift estimator. The Kalman
filter’s optimizer sweeps a range of state noise covariance matrices Q and chooses the one that
yields the lowest max|TE|. This is the trial and error noise covariance tuning mentioned in
Section 3.8. Similarly, the drift estimator’s optimizer sweeps a range of N and W used in
(3.60) until the resulting drift estimates from (3.59) present minimal error relative to the true
drifts observed on dataset labels. Ultimately, PTP-DAL allows the comparison of algorithms
based on their best (reasonably optimized) configurations.
More broadly, the PTP-DAL implementation aims to transcend this work’s scope and
foster advances in the development of synchronization algorithms. Its implementation is opensource, and the library processes datasets that are easily shareable. Hence, it enables reproducible comparison studies and benchmarking of synchronization algorithms. Chapter 6 provides comprehensive analyses based on experiments using PTP-DAL.

4.7

Testbed Network and Traffic Sources
When acquiring datasets for offline analysis using PTP-DAL, this work explores various

network configurations and BG traffic sources to impair the PTP performance. Each dataset
acquired from the testbed holds metadata regarding the number of network hops, the BG traffic source and configuration, and various other relevant information (e.g., hardware version,
adopted oscillator, PTP configurations, and more). This section clarifies the possibilities in
terms of network configurations and BG streams.
As mentioned in Section 4.2, the testbed comprises up to four switching hops between the
master clock (the BBU) and the slave clocks (the RRUs). These hops consist of independent
port-based VLANs configured and connected on the adopted PTP-unaware switch. As illustrated in Fig. 4.10, the hops are arranged on a tree topology, where the slave clocks (i.e., the
RRUs) connect to the same hop (the last), referred to as the aggregation node.
The given network carries three types of traffic: PTP, FH, and BG traffic, where BG
implies any traffic other than FH and PTP. Nevertheless, from PTP’s operation perspective, any
packet other than PTP represents BG traffic, including FH packets, as it can disturb PTP by
causing PDV. Thus, FH traffic is also interchangeably referred to as BG traffic in the sequel.
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The BG traffic experienced by PTP can come from two sources in the testbed. The first
is the constant bit rate (CBR) FH traffic, generated directly by the FPGAs (BBU and RRUs) in
hardware with precise bit rate and packet inter-departure intervals. The second is the variable bit
rate (VBR) BG traffic generated with significantly lower precision using the iperf application
on auxiliary Raspberry Pi Linux hosts, named as the VBR traffic hosts in Fig. 4.10 and Fig. 4.3.
The CBR BG traffic generated by the FPGA devices consists of fixed-length FH packets
with periodic departures. As illustrated in Fig. 4.11, when the BBU (master clock) serves two
RRUs (slave clocks), it sends two FH packets per period, one to each RRU. In the reverse
direction, an RRU sends a single FH packet per period (but the two RRUs send such packets).
The periodicity of FH packet departures has to do with the periodic generation of IQ samples. The testbed implements the so-called PHY-RF functional split [138], otherwise known
as split E in eCPRI terminology [20] or split option 8 in 3GPP terminology [139], which carries IQ samples over FH packets. Since the packets are assumed to carry a fixed number of
uncompressed IQ samples,1 they depart as soon as enough samples are packed, which happens
1

Some FH signal compression schemes work with variable-length codewords and, correspondingly, result in
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periodically. Besides, because the BBU generates samples for the two RRUs in parallel, it can
send two packets back-to-back in the same period.
Furthermore, note that the CBR FH packets follow the same path as the PTP packets in
the topology of Fig. 4.10, a configuration referred to as in-line BG traffic in [44]. Thus, a PTP
packet sent after a FH packet may experience queuing delay on all hops due to the preceding FH
packet. The exception is on the last hop (the aggregation node), given that, e.g., a PTP packet
going to slave 1 (see Fig. 4.10) may be behind a unicast-address FH packet going to slave 2, in
which case the PTP packet does not have to wait for the preceding FH packet on this last hop.
In contrast, the VBR BG traffic is generated and consumed by the VBR BG traffic hosts
shown in Fig. 4.10, which are unrelated to the FH service. More specifically, each of such hosts
injects one-way VBR BG traffic on the switch and receives the stream from the previous host.
For example, Host 2 receives the stream from Host 1 and injects another independent stream
towards Host 3. This pattern is referred to as cross-traffic in [44, 45]. In this work, it represents
data-centric BG streams sharing the network with the FH service.
In terms of data encapsulation and packet addressing, the FPGA devices send the PTP
messages over layer-2 (Ethernet) frames with multicast addressing. The CBR BG traffic (FH
traffic) also goes directly over layer-2 frames, but with unicast addressing. Lastly, the VBR BG
traffic is unicast-addressed and sent over user datagram protocol (UDP) streams.
Lastly, all packets (PTP, FH, and BG) are forwarded with equal priority in the testbed
network. This strategy is not necessarily a common practice. For example, PTP traffic could
receive a higher priority on a PTP-unaware network to alleviate the PDV [53]. Nevertheless, it
is a limitation of the setup, which, by using port-based VLANs, cannot define forward priorities
using, e.g., IEEE 802.1Q tags.2 Furthermore, the adopted setup cannot prioritize packets based
on a higher level strategy, such as the differentiated services code point (DSCP) approach.
That would require encapsulation using the internet protocol (i.e., layer 3), while the setup
encapsulates PTP and FH traffic directly over Ethernet (i.e., layer 2). In any case, this limitation
is considered acceptable because it is known that a priority queuing scheme does not eliminate
the PDV [141]. Investigations using priority queuing are beyond the scope of this work.
Chapter 6 elaborates on the networking configurations and explores various scenarios of
BG sources. The goal is to gain insights regarding the PTP performance under practical cases
of PTS network where PTP shares the network with other streams.
VBR traffic (see, e.g., [140] ). Here, the IQ stream is assumed to be uncompressed, which results in CBR traffic.
2
A port-based VLAN (based on access ports, as opposed to trunk ports) forwards untagged packets.

Chapter 5
Fronthaul Synchronization Use Cases
While the previous chapters focused on the provisioning of clock synchronization through
PTP, this chapter discusses the actual use of synchronized clocks in the FH. More specifically, it
focuses on the time-alignment of RF transmissions carried out by distributed RRUs, to support
the time-coordinated RAN use cases discussed in Section 2.3. Here, the alignment is based
on the timing of radio frame boundaries and, thus, denominated radio frame synchronization
(RFS). To avoid confusion, while FH packets are interchangeably referred to as Ethernet frames
in this chapter, radio frames refer specifically to the frames used by the radio access technology.
For example, RFS refers to the alignment of 5G NR frames on the air interface.1
As thoroughly discussed in Chapter 2.3, RFS is essential for example for inter-site CA,
CoMP [6,9], ranging-based localization [99], time-domain eICIC [100], distributed MIMO [10]
and TDD [104]. These are all transmission modes involving time-aligned RF transmissions
from distributed base stations or RRUs. As discussed in Chapter 2, these modes can impose
demanding timing alignment requirements, such as down to a few nanoseconds for localization.
The difficulty of satisfying the stringent radio alignment requirements with RFS is magnified by the asynchronous FH transport and asymmetrical FH delays. The FH packets experience
PDV and traverse different paths from BBU to RRUs. Hence, the coordinated radio data sent for
independent RRUs arrive in different instants. Ultimately, in the absence of an RFS mechanism,
the corresponding on-air transmissions lack time alignment. Thus, an additional mechanism is
necessary to time-align the IQ streams to be transmitted cooperatively by distributed RRUs.
1

A single radio frame typically extends across hundreds of FH packets. For example, in LTE 20 MHz with

30.72 MHz sampling frequency, a 10 ms radio frame has 307200 IQ samples. Meanwhile, each FH packet typically
carries content corresponding to dozens or a few hundred samples only.
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To solve the problem, the BBUs and RRUs need to rely on a shared understanding of time
or synchronized events. For example, the RRUs can align blocks comprising one hundred radio
frames of 10 ms (used by LTE and NR [94]) with their PPS references [142], provided that these
references are synchronized to a common time base. Alternatively, a BBU can continuously
schedule when the RRUs transmit IQ samples on-air via the so-called presentation time, sent on
FH packets of the RoE standard [21]. Similarly, BBUs and RRUs can rely on FH transmission
and reception time windows to achieve synchronized IQ playout, as in eCPRI [20].
There are few experimental evaluations of timing alignment among cooperative RRUs and
especially less involving FH-driven schemes to align their RF transmissions. A range of studies
for distributed beamforming and MIMO investigate the provisioning of timing alignment and
phase coherency among distributed transmitters, using testbeds based on FPGAs and softwaredefined radio (SDR) [143, 144]. Their solutions typically involve signal processing and overthe-air signaling between the coordinated transmitters [143] or between each transmitter and
receivers [144]. However, these studies do not rely on the backhaul or FH network to achieve
the timing alignment. Meanwhile, most testbed-based FH works such as [62, 145, 146] focus
on metrics like FH latency and PDV, rather than the RF timing alignment among cooperative
RRUs. [8] briefly explains RoE’s presentation time, but from a theoretical standpoint only.
Nonetheless, the essence of the RFS problem appears in numerous contexts. For example, SDR applications commonly require that distributed SDR units simultaneously transmit
the IQ samples generated by a central host. Thus, radio transport protocols such as the VITA
49 convey timestamps associated with IQ samples [147]. For audio and video streams, the
audio/video transport protocol (AVTP) defined by IEEE 1722 [148] offers a similar mechanism for normalizing network latency and maintaining sample coherence among distributed
“talkers” (e.g., coordinated speakers) [149]. More generally, RFS relates to distributed, time
coordinated applications, which are well discussed in [5] in the context of TSN. A particular
example of interest concerns applications where a controller commands time-coordinated actions to controlled devices in advance of their scheduled time, such as discussed in [28]. This is
the principle exploited in this work, with the controlled action being the actual RF transmission.
This chapter provides an in-depth analysis of radio transmission timing alignment in the
FH. It proposes an RFS architecture based on synchronized triggering among BBUs and RRUs
and discusses various challenging practical aspects, such as the scheme’s contribution to the
end-to-end FH latency. The latter is of particular interest, given the limited FH latency bud-
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Figure 5.1: BBU serving iteration: the central BBU delivers a round of FH (Ethernet) frames to each
RRU in a cluster of RRUs.

gets [70]. Moreover, this chapter discusses a practical hardware architecture to implement RFS
and clarifies the testbed infrastructure (complementary to Chapter 4) to evaluate it.
The proposed RFS scheme relies on endpoints only, such that it works over PTP-unaware
FH network elements, i.e., the PTS scenario considered throughout this work. Moreover, at this
level of analysis, there is no restriction in terms of synchronization protocol. While this chapter
considers mostly PTP, any other method works as long as it synchronizes the BBUs and RRUs.
The remainder of this chapter is organized as follows. First, Section 5.1 formulates the
problem of RF timing alignment over the FH. Next, Section 5.2 thoroughly describes the proposed architecture, while Section 5.3 explains the FPGA-based prototype implementation. Finally, Section 5.4 clarifies the testbed support for RFS experiments.

5.1

Radio Frame Synchronization
The scenario of interest comprises a cluster of J cooperative RRUs served by a central

BBU, where the BBU generates coordinated (e.g., jointly baseband-processed) DL radio data
streams for the RRUs. As illustrated in Fig. 5.1, the BBU delivers the data over Ethernet frames
in serving iterations. In the i-th iteration, it sends one Ethernet frame to each RRU in order,
starting from RRU 1 and ending at RRU J. Due to PDV and distinct paths to each RRU, these
frames arrive asynchronously on the FH interface of the RRUs. Meanwhile, once unpacked and
processed by the RRUs, their content forms DL radio frames that must be time-aligned on the air
interface. Hence, the content cannot be transmitted on air as soon (or as late) as received from
the FH. Instead, the RRUs must simultaneously trigger the coordinated on-air transmissions.
In this context, an essential metric is the end-to-end (E2E) delay experienced by the FH
packets from BBU to RRU, including both network delays and hardware latencies. In this
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Figure 5.2: BBU transmission iteration through shared Ethernet interface with indication of variable FH
delays, RRU buffering intervals and the serialization delays preceding each departure from the BBU.

chapter, the E2E delay from the BBU to the j-th RRU during the i-th serving iteration is denoted
as d[i, j]. These delays are assumed to vary randomly over serving iterations (due to the PDV)
and between RRUs (due to distinct network paths).
Fig. 5.2 illustrates a scenario where a single BBU sends packets to J RRUs, and where
each packet experiences a distinct delay d[i, j]. In this case, each RRU starts to process the
radio content in a different instant. Then, to accommodate these differences, each RRU buffers
the incoming data until a common (synchronized) trigger event occurs. Once the referred trigger comes, the RRUs can simultaneously release the data over the air interface through RF
transmissions. In the end, this process leads to the so-called latency normalization (see [149]),
whereby the distinct E2E delays are equalized through buffering.
Nevertheless, note that the RRUs must know precisely how much buffering to add to
the data derived from each incoming packet. For example, each RRU would need to know all
the other E2E delays to compute the necessary buffering interval. Since this would involve
further communication between the RRUs, it is more practical for the BBU to collect FH delay
information and schedule time-aligned RF transmissions to be executed by the RRUs. The
BBU already communicates with all RRUs of the cluster. Hence, it can receive DL delay
measurements taken and fed back by the RRUs or, when DL and UL delays are similar, it can
measure the UL E2E delays directly.
In the approach of RoE [21], the BBU uses its knowledge of the E2E delays to define
specific presentation times for radio data. That is, to define when the RRUs should play IQ
samples out towards the RF interface. The BBU sends this presentation time information within
the FH packets, and the RRUs schedule transmissions accordingly. In this process, it is vital to
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have accurate time synchronization between the BBU and the served RRUs.
Similarly, the method discussed in this chapter also requires tight time synchronization.
However, it is not based on RoE’s presentation time scheduling mechanism. As will become
apparent, the proposed method is based on synchronized triggers produced locally at each device based on its synchronized clock only. This approach simplifies the coordination burden to
continuously schedule transmissions, which is of particular importance for the prototyping and
evaluation discussed in this chapter. Besides, it avoids the overhead to carry the presentation
time information on FH packets, although this overhead is generally negligible.
Regardless of the implementation, the process of latency normalization comes with a
significant drawback. It enlarges the overall E2E latency on all BBU-RRU paths based on the
path experiencing larger delays. Hence, it penalizes the packets that otherwise would traverse
the FH network faster. Besides, the normalization may aim at a delay that is even higher than the
maximum observed among the FH packets in order to assign some margin for delay variations.
In the end, given the stringent FH latency requirements, such as the 100 µs budget mentioned
in 802.1CM [19], it may be infeasible to assign too much margin for delays. Therefore, it is
critical for an RFS mechanism to incur the minimum (or a controllable) amount of latency.

5.2

Proposed Architecture and Model
The proposed RFS mechanism relies on triggers asserted periodically by the cluster of

synchronized devices. Furthermore, it involves tight control of the timing on which the BBU
delivers data to the RRUs, with the corresponding buffering of data on the RRU. This section
thoroughly explains this mechanism and clarifies its parameters, such as the trigger periodicity
and the required buffer depths. Furthermore, it analyzes the scheme’s impact on FH latency.

5.2.1

Time-Coordinated Triggering Approach

In the proposed architecture, the BBU and RRUs of a cluster generate triggers periodically with period Tr , as illustrated in Fig. 5.3. The trigger generated by an RRU marks the
instant when it should start an RF transmission. Thus, for RFS across distributed RRUs, all
RRUs should strive to assert their triggers simultaneously. Meanwhile, on a BBU, the trigger
indicates when it should start sending packets over the FH to the RRUs, such that all RRUs
receive the coordinated radio data timely, i.e., before their triggers. Hence, the BBU triggers

92
α

BBU
Trigger

BBU
Trigger

RRU
Trigger

RRU
Trigger

…

…
Tr

−ǫ

+ǫ

time

Figure 5.3: Periodic trigger events and the time advance adopted by the BBU.

FH transmissions with time advance α relative to the RRU trigger time.
The devices can generate the referred trigger signals based on their local RTCs. The
only requirement is that these RTCs are continuously synchronized to a common timebase, e.g.,
using PTP. With that, even though the triggers are generated independently at each device, they
should ultimately be time-synchronized with the accuracy inherited from the RTC.
Through the periodic triggering approach, the proposed RFS mechanism aligns the socalled radio data blocks, defined as collections of radio data with enough information for all
RRUs to produce IQ samples spanning the trigger period Tr . The actual composition of such
blocks depends on the adopted functional split [138]. Nevertheless, in general, it can be assumed
that the RRUs derive baseband IQ samples from them.
When the BBU asserts its time-advanced trigger, it starts delivering a new radio data
block to the RRUs over FH packets. Then, upon receiving these packets, the RRUs store the
IQ samples deriving from them on a buffer and wait for the local trigger. Later on, once the
RRU trigger comes (see Fig. 5.3), the RRU starts the RF transmission from the first IQ sample
associated with the received block data. Fig. 5.2 illustrates this sequence for the first J FH
packets carrying the start of a block delivered to J RRUs.
Through the course of the trigger period Tr , the BBU delivers a full block of radio data,
and each RRU receives a subset of the block. For example, under functional split E (see the
terminology in [20]), assuming the BBU serves na antenna carriers (AxCs)2 , and that all AxCs
run with the same sample rate, the radio data block consists of nb samples, given by:
nb = (na ) (fs ) (Tr ),

(5.1)

where fs is the sample rate of the radio interface. Then, each RRU receives a fraction of nb
samples depending on how many AxCs it has. For example, with two RRUs, each with an
2

An AxC is an IQ flow transmitted on or received from one carrier at one independent antenna element [14].
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equal number of AxCs, each RRU receives nb /2 IQ samples.
In the end, there are two parameters to be defined in the method: the trigger interval Tr
and the time advance α. The following subsections thoroughly discuss them.

5.2.2

Trigger Interval

Two factors influence the choice of the trigger interval Tr . The first is that every trigger on
the RRU side leads to a realignment of the radio frame timing on air, so that interval Tr defines
the periodicity of realignments. The second relates to when the triggering effectively happens.
Since transmission timing updates can disturb the radio signal quality, an appropriate instant
to handle realignments is at the boundary between radio frames, when mobile terminals restart
their timing synchronization [150]. Thus, it is reasonable to choose interval Tr as an integer
multiple of the radio frame interval, e.g., a multiple of 10 ms for LTE and 5G-NR [94].
The adopted Tr may span multiple radio frames, and, in this case, the RF timing realignment occurs after periods exceeding 10 ms. This strategy is perfectly acceptable, given that the
realignment is only necessary to maintain the alignment over time. If the alignment between
RRUs deteriorates slowly, it is not necessary to realign on every frame.
Additionally, in order for the RF timing realignment instant to coincide with the beginning
of DL radio frames on air, the RFS system must place the content corresponding to the start of
radio frames at the start of RFS blocks.3 This alignment can be guaranteed by the BBU alone,
with no intervention from the RRUs. For example, under functional split E, the BBU can ensure
that a radio data block starts with the first na IQ samples of the radio frames to be sent by the na
served AxCs. The RRUs, in turn, only need to follow their triggers, i.e., to start their sub-blocks
on air when their triggers come.
In the end, a convenient choice for interval Tr is one second, such that the trigger can come
from a PPS signal. Firstly, a PPS signal is commonly available on timing equipment, such as
GNSS receivers and IEEE 1588 clocks. Secondly, this choice simplifies the trigger generation
logic. The trigger can come directly from the least significant bit of the RTC’s seconds register,
which is simpler than detecting the passage of an arbitrary Tr in nanoseconds and suitable to
avoid slow combinational logic when using high clock frequency RTCs. Third, this option is a
multiple of the 10 ms radio frame interval.
3

Note that a radio data block can include multiple radio frames. The radio data block extends across an arbitrary

interval Tr , whereas the radio frame occupies 10 ms on air.
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5.2.3

Time Advance

As mentioned earlier, the BBU asserts its trigger with time advance α relative to the
nominal triggering instant of the RRUs. This advance allows sufficient time for the FH packets
sent by the BBU to arrive on all RRUs before the RRU’s trigger instant. Hence, it must consider
the largest expected E2E delay from BBU to RRUs. Additionally, it must tolerate the worst-case
clock time offset, which is the offset that leads to an RRU triggering the earliest, namely when
the RRU’s local time is mostly ahead of the reference time (with a positive time offset).
Moreover, when the BBU has a single outbound Ethernet interface, the advance α must
also account for FH packet transmission (serialization) delays. Fig. 5.2 highlights such serialization delays on a scenario where a single BBU serves J = 3 RRUs. Note the FH frame
sent to RRU 1 is the one that departs when the time-advanced trigger is asserted at the BBU (at
time t0 − α). Since this frame has serialization delay νf h , the next frame (to RRU 2) departs
only after delay νf h and so on until the frame to RRU J departs after delay (J − 1)νf h . For
simplicity, in Fig. 5.2 and the remainder of this chapter, it is assumed that all FH packets sent
by the BBU have the same length and, consequently, the same transmission delay.
In Fig. 5.2, there is also an implicit assumption that the BBU has the full radio content
for all J FH packets of the transmission round by the time it triggers at time t0 − α. Hence,
the BBU can serve the round of packets (one to each RRU) consecutively, such that νf h is the
main interval separating packet transmissions of the same delivery round. This is not a general
requirement, but it is how the hardware evaluated in this work operates, given that the adopted
BBU prototype generates the radio data for all J served AxCs in parallel.
Ultimately, the required time advance becomes:
α = (J − 1)(νf h + νipg ) +  + max {d[i, j]} ,
i≥0
1≤j≤J

(5.2)

where the maximum operator obtains the maximum E2E FH packet delay (in DL) among all
J RRUs over the realizations i. Meanwhile, term  represents the worst-case time offset at an
RRU relative to the reference time. As illustrated in Fig. 5.3, it is assumed for simplicity that
the RRU trigger always remains within ± relative to the nominal trigger instant. Besides, this
equation includes the standard interpacket gap νipg (96 ns for GbE), which adds to νf h .
The computation of (5.2) considers the worst case in terms of delay, which is when the
maximum E2E delay lies in the path to the last RRU of the serving round, namely in the path
with the latest departure when considering a shared outbound interface at the BBU. Correspond-
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ingly, this computation represents the worst-case time advance, which can be inefficient. One
strategy to minimize the required time advance is to sort the serving of RRUs in descending
order of E2E delays, i.e., RRU with the highest delay served first. In this case, assuming the
ordered set of RRUs is C, the time advance required for the j-th RRU becomes:
α[j] = (j − 1)(νf h + νipg ) +  + max {d[i, j]} ,
i≥0

∀ j∈C

(5.3)

where, in contrast to (5.2), α[j] is unique to each RRU j, and the maximum operator now
computes the maximum E2E delay over the realizations i for the j-th RRU alone.
In the model of (5.3), term (j − 1)(νf h + νipg ) grows with j while the maximum E2E
delay decreases (given j ∈ C), such that one compensates the other. Furthermore, while (5.2)
provides a single time advance applicable to all RRUs, the model of (5.3) provides an individual
advance for each RRU. One possible implementation is to authorize the departure of each FH
packet (to each RRU) of the serving round individually while respecting such distinct values.
Alternatively, a sub-optimal global time advance can be used, as given by:
α = max{α[j]},
j∈C

(5.4)

which can be shown to be less than or equal to α from (5.2).
Lastly, note that the RRUs could also employ a similar time advance strategy to normalize their latencies from digital IQ output to RF transmission. For instance, to normalize the
latencies of the paths that cross the digital-to-analog converter (DAC), analog RF filtering, and
cabling, such as coaxial feeders. However, this process can be demanding, e.g., based on manual calibration. In this work, since the RRUs are composed of nominally identical hardware,
it is assumed that the “last inch” latency (see [151]) does not compromise the relative time
alignment among RRUs and, therefore, the need for time advance on the RRU side is neglected.

5.2.4

Latency due to Time Advance

Due to the restricted FH latency budgets, it is critical to analyze the extra latency that the
time advance procedure imposes. It must be noted that the time advance mechanism does not
correspond entirely to additional delay. A significant portion of its value corresponds to delay
that would exist regardless. In (5.3), for example, term maxi≥0 {d[i, j]} typically represents
the major part of the time advance and is meant to guard against the intrinsic FH PDV from
the BBU to this j-th RRU alone. The latency incurred by this part of the time advance on
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packet (i, j) is the difference between its actual delay d[i, j] and the maximum observed E2E
delay maxi≥0 {d[i, j]} over the realizations i. This difference is equivalent to the latency that a
de-jitter buffer would introduce to obtain a PDV-free stream towards the DAC (see [42]).
With the de-jitter buffer latency as a baseline, note term  in (5.3) determines the latency
incurred specifically by the RFS mechanism. In contrast, when using the time advance of (5.4),
the delay d[i, j] of FH packet (i, j) is extended (through buffering) based on the maximum
observed delay among all RRUs, which can result in more latency than that of a de-jitter buffer.
Also, term (j − 1)(νf h + νipg ) in (5.3) can introduce additional latency when (5.4) is adopted.
An immediate solution to alleviate the RFS latency is to shorten νf h and . The transmission delay νf h reduces by making the FH packets shorter and more frequent, at the expense
of increased overhead over the Ethernet links. Alternatively, νf h reduces merely by deploying
Ethernet interfaces with higher line rates over the FH network (which also reduces νipg ). Meanwhile, the time synchronization error  decreases by provisioning better clock synchronization
accuracy to the RRUs, e.g., with better algorithms or better timing support from the network.

5.2.5

Buffer Design

A typical Ethernet-based RRU continuously stores the data that it receives from the BBU
into buffers. These buffers are the aforementioned de-jitter (or playout) buffers, which accommodate FH delay variations. However, in the RFS case, the same buffers are also involved
in the time-triggered processing approach. While waiting for a trigger, an RRU disables the
reading of FH data from the buffers. Then, once a trigger finally comes, it resumes the processing of buffered data in order to handle the RF transmissions. Hence, the buffer sizes must be
appropriate to accommodate all samples that arrive while an RRU is waiting for a trigger.
In contrast to the time advance α, which considers the worst-case delay, the buffer size
should support the quickest path, i.e., the best case in terms of E2E delay. The rationale is that
an RRU buffers the IQ samples deriving from the incoming FH packets until the target playout
time, which is when the RRU asserts its trigger. Hence, the RRU on the path with the earliest
FH packet arrival experiences the longest buffering.
Various FH properties are relevant in order to model the required buffer depths. For example, signal compression, flow control, and functional split [138]. For tractability and fidelity
to the hardware discussed in this work, it is assumed that the BBU operates with functional split
E (i.e., the PHY-RF split) and feeds uncompressed samples into the FH with a controlled aver-
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age rate of R = (na · fs ) samples per second. This rate corresponds to the number of samples
that the J RRUs collectively put on air per second, specifically by reading IQ samples from na
buffers (one for each AxC) on every sample period. Hence, the following buffer depth (in units
of samples) suffices on all RRUs to store the IQ samples of a single AxC:


L = α − min {d[i, j]} (fs ) ,
i≥0
1≤j≤J

(5.5)

where the minimum operator returns the minimum E2E delay among all RRUs over the realizations i, while α is a global time advance either from (5.2) or (5.4).
The rationale of (5.5) is that α defines the target E2E latency from BBU departure (at the
BBU trigger) to RF transmission (at the RRU trigger). Meanwhile, the RRU on the shortest
path originally had a minimum E2E delay corresponding to the minimum term in (5.5). Thus,
with RFS, this RRU may need to buffer the data for the residual interval until its trigger. Lastly,
by multiplying this interval with fs , one obtains the corresponding number of IQ samples to be
buffered for one AxC. It is assumed that an RRU running multiple AxCs would have one buffer
capable of holding L samples for each AxC.
In practice, (5.5) is slightly excessive because it neglects the transmission delays νf h
and determines a global requirement for all RRUs. Nevertheless, there is much less penalty
in adopting oversized buffers compared to, e.g., the latency penalty of an exaggerated time
advance. Hence, the expression provides a reasonable guideline for hardware design.

5.2.6

Time Advance Estimation

The time advance from (5.2), (5.3), or (5.4) is unknown in practice. Nevertheless, it can
be estimated in real-time based on delay measurements. This section discusses an estimation
approach based on UL delays, which is adopted on the experiments discussed in this work. A
similar approach based on DL delay measurements can be derived but is out of scope (see [71]).

5.2.6.1

Estimation Based on Uplink Delays

It is assumed that the FH packets carry their departure timestamps, analogously to PTP
one-step mode [26]. Thus, the BBU can measure the E2E delay of UL frame (i, j) as follows:
d˜ul [i, j] = trx,bbu [i, j] − ttx,rru [i, j],

(5.6)
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where ttx,rru [i, j] is the time of departure from the j-th RRU and trx,bbu [i, j] is the corresponding
arrival time at the BBU.
Since these timestamps originate from the independent RRU and BBU clocks, the delay
measurement is impaired by the time offset given by:
x[i, j] = ttx,rru [i, j] − ttx,bbu [i, j],

(5.7)

where x[i, j] represents the time-varying time offset of the j-th RRU during serving iteration i,
while ttx,bbu [i, j] represents the BBU’s (reference) time exactly when the RRU takes the departure timestamp ttx,rru [i, j]. Hence, it follows that (5.6) in reality measures:
d˜ul [i, j] = trx,bbu [i, j] − (ttx,bbu [i, j] + x[i, j])
= dul [i, j] − x[i, j],

(5.8)

where dul [i, j] is the true E2E delay of UL frame (i, j). Correspondingly, the maximum UL
delay measurement taken up to the i-th iteration is modeled by:
max{d˜ul [i, j]} = max{dul [i, j] − x[i, j]}.
i

i

(5.9)

For simplicity, it can be assumed that (5.9) converges to maxi {dul [i, j]} − min{x[i, j]},
i.e., the true maximum UL E2E delay, biased negatively by the minimum time offset experienced over the observation window. Thus, by further assuming that the maximum DL and UL
E2E delays are symmetric, and by substituting maxi {dul [i, j]} ≈ maxi {d˜ul [i, j]}+min{x[i, j]}
in place of the maximum theoretical DL E2E delay in (5.3), one can infer that a time advance
estimator based on UL measurements should satisfy:
α̂ul [j] ≥ (j − 1)(νf h + νipg ) +  + min{x[i, j]} + max{d˜ul [i, j]}.
i

i

(5.10)

In (5.10), term  represents the maximum time offset affecting the clock used for RFS
triggering on the j-th RRU. In contrast, term mini {x[i, j]} represents the minimum time offset
experienced by the clock that provides UL departure timestamps for delay measurement. In
typical RRUs, the two clocks are the same. Nevertheless, the RRU prototype explored in this
work can use distinct clocks for the two tasks (the PTP and PPS RTCs discussed in Section 4.4).
Hence, for generality, it is assumed that x[i, j] ranges within ±γ, such that the following estimator satisfies the inequality in (5.10):
α̂ul [j] = (j − 1)(νf h + νipg ) +  + γ + max{d˜ul [i, j]}.
i

(5.11)
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Figure 5.4: Simplified block diagrams illustrating the BBU and RRU FPGA design.

This estimator assumes the worst-case realization of mini {x[i, j]}, which is when x[i, j] remains constant at its maximum specified value of +γ throughout the observation.
Nevertheless, on RRUs that use the same RTC for timestamping and RFS triggering,
where γ = , note that (5.11) reduces to:
α̂ul [j] = (j − 1)(νf h + νipg ) + 2 + max{d˜ul [i, j]}.
i

(5.12)

Finally, similar to (5.4), one can adopt a sub-optimal global time advance estimate:
α̂ul = max {α̂ul [j]}.
1≤j≤J

5.3

(5.13)

Prototype Implementation

5.3.1

FPGA Blocks and Operation

Fig. 5.4 presents a simplified view of the hardware developed for the FPGA-based BBU
and RRU prototypes evaluated in this work. The so-called RFS controller block is present on
both devices. On the BBU, this block regulates the timing of Ethernet frame transmissions
towards the RRUs. On the RRU, in turn, it controls when IQ samples are delivered to the DAC
of the RF frontend (the FMCOMMS2 board discussed in Section 4.2) for on-air transmissions.
The operation is such that the Frame Packer block of the BBU continuously forms FH
packets with IQ data acquired via a direct memory access (DMA) engine. On every interval Tr ,
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this block has to wait until the RFS controller asserts its time-advanced trigger before releasing
the packets downstream. Once asserted, the trigger grants permission for transmitting a block
of nb IQ samples over the FH, over as many FH packets as necessary to convey them all. At
this point, the BBU starts to transmit the packets in serving iterations, as illustrated in Fig. 5.2.
Meanwhile, at the RRU, the Frame Unpacker block continuously extracts IQ samples
from the incoming FH packets. However, these samples are not immediately made available
to the DAC for on-air transmission. Instead, they are only provided to the DAC when the RFS
controller determines so. On every interval Tr , the RRU’s RFS controller will feed nb /na IQ
samples to the DAC for each of its AxCs.
In addition to IQ samples, the Frame Packer block adds relevant metadata to each FH
packet that it generates. More specifically, it includes the packet’s departure timestamp4 and
a sequence number. The timestamp allows the receive-end to measure the frame’s E2E delay.
The sequence number, in turn, enables verification of frame sequence integrity on tests.
Fig. 5.4 also shows the PTP and PPS RTCs available in the hardware, as discussed in
Section 4.4. These RTCs can be flexibly routed to the hardware blocks based on SW configurations. For example, it is possible to select which RTC provides time to the RFS controller
(determining the RFS trigger) and which one provides time for the frame packer (determining
the FH packet timestamps). This feature allows the evaluation of the RFS scheme under both
PTP and PPS synchronization, as well as flexibility for the source of FH packet timestamps.
Lastly, an essential element of the implementation concerns the RRU interface buffers
shown in Fig. 5.4 and detailed in Fig. 5.5. They consist of two layers of first-in first-out (FIFO)
buffering between the Frame Unpacker (in DL direction) and the DAC. The first buffering stage
stores samples that arrive from the FH and maintains these samples until an RFS trigger. After a
trigger, the RFS controller authorizes the transport of samples from the first stage to the second.
The second stage, in turn, provides the CDC from the internal clock domain (on its write-side)
to the external DAC’s clock domain (on its read-side). This dual-buffer circuit repeats for each
I and Q component of each AxC since the DAC reads these components through parallel lanes.
Thus, e.g., for 2 AxCs, there are four circuits.
One motivation for this approach is simplicity in terms of CDC. Since the RFS controller
regulates the path between the two FIFOs, it can operate entirely within the internal clock
4

Unlike the PTP timestamps discussed in Section 4.3, the FH packet timestamps are taken at a high hardware

level (above the MAC layer) instead of close to the physical medium.
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Figure 5.5: Dual-buffer scheme used for RFS control in the RRU.

domain (see Fig. 5.5), while only the second-stage buffer crosses clock domains. More importantly, this scheme facilitates dealing with problems that originate from fluctuations in the RFS
trigger, as discussed in the sequel.

5.3.2

Solutions for Trigger Fluctuations

In the proposed mechanism, the BBU and the RRUs periodically assert trigger signals
based on their local RTCs. However, since their RTCs are continuously time-disciplined, the
interval between consecutive triggers can oscillate and deviate from the nominal interval Tr . Additionally, on the BBU end, when the time advance is continuously adapted, the time-advanced
trigger fluctuates accordingly. Such fluctuations can create two disturbing scenarios: when the
interval between consecutive triggers is significantly lower than the nominal interval Tr and
the opposite scenario, when significantly higher than Tr . More specifically, the problem occurs
when the fluctuation exceeds the sample period Ts = 1/fs .
The rationale is that the RFS controller regulates the samples transmitted per interval
Tr . After a trigger, it ensures that only nb samples cross between the FIFO stages in Fig. 5.5.
However, when the interval between triggers fluctuates by more than Ts , the nb samples may
fail to traverse the FIFO stages on time or, in the other extreme, finish prematurely.
One way to avoid this condition is to adopt smooth RTC time corrections, i.e., corrections
that do not exceed Ts in the course of any trigger interval Tr . This solution depends on the
adopted clock disciplining algorithm and on the stability of the time offset estimates. If this
smoothness is not guaranteed, other remedies may be applied, as discussed next.
When an RRU experiences a shorter trigger interval, the specific problem is that it may
fail to complete the RF transmission of its sub-block of samples spanning interval Tr . In this
case, when a new trigger comes, any remaining sample of the previous block can be deemed
as delayed. To ensure that the RF transmission timing can be realigned among RRUs on every
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trigger, an RRU must be capable of discarding such delayed samples.
The implemented RRU prototype detects and discards delayed samples by counting the
samples that traverse the path between the two buffers of Fig. 5.5. Furthermore, it maintains the
CDC (second-stage) buffer with its minimum possible occupancy. This strategy ensures that all
the other samples are held at the first-stage FIFOs so that the RFS controller can drop them.
A similar problem of delayed samples can arise on the BBU due to short trigger intervals.
When the BBU increases its time advance, the new (more time-advanced) trigger can come
before the BBU finishes transmitting the past data block. In this scenario, the BBU may either
drop the delayed data while starting the new block immediately or burst the delayed data such
that it catches up without data loss. The current version of the BBU prototype discussed in this
work does not feature such a catch-up mechanism and, hence, this issue is out of scope.
The opposite problem is when an RRU experiences a longer interval between consecutive
triggers, in which case the CDC buffers can underflow while waiting for the new trigger. One
solution is to allow a small number of extra samples (in addition to nb /na samples per AxC)
to traverse from first-stage buffers to CDC buffers during initialization. This way, if a trigger
eventually comes too late, there is some backup of samples to avoid underflow. This strategy
can be acceptable as long as all RRUs back up the same number of samples. Nevertheless, since
the backup samples remain in the CDC buffers, they are not amenable to dropping, as the RFS
controller can only drop samples traversing from the first to the second stage buffers. Hence,
the backup samples can disturb the re-synchronization performance.
In this work, the CDC underflows are accepted instead of deliberately treated. The expectation is that the resulting gap on RF transmissions due to CDC underflows remains negligible
for timing alignment. This issue is explored in Chapter 6.

5.4

Testbed Support
The RFS mechanism is implemented and evaluated on the testbed described in Chapter 4.

This section clarifies the specific testbed elements used to support the RFS evaluation.
Fig. 5.6 shows the adopted network topology. As discussed in Section 4.2 (see Fig. 4.10),
it consists of four network hops implemented on independent port-based VLANs. On RFS tests,
specifically, one RRU connects over four hops, while the other lies over two hops only. This
configuration creates a significant discrepancy in the DL FH delays, which is then treated by
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Figure 5.6: Network topology used to evaluate the RFS mechanism.

RFS. Besides, in this case, RRU 1 (the first served by the BBU) is intentionally the one on the
longest path so that the descending E2E delay order required for (5.3) is guaranteed.
The primary metric for RFS evaluation is the timing alignment between the independent
RF transmissions carried out by the coordinate RRUs. As illustrated in Fig. 5.6, the testbed
includes an SDR interface connected to the RF outputs of both RRUs. More specifically, it uses
a dual-channel Universal Software Radio Peripheral (USRP) interface model B210 (shown in
Fig. 4.3). The two RF channels of this USRP connect directly through coaxial cables to two
independent RF outputs (two AxCs), one from each RRU. The RRUs transmit LTE 5 MHz signals over 2.45 GHz carriers, while the USRP, in turn, downconverts these signals and feeds the
resulting complex baseband sample streams with rate fs = 7.68 Msps to a host PC. Ultimately,
the PC runs a custom-built application to measure the RF timing alignment.
The referred application is based on the GNU Radio development toolkit and uses the
processing blocks illustrated in Fig. 5.7. In essence, it computes the average cross-correlation
between the two baseband inputs streams (each sampled at 7.68 Msps) in real-time and finds the
lag of the correlation’s peak. The rationale is that, in order to test RFS, the BBU is configured
to send identical waveforms through all AxCs. Hence, the lag corresponding to the crosscorrelation peak indicates the timing difference between the RF transmissions.
The scheme illustrated in Fig. 5.7 computes the cross-correlation in the frequency domain.
Assuming that v1 and v2 are vectors with N baseband samples from SDR input channels 1 and
2, respectively, the adopted processing chain computes the cross-correlation vector r1,2 as:
r1,2 = F −1 {F {v1 } F {v2 }∗ } ,

(5.14)

where F denotes a fast Fourier transform (FFT), F −1 denotes the inverse FFT (IFFT), operator
∗

denotes complex conjugation, and the multiplication of FFTs is element-wise.
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Figure 5.7: Processing chain used to compute the cross-correlation between the RF signals transmitted
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Next, the application computes the moving average of |r1,2 | (of the magnitude) and detects
the resulting average peak. The index of this peak is the result of interest, as it represents the
timing difference between the two inputs in units of sample periods. The program prints the
average peak index among all peaks computed in a second. With 7.68 Msps and an FFT length
of 2048, this average extends across 3750 peak indexes computed over a second. In the end, the
average peak index per second is saved for offline analysis.
In addition to the SDR, Fig. 5.6 shows that both RRUs are connected to a time interval
counter (TIC), more specifically, a Keysight 53220A (also shown in Fig. 4.3). The signal that
the FPGA feeds to the TIC is a synchronized 8 kHz rectangular wave generated in hardware
based on the PTP RTC. If the PTP synchronization were perfect, the edges of the 8 kHz waves
produced by both RRUs would be perfectly aligned. Correspondingly, by observing the time
interval between the edges of the two rectangular wave signals, one obtains the relative time
offset between the RRUs. This is the interval that is continuously measured by the TIC.
Lastly, a dedicated Python-based application was developed to aggregate results from
all devices and applications on RFS experiments. This application collects metrics from the
three FPGAs (the BBU and the two RRUs), the average cross-correlation peak index from the
GNU Radio SDR application, and time offset measurements taken by the TIC. The next chapter
discusses various results acquired by this application.

Chapter 6
Results
This chapter presents experiments regarding the synchronization algorithms discussed in
Chapter 3 and the RFS mechanism detailed in Chapter 5. Both investigations explore the various
networking and hardware configurations offered by the testbed, especially regarding BG traffic
and slave clock oscillators. The goal is to analyze the performance promoted by the referred
synchronization techniques over practical scenarios of timing-unaware FH networks.
More specifically, the experiments analyze the performance with and without BG traffic
disturbing PTP delays (i.e., causing PDV). When BG traffic is active, the two forms of BG
traffic discussed in Section 4.7 are explored, i.e., in-line CBR traffic and cross-traffic VBR
traffic. Furthermore, the investigations involve the XO and OCXO oscillator options available
on the RRU prototypes, as discussed in Section 4.2.
The chapter is organized as follows. First, Section 6.1 clarifies the configurations adopted
in the testbed. Next, Section 6.2 analyzes the PTP delay distributions observed in the experiments. Subsequently, Section 6.3 presents the experiments focusing on the fair and reproducible
comparison of synchronization algorithms. Lastly, Section 6.4 evaluates the RFS mechanism.

6.1

Experimental Setup
This section clarifies the common parameters and configurations adopted in the investi-

gations that follow. It describes networking, PTP, FH traffic, and cross-traffic parameters, all of
which are summarized in Table 6.1.
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Table 6.1: Common parameters and configurations adopted in the experiments.

6.1.1

Parameter/Configuration

Value

Ethernet links

GbE

Network topology

Tree

Network hops

1 to 4

Switching mechanism

Store-and-forward

Priority queuing

None

T

7.8125 ms

νptp

640 ns

yres

119.2 ppb

PTP timestamping

In hardware, referenced to the GMII time

Timestamp granularity

8 ns

Label uncertainty

±8 ns

νf h

1.888 µs

νipg

96 ns

fs

7.68 Msamples/sec

na

2 AxCs

FH bitrate

791 Mbps (95% utilization)

Cross-traffic Model

Network Traffic Model 2 from G.8261 [93]

Cross-traffic Peak Rate

75 Mbps per link

Networking Configurations

In terms of networking configurations, the experiments that follow are based on storeand-forward switching. This switching mechanism is the one supported by the testbed network,
and it is also far more widely deployed and available than the so-called cut-through switching
mechanism. Furthermore, as explained in Section 4.7, the testbed network does not apply priority queuing or any form of quality of service (QoS) mechanism. Hence, all packets (PTP, FH,
and BG) are forwarded with equal priority over the network.
The experiments adopt the tree network topology illustrated in Fig. 4.10 and Fig. 5.6,
which comprises a configurable number of hops, from one to four hops. The hops are implemented through port-based VLANs configured on a single PTP-unaware switch. Furthermore,
all Ethernet links are GbE, i.e., operate at gigabit per second speed.

107

6.1.2

PTP Configuration

In the experiments that follow, the adopted PTP exchange rate is of 128 packets/second.
This is the maximum packet rate in many PTP profiles, such as the PTS profile [33]. The
goal with this choice is to evaluate the algorithms under the most favorable conditions for performance, despite the higher communication and computation load that results from using the
highest packet rate. Hence, in the experiments that follow, the slaves measure the time offset
128 times per second, such that T = 7.8125 ms.
In terms of encapsulation, because the implementation is based on the AVB IP [128]
(see Section 4.2), the devices work with 54 bytes long PTP event messages sent directly over
untagged Ethernet frames. With 26 bytes of overhead per Ethernet frame, including the Ethernet
preamble, the MAC header, and the frame check sequence, the resulting layer-1 packet has a
total of 80 bytes. Correspondingly, the PTP transmission delay over GbE is of νptp = 640 ns.
As explained in Section 4.4.2, when acquiring timestamp datasets for offline processing,
the slave’s PTP RTC operates in free-running mode. With this approach, it becomes possible
to observe the natural frequency and time offset evolution using the timestamps collected in the
dataset. For example, although the initial syntonization procedure described in Section 4.4.2
sets the initial frequency offset within the order of ±yres /2 (i.e., ±59.6 ppb), the frequency
offset evolves randomly over the acquisitions, as demonstrated later. Likewise, the time offset
evolves randomly over the acquisitions.
The algorithms evaluated offline estimate the time offset in the course of a dataset in
order to track the natural time offset evolution. Ultimately, the estimates are assessed relative
to the dataset labels. The main metric of interest is the time offset estimation error, which,
as mentioned in Section 4.6, comes from the difference between the estimates x̂[n] (from any
algorithm) and the time offset labels x́[n] from (4.2).
In contrast, on RFS experiments, which are not based on timestamp dataset acquisition,
the PTP RTC continues to be disciplined in real-time throughout the experiments. In this case,
the timing misalignment figures presented in Section 6.4 come either from the relative difference
between the time held by the regulated PTP RTCs of the two RRUs, or the absolute difference
between the RRUs and the reference time (the BBU or PTP master time).
The experiments based on offline analysis rely on the time offset and delay labels from
(4.2), (4.3), and (4.4). These labels have an associated uncertainty of ±8 ns, which derives from
the PPS synchronization accuracy. On experiments based on the OCXO, the label uncertainty
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Figure 6.1: FH packet encapsulation format.

is expected to be lower (e.g., ±4 ns demonstrated in Section 4.4.3.2). Nevertheless, the ±8 ns
specification covers both XO and OCXO evaluations 99.8% of the time.
Regarding the PTP hardware, as thoroughly explained in Section 4.3, it relies on hardware
timestamping. The timestamps reflect the time when the PTP event messages cross the GMII
interface. Furthermore, the timestamping granularity is of 8 ns, given that the RTCs operate
with 125 MHz driving clock signals.

6.1.3

FH Traffic Configuration

The BBU and RRU prototypes implement a custom FH encapsulation scheme capable of
carrying a configurable number of IQ samples over FH packets, analogously to the functional
split E [20] (or PHY-RF split [138]) mentioned in previous chapters. In the experiments that
follow, the encapsulation scheme is configured such that all FH packets carry 32 IQ samples
from two AxCs, namely a total of 64 IQ samples per packet. The IQ samples, in turn, are each
represented with 24 bits (12 for in-phase and 12 for quadrature), such that the IQ payload of
a FH packet consists of 192 bytes. In addition to IQ samples, each FH packet has 14 bytes of
metadata (see Section 5.3.1). Thus, the FH packets are 206 bytes long, as illustrated in Fig. 6.1.
Each FH packet is encapsulated directly by a VLAN-tagged Ethernet frame, which adds
30 bytes of overhead, 8 for the Ethernet preamble and SFD, 18 for the MAC header (including
the IEEE 802.1Q tag), and 4 for the frame check sequence. Thus, the layer-1 Ethernet packet
carrying the FH packet occupies 236 bytes, as illustrated in Fig. 6.1. Correspondingly, its
serialization delay over GbE is νf h = 1.888 µs, with an interpacket gap of νipg = 96 ns.
When active, the CBR FH traffic is exchanged between the BBU and the RRUs in unicast.
Hence, two bidirectional CBR streams run over the network, from the BBU to each of the two
RRUs and vice-versa. The DL stream out of the BBU has twice the rate of the UL streams out
of each RRU. Thus, in total, the FH traffic utilizes the same bitrate in DL and UL.

109
The adopted radio sample rate is of fs = 7.68 Msamples/sec, while each RRU features two AxCs (i.e., na = 2), given that the adopted FMCOMMS2 RF frontend provides two
transceivers [152]. Thus, because the devices process the AxCs in parallel, it takes 32 sample
periods Ts for the BBU to fill two DL FH packets, each with 32 IQ samples for each served AxC
(64 samples in total for each RRU). Likewise, it takes 32 sample periods for an RRU to pack
64 samples (including two AxCs) in a UL FH packet. Thus, the fixed FH packet inter-departure
interval illustrated in Fig. 4.11 is approximately 4166.67 ns (i.e., 32Ts ).
As illustrated in Fig. 4.11, the BBU sends two packets (one to each RRU) over each
fixed inter-departure interval, whereas the RRU sends a single packet (to the BBU). Given
that each FH packet consists of 206 bytes, excluding the Ethernet overhead, the throughput in
DL is approximately 791 Mbps, whereas each UL stream from an RRU uses 395.5 Mbps. In
this case, the FH traffic utilizes 95% of the Ethernet link, as the wires are busy over interval
2(νf h + νipg ) = 3968 ns in every inter-departure interval of 4166.67 ns.

6.1.4

Cross-Traffic Configuration

The VBR cross-traffic source is configured according to a model from ITU-T Recommendation G.8261 [93]. More specifically, this work experiments with cross-traffic in both the
m-to-s and s-to-m directions and adopts the data-centric Network Traffic Model 2. This choice
is unlike the one adopted in [44, 45], which investigate the case of unidirectional cross-traffic
(in the m-to-s direction only) using the voice-centric Network Traffic Model 1 from G.8261.
As explained in Section 4.7, the cross-traffic streams are generated by four dedicated
hosts, referred to as the VBR traffic hosts (see Fig. 4.3). Each VBR stream achieves a peak
rate of 75 Mbps, and, hence, each host generates and consumes up to 150 Mbps concurrently.
For example, Host 2 generates up to 75 Mbps to Host 1 and another 75 Mbps to Host 3 (see
Fig. 4.10). In this case, each link shared with PTP over the network transports up to 75 Mbps
of cross-traffic in each direction, namely a BG utilization below 10%.
Ultimately, the adopted VBR cross-traffic leads to a lightly-loaded PTP-unaware network
with extraneous traffic sources, i.e., traffic that does not originate from the PTP clocks. This
could be the case, for instance, of a PTS network connecting outdoor GNSS-synchronized
clocks to indoor PTP clocks over a shared enterprise network with light data-centric traffic.
In contrast, the CBR FH traffic reflects the scenario of a timing-unaware network dedicated
exclusively to the FH service, where only PTP and the high-throughput FH traffic operates.
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6.2

PTP Delay Analysis
This section investigates the PTP delays observed over the experiments. The synchro-

nization performance depends heavily upon the PTP delay characteristics and especially the
PDV. Hence, this section sets the initial expectations in terms of performance. Also, it aims
to show how the observed distributions differ from the theoretical distributions considered in
many synchronization studies, such as the gamma distribution considered in [43–46, 54].
The delays discussed in this section are the “true” one-way PTP delays based on (4.3) and
(4.4), i.e., based on the dataset labels. As discussed in Section 4.5, these values are accurate up
to ±8 ns. To avoid confusion, note that these delays are not the ones measured based on PTP
timestamps alone, e.g., using (3.8). While the latter is noisy and disturbed by the time offset,
the adopted delay labels come from the high-accuracy timestamps taken from the PPS RTC.
Moreover, to illustrate the delay behavior, this section analyzes the delay distributions for
a varying number of hops, from one to four. In all cases, the two slave clocks (i.e., the RRUs)
connect to the last hop of the adopted configuration. For example, when evaluating three hops,
the two RRUs connect to the third hop (the aggregation node), as discussed in Section 4.7.
Lastly, the results include the delay distributions observed on datasets acquired with both
the XO and the OCXO. Although the oscillator does not influence the packet delays, the goal
is to demonstrate the repeatability of the results. For the same hop configuration, this section
shows two results, one for each oscillator. As explained in the sequel, the two results are
expected to match in some scenarios due to repeatable delay distributions.

6.2.1

PTP without BG Traffic

Fig. 6.2 shows the PTP delay distributions observed in the m-to-s and s-to-m directions
in the absence of BG traffic. Note that they present a similar shape and support in all hop
configurations. In particular, the distributions present a nearly flat probability density over a
significant range of delays (resembling a uniform distribution), with tapered probabilities on
the extremes (similar to a Gaussian distribution). Furthermore, the standard deviation (SD) is
approximately 160 ns in all scenarios, while the span is roughly between 590 and 700 ns.
In this experiment, given that PTP packets do not experience queuing delay in the absence of BG traffic, the processing delay represents the predominant variable delay component.
Hence, the processing delay determines the shape of the distributions. As mentioned in Sec-
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Figure 6.2: PTP one-way delay distributions in the absence of BG traffic.

Table 6.2: Expected one-way PTP delays in the absence of BG traffic from one to four hops.
Hops

1

2

3

4

dms [n] and dsm [n] (µs)

4.24

8.48

12.72

16.96

tion 3.2.2.1, such processing delay variations come primarily from shared switching resources.
Furthermore, note in Fig. 6.2 that each hop adds nearly 3.7 to 4.3 µs of delay. This amount
includes the variable processing delay, the constant PTP transmission delay νptp (640 ns), and
the PHY hardware latency associated with the ingress and egress Ethernet ports. For example,
it can be assumed that the average processing delay per hop is of 3.3 µs and the PHY hardware
latency is 300 ns (see, e.g., [112]). In this case, the average delay per hop becomes 4.24 µs,
and the corresponding delays from one to four hops become as summarized in Table 6.2. These
theoretical values match well with Fig. 6.2, aside from the delay asymmetry bias contributions.
The referred bias determines the difference between the average m-to-s and s-to-m delays
in each hop configuration. The static delay asymmetry component modeled by (3.10) varies
per-hop because each port of the PTP-unaware switch introduces different static hardware latencies (e.g., Ethernet PHY latencies). Thus, each hop adds a unique static delay asymmetry
contribution. For example, note that the asymmetries observed with the XO and OCXO match
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closely on each hop configuration (using the same ports). In contrast, when comparing results
with different hops (different ports), the asymmetries diverge significantly.
In a practical PTS deployment, such varying asymmetry contributions are expected given
that, ordinarily, switches (and especially PTP-unaware ones) provide no guarantees regarding
the asymmetry between the transmit and receive paths of each of its ports. Thus, the PTP
slave has to live with the asymmetry. Alternatively, in addition to exploiting techniques such as
discussed in Section 3.2.2.2, the PTP slave can calibrate the static asymmetry in some cases.
For example, in an APTS deployment (refer to Section 1.1.3), where the PTP traffic serves
as a backup to GNSS, the slave can measure the static delay asymmetry of PTP messages while
it is locked to its GNSS reference [36]. Then, upon an eventual GNSS signal loss, when the
APTS slave clock switches to the PTP (backup) timing reference, it can use the previously measured PTP delay asymmetry to adjust the PTP timestamps and the corresponding measurements.
A favorable aspect of the static delay asymmetry is that each hop can contribute positively
or negatively. Hence, the overall asymmetry does not necessarily grow when the timing network extends across a higher number of switching stages. For example, in Fig. 6.2, the most
asymmetric hop is the first (see how the delay distributions are visibly disjoint). Meanwhile, on
subsequent hops, the asymmetry reduces instead of growing.
Nevertheless, the asymmetry introduced by a single hop can already disturb the synchronization performance significantly. By assuming that the total 1000BASE-T PHY latency
through the ingress and egress paths ranges from 300 ns to 400 ns, such as in the measurements
of [112], one can assume that the PHY asymmetry contribution per-hop falls within this order
of magnitude. Additionally, each PTP-unaware switching stage also experiences higher-level
(e.g., MAC-layer) static latency asymmetries. Ultimately, Fig. 6.2 shows a scenario where the
asymmetry changes by up to 550 ns from one hop configuration to another. Moreover, the most
asymmetric hop (the first) in Fig. 6.2 presents an average asymmetry around 750 ns.

6.2.2

PTP under CBR BG Traffic

Next, Fig. 6.3 shows the delay distributions observed when PTP shares the network with
in-line CBR BG traffic. Compared to Fig. 6.2, note the PDV is substantially higher in Fig. 6.3.
Among all acquisitions, the average SD is around 518 ns in the m-to-s direction and between
495 ns to 738 ns in the s-to-m direction. Meanwhile, the average support is approximately
1.96 µs and 2.78 µs in the m-to-s and s-to-m, directions, respectively.
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Figure 6.3: PTP one-way delay distributions under in-line CBR BG traffic.

The s-to-m direction experiences more substantial delay fluctuations because the PTP
packets contend with the BG packets for the single outbound port towards the master on the
aggregation node (see the topology in Fig. 4.10). Hence, if a PTP packet from Slave 1 arrives
in the aggregation node slightly before a FH packet from Slave 2 starts on the outbound port
towards the master, the PTP packet experiences an extra queuing delay of (νf h + νipg ), i.e.,
1.984 µs in the given experiment.
The referred contention determines the queuing delay experienced by a PTP packet due
to a competing packet coming from the other slave. In the adopted network topology, this effect
arises only in the s-to-m direction, which has two concurrent packet senders competing on the
aggregation node. In contrast, there is no contention in the m-to-s direction because all packets
in this direction come from a single device, the BBU. Nevertheless, the BG packets coming
from the same origin (device) as the PTP packets also lead to queuing delay. Thus, given that
all devices transmit PTP and CBR BG streams, all PTP packets are subject to queuing delay.
The queuing delay introduced by BG packets coming from the same device arises because
of the store-and-forward procedure on each switch. The FH packet (i.e., the BG packet in this
context) has a serialization delay νf h , whereas the PTP packet has delay νptp . Since νf h is
greater than νptp , by the time a PTP message is completely stored, the preceding FH packet can

114

Table 6.3: Expected worst-case PTP delays under in-line CBR BG traffic from one to four hops.
Hops

1

2

3

4

max dms [n] (µs)

5.49

10.98

16.46

21.95

max dsm [n] (µs)

7.47

12.96

18.45

23.94

still be in the output port’s line (being forwarded). As a result, the PTP packet has to wait.
The worst-case queuing delay is when the PTP packet departs right after a BG packet,
separated only by the interpacket gap νipg . In this case, the PTP message experiences a queuing
delay of (νf h − νptp ) on every hop while waiting for the serialization of the preceding in-line
FH packet. Namely, 1.248 µs per hop in the adopted configuration.
Ultimately, the expected worst-case PTP delays become as summarized in Table 6.3. Note
these values include the minimum delay of 4.24 µs per hop discussed in the previous section,
which accounts for the processing delay, the transmission delay νptp , and the PHY latency.
Additionally, they include the worst-case queuing delay of 1.248 µs per hop in both directions,
and, specifically in the s-to-m direction, the extra delay (νf h + νipg ) due to the worst-case
contention on the aggregation node.
Note the observed delays shown in Fig. 6.3 obey the expected worst-case delays from
Table 6.3 reasonably well. Nevertheless, due to the unique delay asymmetry contributions per
hop, there are some discrepancies. Furthermore, note that, unlike the results without BG traffic
in Fig. 6.2, the distributions in Fig. 6.3 do not necessarily match between the XO and OCXO
datasets for the same hop configuration. This mismatch is not due to the oscillator. Instead, it is
merely because the delay distributions are not accurately repeatable in this case.
The delay distribution varies per experiment primarily due to the asynchronous timing
relationship between the PTP and BG packets streams generated by the FPGAs. Both streams
are accurately generated based on the PTP and PPS RTCs discussed in Section 4.4. However,
these streams are not enabled simultaneously on the same device and neither among the group
of FPGAs. Ultimately, the results vary mostly depending on when the streams turn on. For
example, the instant when the s-to-m BG streams produced by the two slave clocks turn on
determines the collisions on the aggregation node. Furthermore, if the PTP and BG packet
generation timing remains stable throughout the experiment (often the case, especially with the
OCXO), a certain amount of collision becomes more frequent. Hence, the peak of the s-to-m
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distribution varies among experiments, as seen in Fig. 6.3.
On the other hand, there are noteworthy repeatable patterns in Fig. 6.3. Firstly, the mto-s delays are typically bimodal. Secondly, in the s-to-m direction, all plots present a specific
amount of contention that is significantly more frequent, which determines the peak of the
distribution. Moreover, all worst-case delays approach the values predicted in Table 6.3.
The reason why the m-to-s delays are bimodal stems from the fact that the FH packets are
sent in unicast, as mentioned in Section 4.7. The BBU continuously alternates FH packets for
RRU 1 and RRU 2 (see Fig. 5.1). Hence, the m-to-s PTP packet can depart after a FH packet
to any of the two destinations. When the PTP packet going to Slave 1 (RRU 1) departs after a
FH packet to Slave 2 (RRU 2), the PTP packet waits for the serialization of the preceding FH
packet on all hops, except the last one. Once the PTP message is completely stored in the last
switching stage, it can be forwarded immediately (with no queuing delay), while the FH packet
gets forwarded through another port (to Slave 2 in the example).
This event happens randomly due to the random placement of PTP messages on the wire,
and it introduces a delay fluctuation of (νf h − νptp ), referred to as the last-hop fluctuation.
In other words, when an m-to-s PTP packet departs after a FH packet going to the same final
destination RRU as the PTP message, the PTP packet experiences the full queuing delay. Otherwise, the PTP packets experiences (νf h − νptp ) less. Ultimately, this creates the bimodal m-to-s
distribution in Fig. 6.3, whose modes are separated by approximately (νf h − νptp ), i.e., 1.248 µs.
Lastly, it is instructive to observe the delays over time, i.e., as a time series. For example,
Fig. 6.4 shows the delays observed over 45 min and the corresponding PDFs in the experiment
carried over four hops with the OCXO, i.e., corresponding to the distribution on the bottom
right of Fig. 6.3. In Fig. 6.4a, referring to the m-to-s delays, the bimodal nature due to the lasthop delay fluctuation is apparent. Furthermore, Fig. 6.4a reveals that, in this specific dataset,
maximally delayed m-to-s packets are more likely and more consistent than minimally delayed
packets. This property is exploited later in this chapter.
Meanwhile, in Fig. 6.4b, it is possible to observe that the contention pattern is nearly
periodic. As mentioned earlier, the queuing delay due to contention in the aggregation node
depends on the timing relationship between the s-to-m PTP packets and the UL FH packets sent
by the other RRU. Because the PTP transmission period on one slave is not perfectly aligned
with the UL FH packet transmission period on the other slave1 , the two streams encounter each
1

In principle, the PTP packets depart every T = 7.8125 ms, whereas the FH packets depart nominally every
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(a) m-to-s PTP delays

(b) s-to-m PTP delays

Figure 6.4: PTP delays and the marginal PDF with CBR BG traffic over four hops using the OCXO.

other with variable timing on the aggregation node. Furthermore, as the clocks governing the
generation of such streams drift relative to each other, this timing relationship changes over
time. This drift occurs based on the relative frequency offset between the two clocks, which
is significantly stable with the OCXO. Hence, the timing drift tends to occur at a similar pace
throughout the experiment, which creates the given periodic behavior.
Similar delay patterns arise on the experiment with the XO over four hops, as shown
in Fig. 6.5. Nevertheless, in this case, specifically in the s-to-m direction (in Fig. 6.5b), the
contention pattern is less stable. For example, while the peak delay is consistent throughout
Fig. 6.4b, Fig. 6.5b shows an abnormal peak around minute 15 due to a sudden change in the
timing relationship between PTP and the contending UL FH stream. This is expected because
the relative frequency offset between the two slaves is less stable with the XO.

6.2.3

PTP under VBR BG Cross-traffic

Unlike the in-line BG traffic, the cross-traffic streams can contend with PTP packets in
both the m-to-s and s-to-m directions (see the topology in Fig. 4.10). Thus, with cross-traffic, the
PTP packets are prone to contention-induced queuing delays in both directions. Furthermore,
because the cross-traffic is VBR, it leads to variable queuing delay patterns.
Fig. 6.6 shows the observed PTP delay time-series and the corresponding cumulative dis32/fs ≈ 4.167 µs. Hence, there are nominally 1875 FH packets per PTP transmission interval.
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(a) m-to-s PTP delays

(b) s-to-m PTP delays

Figure 6.5: PTP delays and the marginal PDF with CBR BG traffic over four hops using the XO.

(a) m-to-s PTP delays

(b) s-to-m PTP delays

Figure 6.6: PTP delays and the marginal CDF with VBR BG cross-traffic over four hops.

tribution function (CDF) over four hops on an acquisition using the OCXO. In this case, the
CDF is adopted instead of the PDF for better visualization. Also, for brevity, this section restricts the analysis to this acquisition only, which shows the relevant VBR BG traffic properties.
Compared to the previous experiments with in-line BG traffic, Fig 6.6 shows significantly
higher delays. These delays come primarily from the contention between PTP packets and the
large BG (1518 bytes) packets that compose Network Traffic Model 2 [93], whose transmission
delay is around 12.24 µs. Nevertheless, due to the light network load imposed by the adopted
cross-traffic configuration (below 10%), the vast majority of the delays are concentrated at low
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values. In contrast, the peak delays above 40 µs have a very low probability, as confirmed by
the CDF. The same holds in the s-to-m direction, which presents a similar delay distribution.

6.2.4

Remarks Regarding Delay Distributions

To summarize, most of the observed distributions do not match the theoretical distributions commonly discussed in the literature. The distributions observed without BG traffic (in
Section 6.2.1) show a flat probability density over a significant range but are not precisely uniformly distributed. Meanwhile, the distributions with CBR BG traffic show unique aspects.
The m-to-s delays are bimodal, while the s-to-m delays present periodic contention patterns,
with a more frequent amount of contention determining the distribution’s peak. None of these
distributions match with the gamma distribution considered in [43–46, 54]. Lastly, the delays
observed with VBR BG traffic are concentrated at low values and, in this regard, resemble the
low-load gamma (or Erlang) distributions discussed in [43].
Nevertheless, an essential point about the synchronization algorithms discussed in the
sequel is that there is no specific constraint on the delay distributions nor magnitude of the
PDV. For example, although the distributions with VBR BG traffic in Fig. 6.6 extend across the
widest range among the evaluated distributions (with peaks around 45 µs), they can still lead to
high-accuracy synchronization performances. The synchronization algorithms filter the PDV in
unique ways that are not necessarily concerned with the magnitude of the PDV. For example,
the sample-minimum strategy requires consistent minimum delays, regardless of the average or
peak delay values. The subsequent section clarifies these aspects.

6.3

Synchronization Algorithm Comparison Experiments
This section compares synchronization algorithms based on various datasets acquired

from the testbed. The analyses are generated by the PTP-DAL software described in Section 4.6, and they focus on the max|TE| figure of merit from (2.11). Here, specifically, the
max|TE| is evaluated over every minute of the experiment to show the performance over time.
The adopted datasets consist of hour-long acquisitions. Nevertheless, the results presented
in the sequel comprise 45 min only. The initial 15 min are disregarded to ignore various transient
effects and compare the algorithms based on their steady-state operation (for fairness).
More specifically, PTP-DAL’s implementation offers a flexible mechanism to skip tran-
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sients. It works by specifying the fraction of the dataset to be skipped, and, based on that,
PTP-DAL attempts to concentrate the transient effects within the skipped portion. The specific
experiments presented in the sequel skip the initial 25% of the results (i.e., 15 min).
The implementation of PTP-DAL computes all window-based algorithms using overlapping windows, unlike in the tractable formulation presented in Chapter 3. Hence, in the experiments that follow, the window-based algorithms output one estimate for every new PTP
exchange, except for the initial N − 1 exchanges (refer to Fig. 3.2). The initial N − 1 exchanges
used to fill up the first observation window are considered a transient effect of window-based
processing, which PTP-DAL disregards within the performance comparison.
In particular, the adopted 15 min budget allocated for the transients is sufficient to hold
observation windows up to N = 65536, which span over nearly 512 seconds (i.e., 8.53 min)
with 128 PTP exchanges per second (i.e., T = 7.8125 ms). The remaining 6.47 min are left for
other transient effects when adopting the window-based processing algorithms, such as the ones
associated with the drift estimation used in (3.24), which also involves observation windows.
Meanwhile, the KF (not based on window-processing) can use the entire 15 min for its transient.
Ultimately, the analyses that follow evaluate the window-based algorithms with window
lengths varying from N = 4 to 65536. With 128 PTP exchanges per second, this range corresponds to observation windows spanning from 31.25 milliseconds up to 512 seconds. This range
applies to all packet selection and filtering operators (sample-average, sample-min, samplemax, sample-median, and sample-mode), as well as LS. Meanwhile, the KF evaluation shows
a single performance curve obtained after optimizing the Kalman filter’s state noise covariance
matrix through an exhaustive search, as detailed in Section 4.6. Besides, the following analyses
focus on the experiments over four hops, whose delays were discussed in Section 6.2.
In terms of environmental conditions, the results presented in Sections 6.3.1, 6.3.2, and
6.3.3 demonstrate the performance under stable (but uncontrolled) room temperature. While
focusing on the PTP measurement noise introduced by PDV (instead of environmental effects),
the referred evaluations comprise temperature fluctuations within ±1°C, which is considered
the constant temperature scenario in ITU-T recommendations such as G.8273.2 [153]. Later
on, Section 6.3.4 discusses results acquired under more substantial temperature variations.
Besides, it is assumed that other environmental effects do not introduce significant systematic frequency deviations (refer to Section 2.2), given that, as the results shall demonstrate,
the observed frequency does not show deterministic trends under stable temperature conditions.
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Table 6.4: Static delay asymmetries over four hops without BG traffic.
Operator

Average

Min

Max

Median

Asymmetry (ns)

−168

−197

−145

−167

For instance, it is assumed that the regulated power supplies used for the XO and OCXO do not
introduce systematic frequency artifacts. Nevertheless, the environmental effects can still affect
the inevitable random phase noise experienced by the oscillators, which yields frequency drifts.
The characterization of these effects is beyond the scope of this work.

6.3.1

PTP without BG Traffic

Fig. 6.7 and Fig. 6.8 show the max|TE| performance with and without the bias correction
described in Section 4.6, which compensates the static delay asymmetry. When active, the
bias correction computes (4.8) using the delays from (4.3) and (4.4), i.e., the dataset labels.
This mechanism is practical for a slave capable of calibrating and correcting the bias based on
high-accuracy measurements, such as in the APTS scenario mentioned in Section 6.2.1.
The referred figures omit the sample-mode to better visualize the curves that achieve similar max|TE| values. The sample-mode performance is significantly worse and unstable because
the delay distributions in Fig. 6.2 do not present a prominent mode (the distributions are flat
over nearly 400 ns). Similarly, they omit the max|TE| curve referring to the raw measurements
from (3.4), which lies around 470 ns without bias correction and 300 ns with bias correction.
In Fig. 6.7a and 6.8a, which show the performance without bias correction, note that the
sample-maximum approach using (3.24) achieves the best performance. Unlike in the evaluation of [43], this result is not due to a high network load (there is no BG traffic in this case).
Instead, it is because, in this experiment, the asymmetry between the maximum m-to-s and sto-m delays is lower than the other asymmetries, as summarized in Table 6.4. Also, in this case,
the delay asymmetry biases are more significant than the estimation variance presented by all
algorithms. Hence, the estimator experiencing the lowest asymmetry performs best.
The estimations in Fig. 6.7 and Fig. 6.8 present relatively low variance, as is expected in
the absence of BG traffic. Thus, in Fig. 6.7a and Fig. 6.8a, the sample-average, sample-min,
sample-max, and sample-median curves converge to values near their corresponding asymmetries in Table 6.4. The LS and KF results also converge to values near their expected asym-
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(b) With bias correction.

Figure 6.7: max|TE| results in the experiment without BG traffic over four network hops using the XO.

metries, namely to the average asymmetry (also in Table 6.4). This convergence is tighter in
Fig. 6.8a, with the OCXO. In contrast, with the XO (Fig. 6.7a), the max|TE| curves are slightly
worse (by around 25 ns) because the drift estimates used in (3.24) and the estimates produced
by LS and KF become less accurate when the local oscillator (LO) is less stable.
Next, Fig. 6.7b and 6.8b present the performances when applying bias correction. In this
case, all algorithms achieve similar max|TE| values, with minor differences. Once again, the
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Figure 6.8: max|TE| results in the experiment with the OCXO and without BG traffic over four hops.

rationale is that the bias represents the predominant part of the error in this experiment. After
its correction, a relatively low error remains.
The LS and KF estimators were slightly superior in both Fig. 6.7b and 6.8b. The interpretation is that, in the absence of strong PDV, the model underlying the LS and KF estimation
helps to achieve better performance. Furthermore, as in the previous scenario, the performance
achieved with the OCXO (Fig. 6.8b) is superior to the one achieved with the XO (Fig. 6.7b).
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More generally, both configurations with bias correction achieve excellent synchronization accuracy, despite the network’s lack of PTP support. The achieved accuracy satisfies all
requirements in Table 2.2, except the more advanced 5G localization use case. For example, the
more widespread use case of LTE and 5G TDD is satisfied with a significant margin. As discussed in Table 2.3, this use case requires the timing network to deliver an accuracy of ±1.1 µs,
while the results in Fig. 6.7b and 6.8b show a max|TE| below 45 ns and 20 ns, respectively.
These results illustrate the achievable performance when the PTP-unaware network can
be dedicated exclusively to PTP traffic, which is practical in some deployments. PTP-capable
devices commonly adopt an exclusive Ethernet interface just for PTP. Using this approach on
BBUs and RRUs, and with a dedicated network (e.g., isolated on port-based VLANs), it becomes practical to deploy PTP on an unshared timing-unaware network as part of the FH.
The results without bias correction in Fig. 6.7a and Fig. 6.8a also satisfy the TDD requirements. Nevertheless, there is some randomness on the performance without bias correction, as
it depends on the specific delay asymmetry imposed by the timing-unaware network. In the
given results, the predominant cTE contribution comes from the PHY asymmetry on each hop,
i.e., on each pair of ingress-egress ports on the switch, as discussed in Section 6.2.1. However,
in practice, such contributions are unknown a priori.
To facilitate the comparison, Fig. 6.9 presents the so-called violin plots [154], which, in
the given case, show the minimum, maximum, mean, and density of the max|TE| observed every
minute throughout 45 min. From this plot, it becomes easy to inspect that the sample-maximum
approach achieves the best performance without bias correction and that the model-based (LS
and KF) estimators were slightly superior with bias correction.
Moreover, note that the results in Fig. 6.7 and Fig. 6.8 are based on the optimized parameters set for each algorithm through PTP-DAL’s optimizer functions described in Section 4.6. Fig. 6.10 illustrates the optimization of the observation window length N used by
the window-based algorithms, including the sample-mode approach, which was omitted earlier. More specifically, it shows the global max|TE| (over the entire 45 min) of each algorithm
evaluated for varying power-of-two values of N ranging from 4 to 65536.
Fig. 6.10 shows that, in the absence of strong PDV (i.e., without BG traffic), the max|TE|
curves as a function of the window length tend to be convex-shaped. That is, it is helpful to
increase the observation window up to a certain point. After that, longer windows do not bring
performance gains and can even degrade performance. This convex shape is more visible for
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Figure 6.9: max|TE| violin plots in the experiment without BG traffic over four network hops.

LS, given that, as discussed in Section 3.7, the LS estimator requires observation windows with
constant frequency offset. Once the observation window becomes too large, this requirement
starts to fail, and the resulting performance degrades. Furthermore, note that this turning point
occurs for a shorter window length when using the XO due to the worse frequency stability.
Meanwhile, Fig. 6.10 shows that the algorithms using the drift compensation scheme in
(3.24) (i.e., sample-min, max, average, median, and mode) tolerate longer windows than LS.
This is an essential benefit of the drift compensation scheme. After a certain length covering
enough of the delay statistics, these algorithms tend to reach a plateau, but the performance
does not degrade significantly as the window grows further. This property holds as long as the
drift estimates from (3.59) do not accumulate significant error over the windows.
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Figure 6.10: max|TE| performance according to the observation window length on the scenario without
BG traffic and with four network hops.

Fig. 6.11 shows the cumulative error between the drift estimations and the true drift according to the dataset labels. More specifically, between the drift estimates produced by the
combination of (3.59) and (3.60), and the true drift computed as the first-difference of (4.2).
Fig. 6.11a shows the results with the XO, using parameters N = 256 and W = 512 in (3.60)
tuned automatically by PTP-DAL. Meanwhile, Fig. 6.11b shows the results with the OCXO,
using N = 2048 and W = 256. In both cases, the minimum operator is used for ξ in (3.60).
As expected, the drift estimation with the OCXO uses a larger observation window N , due
to its superior frequency stability (refer to the discussion in Section 3.5). More importantly, note
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(a) With the XO.

(b) With the OCXO.

Figure 6.11: Cumulative drift estimation error on the experiment without BG traffic over four hops.

that the cumulative error remains sufficiently low, i.e., mostly within ±40 ns in Fig. 6.11a (XO)
and within −10 ns to 30 ns in Fig. 6.11b (OCXO). Correspondingly, the drift compensation
procedure in (3.23) and (3.24) does not accumulate significant error.
Lastly, Fig. 6.12 shows the frequency offset evolution throughout the experiment. It includes the true frequency offset computed by using the time offset labels from (4.2) in (3.11),
the raw frequency offset estimate from (3.60), the LS estimates from (3.40), and the KF estimates from (3.56). Note that, as expected, the OCXO provides significantly superior frequency
stability. While the OCXO’s frequency offset stays mostly within ±1 ppb in this experiment
(Fig. 6.12b), the XO deviates more rapidly and by more than 20 ppb (Fig. 6.12a).
Both results in Fig. 6.12 correspond to experiments with stable room temperature, as confirmed by the measurements in Fig. 6.13 (from the sensors discussed in Section 4.2). Note that
the measurements differ significantly between the sensors due to their distinct characteristics
(e.g., accuracy and resolution). Nevertheless, they are used only as a reference to infer the temperature stability over the experiment. More importantly, note that, in both datasets (Fig. 6.13a
and Fig. 6.13b), the temperature deviates less than 1°C throughout the data acquisition.
In Fig. 6.12, it can be seen that the raw frequency offset estimates from (3.60) are significantly noisier than the other estimates. Nevertheless, these results should be interpreted with
care. Unlike the time offset, it is challenging to compute the true frequency offset. On the one
hand, (3.11) is just an approximation of the continuous-time frequency offset y(t) = dx(t)/dt,
which becomes more accurate by reducing the interval N . On the other hand, the time offset
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(a) With the XO.

(b) With the OCXO.

Figure 6.12: True and estimated frequency offsets on the experiment without BG traffic over four hops.

(a) XO experiment.

(b) OCXO experiment.

Figure 6.13: Temperature measurements on the experiment without BG traffic over four hops.

labels from (4.2) used on the numerator of (3.11) present some uncertainty, which can only be
alleviated by increasing the interval N . The two solutions are conflicting, and, hence, the final
choice for N in (3.11) provides a balance between them.
The implementation of PTP-DAL considers that the time offset labels from (4.2) are accurate within ±8 ns, as discussed in Section 4.5, such that the numerator of (3.11) includes an
error term within ±16 ns. To overcome this disturbance, PTP-DAL computes the true frequency
offset using an observation window of 32 secs (i.e., N = 4096 for T = 7.8125 ms), which reduces the uncertainty to the sub-ppb range. Nevertheless, the resulting “true” frequency offset
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Table 6.5: Static delay asymmetries over four hops with CBR BG traffic.
Operator

Average

Min

Max

Median

XO: Asymmetry (ns)

−301

−216

−751

−310

OCXO: Asymmetry (ns)

−925

−537

−962

−1187

values only hold if the actual physical frequency offset remains constant over 32 secs. Given
that this stability is not guaranteed, the final true frequency offset values are untrustworthy. As a
result, any comparison between estimates and the true frequency offset can be fallacious. Thus,
the results in Fig. 6.12 are only used for high-level inspection of the frequency stability.

6.3.2

PTP under CBR BG Traffic

Next, the goal is to evaluate the max|TE| performance under the in-line CBR BG traffic
introduced by the FH traffic. Unlike Section 6.3.1, this section avoids drawing a direct comparison between the experiments with the XO and the OCXO. It would be unfair to compare them
directly due to their significantly distinct delay distributions, shown in Fig. 6.3.
Fig. 6.14 shows the max|TE| results with the XO over four hops while omitting the
max|TE| (above 1200 ns) corresponding to the raw time offset measurements from (3.4). Similar to previous results, the static delay asymmetry is the predominant error component in
Fig. 6.14a (without bias correction). However, with BG traffic, the static asymmetry summarized in Table 6.5 includes the contribution from the queue-induced asymmetry [55], i.e., the
difference between the average queuing delays in each direction. Hence, the asymmetry observed here is more significant than those observed in the absence of BG traffic (in Table 6.4).
The max|TE| curves in Fig. 6.14a are all reasonably close to their corresponding static
asymmetries in Table 6.5 (their absolute values). That is, LS, KF, and sample-average approach
the average asymmetry, sample-maximum is near the maximum asymmetry, and so on. These
results imply that the estimators are effectively producing low-variance estimates. Thus, similar
to previous results, the estimator experiencing the lowest asymmetry performs best. According
to Table 6.5, the least asymmetric delay metric in this experiment is the minimum. Correspondingly, the sample-minimum approach achieves the best max|TE| performance in Fig. 6.14a.
In Fig. 6.14a, it is noteworthy also that the sample-mode produces more reasonable results
than in the absence of BG traffic (i.e., in the results from Section 6.3.1), although still with large
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Figure 6.14: max|TE| results with CBR BG traffic over four hops using the XO.

fluctuations. The reason is that the delay distributions (top right corner in Fig. 6.3) present
prominent peaks that are beneficial for sample-mode’s operation. Furthermore, note that there
is no significant advantage to using the model-based LS and KF approaches in this experiment.
The sample-minimum outperformed them because it experienced lower asymmetry.
Next, Fig. 6.14b shows the results with bias correction based on the values in Table 6.5.
Even with bias correction, the sample-minimum approach still yields one of the best results.

130
The rationale is that this estimator reduces the variance very well. The s-to-m delays shown
in Fig. 6.5b present a stable minimum over the acquisition. Hence, as long as the observation window lengths are long enough to capture the moments when the s-to-m collisions are
lower (which happens almost periodically as discussed in Section 6.2.2), the sample-minimum
filtering can clean up the variance successfully.
The sample-maximum algorithm also cleans the variance effectively. Nevertheless, it
experiences a noisy bias correction in this experiment. More specifically, note that the maximum
s-to-m delay is mostly stable in Fig. 6.5b, except around minute 15, where it suddenly increases
by roughly 350 ns such that the asymmetry changes by −175 ns. Hence, in reality, the maximum
asymmetry was around −576 ns most of the time, whereas PTP-DAL’s bias correction module
uses the global asymmetry from (4.8), given in Table 6.5. To confirm this discrepancy, note
how the sample-max curve approaches the sample-min performance shortly after minute 15 in
Fig. 6.14b. In a more advanced bias correction implementation, this problem could be avoided,
e.g., by detecting and ignoring delay outliers or adapting the bias correction over time.
In the end, note that the sample-minimum curve in Fig. 6.14b remains mostly around
40 ns with a peak of 80 ns. This accuracy is comparable to the one achieved without BG traffic,
as demonstrated in Fig. 6.7b, and also sufficient for most RAN requirements in Table 2.2. The
sample-maximum strategy also has the potential to achieve similar performance, provided that
the bias correction avoids outliers. Meanwhile, the results without bias correction in Fig. 6.14a
are worse, as expected, but still sufficient for various RAN use cases. Fig. 6.15 summarizes the
max|TE| results through violin plots, once again, showing the minimum, maximum, mean, and
the probability density of the max|TE| values observed every minute throughout 45 min.
Regarding window lengths, it is noteworthy that an observation window of 64 seconds
consistently covers the nearly periodic low values of s-to-m delays in Fig. 6.5b. This is confirmed in Fig. 6.16, which shows the global max|TE| of each algorithm for varying window
lengths. Note that, once the window length becomes 213 samples (i.e., 64 secs with T =
7.8125 ms), the sample-minimum performance improves significantly. Furthermore, as the
window increases to cover multiple periods of the delays, the performance improves further.
As in Section 6.3.1, the drift compensation procedure applied to the window-based algorithms is essential to enable long observation windows. For example, it leads to an optimal
window of 216 samples (512 seconds) for the sample-min strategy in Fig, 6.16b. Other algorithms like sample-average and median also perform best with this window length.
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Figure 6.15: max|TE| violin plots with CBR BG traffic over four hops using the XO.

For reference, Fig. 6.17a shows the cumulative error between the drift estimates and the
true drift, while Fig. 6.17b shows the corresponding error in the experiment with CBR BG traffic
using the OCXO, explained momentarily. In both cases, (3.60) is computed using the maximum
operator for ξ, motivated by the fact that maximally-delayed m-to-s packets are more likely than
minimally-delayed in these experiments, as revealed by Fig. 6.4a and Fig. 6.5a. Also, in this
case, PTP-DAL’s parameter optimizer sets N = 256 and W = 512 in (3.60) for the XO, while
using N = 4096 and W = 512 for the OCXO.
In Fig. 6.17, note that the cumulative drift error stays within −60 ns to 30 ns with the XO
and between −25 ns and 35 ns with the OCXO. Both results are worse than the ones achieved
without BG traffic in Fig. 6.11, as expected. Nevertheless, these cumulative errors are still
within reasonable limits, which do not significantly disturb the drift compensation in (3.24).
The worst degradation in Fig. 6.17a occurs around minute 40 within the 60 min acquisition,2
which corresponds to minute 25 in Fig. 6.14, where some metrics (especially the median and
the mode) degrade significantly. However, it must be noted that the instantaneous performance
achieved by the packet selection and filtering algorithms (sample-min, max, mode, average, and
median) in Fig. 6.14 is not merely determined by the drift compensation performance. Instead,
it is also heavily influenced by the instantaneous delay statics within each observation window.
Next, Fig. 6.18 shows the frequency offset throughout both experiments with CBR BG
traffic (with the XO and the OCXO), subject to the measurement imperfections discussed in
2

The drift estimation plot does not exclude the 15 min transient described at the beginning of Section 6.3.
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Figure 6.16: max|TE| performance for varying observation window lengths under CBR BG traffic with
four network hops using the XO.

Section 6.3.1. As in the previous experiments, the true frequency offset stays within ±1 ppb
with the OCXO while deviating more significantly with the XO. Besides, once again, the temperature deviates less than 1°C within the experiment, as demonstrated by Fig. 6.19.
Moving on, Fig. 6.20 focuses on the max|TE| performance in the experiment with the
OCXO over four hops. For the sake of clarity, it omits the raw time offset measurements
(around 1200 ns) in Fig. 6.20b. Moreover, Fig. 6.21 presents the corresponding violin plots for
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(a) With the XO.

(b) With the OCXO.

Figure 6.17: Cumulative drift estimation error on the experiment with CBR BG traffic over four hops.

(a) With the XO.

(b) With the OCXO.

Figure 6.18: True and estimated frequency offsets under CBR BG traffic over four hops.

an alternative view of the results, including their densities, minimum, maximum, and mean.
As before, the results without bias correction depend more on the delay asymmetry than
on the estimation variance. In this specific experiment, the s-to-m delays (bottom right corner
in Fig. 6.3) experience peak collisions close to the expected worst-case delays in Table 6.3.
Correspondingly, the static asymmetries in Table 6.5 are higher than in previous experiments
due to the more significant queue-induced asymmetry.
Among the asymmetries in Table 6.5 concerning the experiment with the OCXO, the
minimum metric is again the least asymmetric. Correspondingly, the sample-minimum filtering
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(a) XO experiment.

(b) OCXO experiment.

Figure 6.19: Temperature measurements on the experiment with CBR BG traffic over four hops.

achieves the best max|TE| performance in Fig. 6.20a (without bias correction). Furthermore,
some max|TE| curves in Fig. 6.20 are more stable around a fixed value than in Fig 6.14. For
example, the sample-maximum curve is nearly constant both with and without bias correction.
The reason stems from the stability of the delays in this acquisition, shown in Fig. 6.4b.
Under the consistent delays in Fig. 6.4b with frequent minimum and maximum values,
both the sample-minimum and sample-maximum strategies produce very low-variance estimates. Hence, the max|TE| is again primarily determined by the biases. Furthermore, because
the contention-free m-to-s delays (shown in Fig. 6.4a) are also very stable, the drift estimations using (3.59) and (3.60) perform well, as shown in Fig. 6.17b. Consequently, the driftcompensation step in (3.24) allows large observation windows for packet filtering.
With all these effects combined, the algorithms achieve excellent max|TE| with bias correction in Fig. 6.20b (or Fig. 6.21b). In particular, the sample-maximum strategy remains consistently below a remarkably low max|TE| of 20 ns, and the sample-minimum performs similarly with slightly worse peak max|TE|. This performance is roughly 60 times better than the
max|TE| derived from the bias-corrected version of the raw time offset measurements from
(3.4), which, although omitted in the figure, lies around 1200 ns. Moreover, these accuracy levels are also very close to those achieved without BG traffic (shown in Fig. 6.8b) and, likewise,
sufficient for most requirements in Table 2.2.
Meanwhile, note there is no significant advantage in using the model-based LS and KF
strategies in the results of Fig. 6.20 (or Fig. 6.21). In this particular case, KF does approach the
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Figure 6.20: max|TE| results with CBR BG traffic over four hops using the OCXO.

best performance marks, but not consistently throughout the experiment. The intuition is that
the LS and KF approaches provide less effective mechanisms to overcome the PDV.
Lastly, Fig. 6.22 shows the global max|TE| for varying window lengths in the scenario
of Fig. 6.20b, i.e., with bias correction. Like Fig. 6.16, this plot reveals that a window length
of at least 213 samples (or 64 seconds) is necessary to cover the full excursion of the nearly
periodic s-to-m delays. This 64-second window was optimal for sample-maximum, whereas
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Figure 6.21: max|TE| violin plots with CBR BG traffic over four hops using the OCXO.
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Figure 6.22: max|TE| performance for varying window lengths under CBR BG traffic, with four network
hops, using the OCXO, and with bias correction.

the sample-minimum, sample-median, and sample-average estimators performed best with the
longest evaluated window of 512 seconds. Besides, note that, unlike in the results without BG
traffic (Fig. 6.10) and the results of [49], the LS performance is not a predictable convex-shaped
curve as a function of the window length. The PDV alters this behavior in a way that is hard to
anticipate. The same holds in Fig. 6.16 in the experiment with the XO.
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6.3.3

PTP under VBR BG Cross-traffic

This section analyzes the performance with the VBR BG cross-traffic described in Section 6.1.4. For brevity, it restricts the analysis to a single acquisition using the OCXO and with
bias correction, whose delay distribution was discussed in Section 6.2.3.
As mentioned in Section 6.2.3, the vast majority of the PTP delays are concentrated at low
values in this experiment due to the light BG load. Hence, similar to the scenarios discussed in
[43], one can expect that the sample-minimum filtering succeeds in this scenario. Based on this
expectation, the minimum operator was used in (3.60) to obtain the time offset drift estimates.
Fig. 6.23 shows the max|TE| performance in this scenario, including bias correction. Like
previous results, this figure omits the curves that perform poorly for better scaling. More specifically, it excludes the sample-maximum curve, whose max|TE| reaches up to nearly 5 µs due to
the sporadic delay peaks shown in Fig. 6.6. It also omits the sample-mode, peaking at nearly
375 ns, and the raw measurements from (3.4), which peaks at 15 µs due to the strong PDV.
Note that the sample-minimum and sample-median strategies present excellent performances in Fig. 6.23, both consistently under a max|TE| of 20 ns. These results are within the
same range as those obtained in the absence of BG traffic (in Fig 6.8b), which indicates the
algorithms are effectively clearing the PDV. Likewise, the achieved performance satisfies most
requirements from Table 2.2. To put in perspective, a max|TE| of 20 ns obtained end-to-end on
a PTP-unaware network is within the range of the cTE allocated for a single Class B node (a
BC or TC) in a PTP-aware timing network, as discussed in Section 2.5.
The sample-average curve in Fig. 6.23 follows the sample-min and sample-max performances closely because most delay realizations consist of low values, as indicated by the CDF
in Fig. 6.6. For the same reason, the LS and KF strategies perform reasonably well, although
slightly worse than the other algorithms. Once again, the rationale is that the model-based filtering approach of LS and KF focuses on the time offset evolution due to oscillator properties.
However, it is less effective in overcoming the PDV.
As in previous experiments, the results in Fig. 6.23 rely on optimized parameters, one
of them being the observation window. Fig 6.24 shows how the max|TE| varies as a function
of the observation window length. Note that most algorithms favor relatively long observation
windows. More specifically, all algorithms performed better with windows between 214 and 216
samples, i.e., between 128 and 512 seconds.
For completeness, Fig. 6.25 shows the frequency offset (labels and estimates), the cumu-
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Figure 6.23: max|TE| results with VBR BG traffic over four hops using the OCXO.
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Figure 6.24: max|TE| performance for varying window lengths under VBR BG traffic, with four network
hops, using the OCXO, and with bias correction.

lative drift estimation error, and the temperature in this experiment. Like the previous experiments, this experiment also runs over stable temperature, which deviates less than 1°C throughout the acquisition. Correspondingly, the OCXO’s frequency offset remains mostly within
±1 ppb. Besides, the drift estimations present a similar cumulative error range as Fig. 6.11b
(without BG traffic), i.e., within nearly 40 ns.
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(a) Frequency offset.

(b) Cumulative drift estimation error.

(c) Temperature.

Figure 6.25: Frequency offset, cumulative drift estimation error, and temperature in the experiment with
VBR cross-traffic using the OCXO over four hops.

6.3.4

Temperature Effects

The previous sections demonstrated results under temperature fluctuations within ±1°C.
For comparison, this section briefly presents results acquired under more significant temperature
variations. For brevity, this section considers results with bias correction only, with and without
CBR BG traffic, with the XO and OCXO options, over four hops.
Fig. 6.26 shows the temperature measurements in each experiment. In this case, the temperature stability differs from previous results primarily due to air conditioning, which causes
the observed nearly periodic temperature cycles. In contrast, the previous experiments (with
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(a) No BG traffic, using the XO.

(b) No BG traffic, using the OCXO.

(c) CBR BG traffic, using the XO.

(d) CBR BG traffic, using the OCXO.

Figure 6.26: Temperature measured on the experiments with more significant temperature fluctuations.

stable temperature) were conducted without air conditioning over stable hour-long conditions
(i.e., without sudden weather changes). Note that the temperature fluctuations in Fig. 6.26 are
not controlled and vary among the datasets. Nevertheless, the essential common aspect between
these measurements is that they exceed the ±1°C range according to at least one sensor. Hence,
it is considered that they reflect the variable temperature conditions according to the classification adopted on ITU-T recommendations such as G.8273.2 [153], as opposed to constant
temperature conditions (within ±1°C).
Fig. 6.27 shows the max|TE| performances on each experiment. Note that the results
without BG traffic (Fig. 6.27a and 6.27b) are similar to those observed with stable temperature
conditions (in Fig. 6.9c and 6.9d). The model-based LS and KF approaches achieve the best
performances, while the other algorithms follow closely. The max|TE| achieved with LS and
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Figure 6.27: max|TE| performance on the experiments with variable temperature.

KF remains below 30 ns with the XO and below 20 ns with the OCXO. Meanwhile, the samplemax, min, average, and median approaches lead to max|TE| values below 60 ns with the XO
and below 30 ns with the OCXO. Although this range is slightly worse than in the experiments
with constant temperature conditions, the difference is on the order of 10 to 20 ns.
The results with in-line CBR BG traffic (i.e., the testbed’s FH traffic) also achieve similar
accuracy levels compared to those under stable temperature conditions in Fig. 6.15b (XO) and
Fig. 6.21b (OCXO). However, due to the lack of repeatability on the s-to-m delay patterns with
CBR traffic, as discussed in Section 6.2.2, these results should be interpreted with caution.
In Fig. 6.27c (with the XO), both the sample-min and sample-max strategies achieve
max|TE| values below 100 ns, with averages in the vicinity of 41 and 35 ns, respectively. Meanwhile, in Fig. 6.27d (with the OCXO), the sample-max strategy presents an average max|TE|
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(a) With the XO.

(b) With the OCXO.

Figure 6.28: True and estimated frequency offsets under CBR BG traffic and variable temperature.

around 15 ns, while the sample-min stays near 25 ns on average, both of which are excellent
performances for most RAN use cases.
In the particular case of Fig. 6.27d, the difference relative to the results with stable temperature (in Fig. 6.21b) is insignificant. On the contrary, the performance in Fig. 6.27c is even
better than in Fig. 6.21b. However, this outcome derives mainly from the specific delay distribution in this experiment, which is subject to weaker contention-induced peaks in the s-to-m
direction than the experiment corresponding to Fig. 6.21b.
More generally, the OCXO is expected to vary significantly less than the XO with temperature fluctuations. For example, in the experiment corresponding to Fig. 6.27d, the OCXO
stays mostly within ±1 ppb of its average frequency offset despite the temperature variations,
as shown in Fig. 6.28b. In contrast, in the experiment corresponding to Fig. 6.27c, the XO deviates more rapidly in frequency, as shown in Fig. 6.28a. Consequently, there are more significant
differences between Fig. 6.27c (variable temperature) and Fig. 6.15b (stable temperature).
The most significant difference refers to the LS and KF performances. The results presented thus far indicate that these methods are less effective in overcoming the PDV. They
attempt to concurrently track the true time offset (using their underlying models) and filter the
noisy measurements. However, it is often challenging to find an optimal balance between the
two objectives. With LS, this balance depends on the observation window. A shorter window
favors faster adaptations to frequency changes, while a longer window favors the PDV filtering.
In Fig. 6.27c, PTP-DAL found the optimal window for LS as 128 seconds (N = 16384),
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the same length seen in Fig. 6.16b, which is relatively long when considering the fast frequency
fluctuations in Fig. 6.28a. In contrast, under similar environmental conditions, the LS window
of Fig. 6.26a (without BG traffic) was tuned to 16 seconds (N = 2048). Ultimately, the optimal
window length used for LS in Fig. 6.27c still yields the worst results among the estimators.
In contrast, the algorithms that are not based on a time offset model (sample-min, max, average, median, and mode) showed little degradation under variable temperature conditions. The
packet selection variants (sample-min and max), in particular, tend to capture the instantaneous
time offset conditions, regardless of how the time offset evolves, given that these strategies
select specific pairs of packets (i.e., observations) in each window. Accordingly, Fig. 6.27 indicates that these methods are reasonably robust to frequency variations. Nevertheless, due to
the drift compensation step in (3.24), they are still prone to temperature-induced degradation.
In this particular experiment, however, the degradation was negligible.

6.4

Radio Frame Synchronization Experiments
This section evaluates the RFS mechanism detailed in Chapter 5 using the parameters

summarized in Table 6.6 and the common experimental parameters from Table 6.1. The evaluation considers J = 2 RRUs with 2 AxCs each, such that the BBU serves na = 4 AxCs.
Furthermore, it adopts a one-second trigger interval (i.e., Tr = 1 sec) so that, based on (5.1),
and considering fs = 7.68 Msamples/sec, a radio data block consists of nb = 30720000 samples. Each RRU, in turn, receives a sub-block of 15360000 samples per interval Tr .
As discussed in Section 5.3.1, the RFS controller can operate based on both the PTP and
PPS-synchronized RTCs. The evaluation that follows explores both options. Meanwhile, for
brevity, regardless of the adopted RTC, the ensuing experiments focus on the XO scenario only.
That is, the XO drives the PTP and PPS RTCs in the experiments.
For each RTC, a unique synchronization error margin  is assigned in the time advance
computation of (5.3). When using the PTP RTC, the experiments consider a synchronization
error of ±1.5 µs. This range covers the performance delivered by the real-time PTP synchronization of the testbed, which is not the same as the performance demonstrated in Section 6.3,
achieved offline on PTP-DAL. The real-time synchronization runs directly on the FPGAs using
less sophisticated (and less effective) processing strategies, as discussed in Section 4.4.2.
Meanwhile, when using the PPS RTC, the adopted margin is of  = 20 ns. As mentioned
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Table 6.6: Summary of parameters adopted on RFS experiments.
Parameter

Value

J

2

na

4

Tr

1 sec

nb

30720000 samples



1500 ns

PTP RTC

20 ns

PPS RTC

Oscillator
Time source for UL delay measurements

XO
PPS RTC

γ

20 ns

in Section 4.4.3.2, the PPS synchronization accuracy with the XO is around ±8 ns most of the
time. Nevertheless, here, it is conservatively assumed to be within ±20 ns on RFS experiments,
given that this range provides enough margin for error outliers.
The BBU computes the time advance using (5.13) in real-time based on UL FH packet
delay measurements.3 As a reference, it can be considered that the maximum E2E delay observed by RRU 1 (see the topology in Fig. 5.6) is near 30 µs. Then, with the sync margin of
1.5 µs used when running RFS based on the PTP RTC, and considering νf h = 1.888 µs and
νipg = 96 ns (see Table 6.1), the computation of (5.2) leads to a time advance of nearly 33.5 µs.
Nevertheless, because the RRUs are arranged in descending order of E2E delays in the adopted
topology (i.e., RRU 1 is on the longest path), then (5.3) is applicable and requires a time advance of 31.5 µs for RRU 1, which becomes the global maximum in (5.4). Besides, when the
RFS controller operates based on the PPS RTC, with a sync margin of  = 20 ns, the required
time advance reduces accordingly by 1.48 µs.
Moreover, in all experiments, the FH packet delays are measured using timestamps taken
from the PPS RTC, regardless of the time source used by the RFS controller. That is, the UL
FH packets carry their departure timestamps taken from the RRU’s PPS RTC, while the BBU
timestamps the packet arrival using its own RTC (the reference time). Ultimately, the difference between the two timestamps in (5.6) accurately represents the real UL E2E delay, given
3

To avoid confusion, note this section focuses on FH packet delays instead of PTP delays. It also uses E2E

delays measured above the EMAC layer, which include hardware latencies on departure and arrival.
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that the PPS RTC is highly accurate. The goal with this choice is to focus on the RFS performance instead of the delay measurement. In the end, the BBU considers a delay measurement
uncertainty of γ = 20 ns when computing the time advance in (5.11).
Lastly, to define buffer depths, it is assumed that each hop adds roughly 4 µs of delay.
Hence, any FH packet that does not experience queuing delay can traverse the shortest path of
two hops (from BBU to RRU 2 in Fig. 5.6) in roughly 8 µs. Thus, considering α = 31.5 in
(5.5), it can be estimated that a buffer depth of L = 180 samples suffices for each AxC.

6.4.1

System Validation

To validate the implementation, Fig. 6.29 shows an acquisition from the logic analyzer
(i.e., the oscilloscope shown in Fig. 4.3) with BBU and RRU signals taken when the BBU
initializes the DL FH traffic. The signal at the top is the time-advanced BBU trigger, which is
advanced by slightly more than 30 µs (each horizontal division has 10 µs) relative to the RRU’s
trigger.4 After this trigger, the BBU starts the DL transmissions indicated by the signals labeled
as BBU FH Tx. Finally, signal RRU FH Rx shows when the FH frames arrive on the RRU.
Note that the first DL FH frame arrives before the RRU’s trigger. This result validates the
desired time advance functionality, given that the time advance is meant to guarantee the timely
delivery of DL FH data to the RRUs. Moreover, from signal BBU FH Tx LAST, which marks
the end of every frame departing from the BBU’s FH transmission logic, one can observe the
serving rounds with two frames roughly every 4.16 µs. That is, this signal highlights the fixed
FH packet inter-departure interval discussed in Section 6.1.3 (also illustrated in Fig. 4.11).
Next, Fig. 6.30 contrasts the cross-correlation peak index measured by the SDR application throughout 30 min experiments when running the RFS controller based on both the PTP
and PPS RTCs. As discussed in Section 5.4, this metric determines the relative timing error
between the RF transmissions carried out by the two RRUs, which is interchangeably referred
to as the TAE. Note that, with the PPS RTC, the peak index stays within ±2 sample periods, as
visible in the histogram of Fig. 6.30b, which translates into a timing alignment within ±260.4 ns
when considering the sample period of Ts ≈ 130.208. In contrast, with the PTP RTC, the timing
alignment fluctuates more significantly and randomly. This specific realization varies roughly
from −11 to +1 sample periods, which is equivalent to a range of 1.56 µs.
4

At this point, the time advance was already tuned based on UL delay measurements. The signals labeled as

“RRU FH Tx” indicate the activity of the UL traffic.
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Figure 6.29: Logic analysis of RFS hardware signals, on 10 µs/div scale.
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Figure 6.30: Timing alignment indicated by the cross-correlation peak indexes observed over 30 min
with the RFS controller reading time from the PPS and PTP RTCs.

At first, the PPS RTC results seem to fail to meet the expectations. The PPS synchronization accuracy is conservatively assumed to be within ±20 ns. Hence, given that the crosscorrelation measures the timing alignment with a resolution corresponding to the sample period
of 130.2 ns, one would expect the peak index to remain consistently near zero. Meanwhile,
there are cross-correlation peak occurrences within ±2 in Fig. 6.30.
Nevertheless, this unsatisfactory performance does not come from the PPS synchronization. Instead, it derives from limitations of the hardware design provided in this version of the
RRU prototype. The main limitation is that, even when running the RFS controller based on the
PPS RTC, the DAC clock used to consume samples from the CDC FIFO (see Fig. 5.5) is still
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governed by the PTP RTC. Ultimately, given that the PTP RTC has worse syntonization performance, the rate at which samples are consumed from the CDC FIFO can disturb the alignment.
More specifically, it can create problems like the trigger fluctuations discussed in Section 5.3.2.
One way to solve the problem would be to reset the CDC buffers entirely on every trigger.
By doing so, on every trigger, the samples of the new radio data block would find these FIFOs
empty and go immediately on air. However, this approach poses another problem. On dualclock FIFOs (like the CDC FIFOs), there is usually some time to propagate the reset into the
two clock domains [155]. As a result, this solution leaves the CDC buffers empty for one (or a
few) clock cycles while starving the DAC, which is a highly undesirable side-effect.
In the end, the limited performance achieved with the PPS RTC in Fig. 6.30 is considered
acceptable for the investigations that follow. For example, it satisfies the TDD TAE requirements in Table. 2.2. Besides, it demonstrates an important practical aspect: although the RTC
synchronization accuracy is determinant for the performance achieved at the application level,
it is not the only error source. Other imperfections within the end application may also contribute to the overall timing error, which is why, for example, the budget discussed in Section 2.5
assigns some margin for those.
Moreover, the wider timing fluctuations with the PTP RTC in Fig. 6.30 are also within an
acceptable range. This performance level is expected when using the limited real-time synchronization capabilities of the prototype and considering that PTP is sharing the network with the
CBR FH traffic in this case. Besides, this experiment relies on the XO, and, unlike PTP-DAL,
the implementation used for synchronization in real-time does not support bias correction.
Next, Fig. 6.31 investigates whether the RF alignment follows the RTCs, which is an
objective of the implementation. To do so, it presents two metrics: the TAE between the RF
transmissions (in this case, governed by the PTP RTC) and the relative time offset between the
PTP RTCs of the two RRUs. The time offset refers to the time held at the RTC, measured by
the TIC based on synchronized 8 kHz reference signals produced in hardware (see Section 5.4).
In contrast, the TAE is measured at the RF interface by using the SDR infrastructure.
The two measurements in Fig. 6.31 match significantly well, confirming that the RTCs
are governing the RF transmission timing. This result indicates that the RRUs are successfully
re-synchronizing on every trigger. Furthermore, it suggests that there is no accumulation of
error, such as delayed IQ samples held in the two-stage buffering scheme of Fig. 5.5. As such,
it completes the validation of the prototype implementation.
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Figure 6.31: Relative error between the RRUs in terms of RF transmission timing (measured by the
SDR) and clock offset (measured by the TIC) when using the PTP RTC as time source for RFS.

6.4.2

Latency and Buffering due to Time Advance

Next, the goal is to analyze the buffering and the associated latency that the time advance
mechanism leads to on RRUs. In this context, the dual-buffer scheme shown in Fig. 5.5 plays a
critical role. Hence, its expected operation is summarized next.
As explained in Section 5.3.1, the RFS controller regulates the flow of IQ samples between the two buffer stages in Fig. 5.5. Any baseband sample allowed to reach the CDC buffer
becomes available for RF transmission and can no longer be discarded. Meanwhile, the samples
held at the first-stage buffer remain there as long as possible to support the dropping mechanism.
Once samples are deemed delayed, the RFS controller pops them quickly from the first-stage
FIFO and diverts them from the CDC stage (i.e., discards them), as discussed in Section 5.3.2.
Thus, in normal conditions, the implementation focuses on maintaining the occupancy
of first-stage buffers continuously non-zero while maintaining the CDC buffer occupancy as
low as possible. When controlling the CDC FIFO occupancy in the adopted design, the lowest
achievable upper limit using the IP in [155] is of 3 samples. Hence, in normal conditions, the
observed CDC buffer occupancy oscillates between 1 and 3. Meanwhile, the first-stage buffers
always maintain a significant occupancy as long as the time advance adopted by the BBU is
appropriate. In other words, the first-stage buffers should always hold the next batch of samples
to go on air with some margin for clock and FH delay variations.
Nevertheless, the occupancy expected for the first-stage buffers is not too much nor too
little. It must be enough to accommodate the PDV, but not too much to prevent excessive
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Figure 6.32: Histogram of first-stage buffer occupancy snapshots taken under varying time sources and
sync margins on both RRUs.

latency. When the radio samples experience less buffering on their way to the final destination
(the RF transmission), they correspondingly experience lower latency.
That said, Fig. 6.32 shows histograms concerning the first-stage FIFO occupancy observed periodically (every second) throughout 30 min experiments. In particular, it shows three
different scenarios of time source and sync margin . The first scenario (at the top) uses the PTP
RTC and the corresponding sync margin of  = 1500 ns. The second (middle) plot uses the PPS
RTC and  = 20 ns. Lastly, the bottom plot is an exception case, discussed next.
In all scenarios, the frames sent to RRU 1 experience less buffering than the frames sent
to RRU 2. This result is expected in the adopted topology (see Fig. 5.6) because RRU 1 (located
after four hops) receives FH packets later than RRU 2 and closer to when the encapsulated IQ
samples are expected to be transmitted on air.
In the first (top) plot, note the average first-stage buffer occupancy observed on RRU 1
is of 72 samples, whereas in the second (middle) plot, using the PPS RTC, it is of 65 samples.
This reduced occupancy comes from using a shorter sync margin  with the PPS RTC and, correspondingly, a tighter time advance. More importantly, it confirms that a better synchronization
accuracy alleviates the latency incurred with the RFS mechanism.
In all cases of Fig. 6.32, the occupancy is below the computed buffer depth of L = 180,

150

Cross-correlation Peak Index

RRU1
RRU2
Underflow (cycles)

30000

20000

10000

0

−5
−10
−15

0
0

5

10

15
20
Time (min)

25

30

0

5

10

15
20
Time (min)

25

30

(a) Cumulative sum of first-stage buffer under-

(b) RF timing alignment observed between the

flows.

two RRUs.

Figure 6.33: RFS performance on a 30 min experiment with a sync margin of  = −3.0 µs such that the
time advance becomes insufficient.

as desired. Also, in the first two plots (from top to bottom), both RRUs show occupancy levels
consistently above 32 samples. This result indicates that the FIFOs always hold the content of
at least one full FH frame (recall from Section 6.1.3 that each frame carries 32 samples to each
AxC). In this experiment, this amount of buffering is necessary to accommodate the PDV.
Meanwhile, the bottom plot in Fig. 6.32 represents a scenario where the BBU adopts an
insufficient time advance. This choice is expressed in terms of the sync margin , which is a
configurable parameter in the computation of (5.11). More specifically, the experiment adopts
a negative margin of −3.0 µs to make the time advance abnormally short.
Note that the occupancy levels in the bottom plot of Fig. 6.32 are substantially lower and
that RRU 1 even experiences levels below 32. At first, this seems to be a positive result in terms
of latency. However, this was not a safe choice for performance. Fig. 6.33a shows the cumulative sum of clock cycles over which the first-stage FIFOs remained empty (i.e., the underflows)
throughout the experiment. Note that RRU 1 is continuously experiencing underflows due to
being on the critical path, namely the path with the highest E2E delay. This result is unacceptable and indicates that the adopted time advance is too short. As a result, despite relying on the
PPS RTC, the RF transmissions frequently suffer timing alignment failures, as confirmed by the
cross-correlation peak indexes in Fig. 6.33b.
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6.4.3

Impact from Trigger Fluctuations

Next, the goal is to evaluate the effects resulting from fluctuations in the interval between
consecutive triggers. As discussed in Section 5.3.2, this issue arises predominantly due to
clock corrections. Hence, the following evaluation focuses on the PTP RTC, which experiences
noisier adjustments. Moreover, it contrasts two clock disciplining algorithms. One of them
executes abrupt time adjustments, whereas the other applies smoother corrections.
The specific algorithm adopted for real-time PTP synchronization on the FPGAs is based
on LS, as discussed in Section 4.4.2. In the given evaluation, the scheme implementing coarse
adjustments relies on non-overlapping LS observation windows of size N = 512 (i.e., 4 seconds
with T = 7.8125 ms). Hence, it applies one abrupt time offset correction every 4 seconds. In
contrast, the smooth disciplining algorithm executes a finer correction every PTP exchange.
The interval Tr between triggers is always expected to oscillate to some extent. The problem arises when it fluctuates by more than ±Ts , i.e., the range corresponding to the baseband
sampling period. In this case, when the inter-trigger interval is too short, some IQ samples may
get delayed on transmissions. On the other extreme, when the interval between consecutive
triggers is too large, there can be a brief gap in transmissions.
The proposed RFS implementation is prepared to deal with short trigger intervals, specifically by dropping delayed IQ samples. This procedure is evaluated in Fig. 6.34a, which shows
the cumulative sum of IQ samples dropped by the RFS controller throughout the 30 min experiment. Note that, as expected, the RFS controller continuously drops samples when the PTP
RTC experiences coarse corrections, whereas, with smooth corrections, the drop count remains
zero. Fig. 6.34b confirms that the coarse adjustments exceed the safe limits of ±Ts (in this case,
±130.2 ns), while the smoother corrections are continuously within ±100 ns.
Next, Fig. 6.34c shows the relative timing alignment error (i.e., the TAE) between the RF
transmissions carried out by the RRUs during the same experiment, according to measurements
based on the SDR application. Additionally, it shows the relative time offset between the PTP
RTCs of the RRUs, as measured by the TIC. Note that the RF alignment follows the relative
RTC offset even under the coarse clock disciplining algorithm. This result confirms that the
sample dropping mechanism ensures successful RF timing re-alignments on every trigger. In
other words, even though some samples are occasionally getting delayed, the implementation
preserves the timing alignment on the RF interface.
Lastly, Fig. 6.34d investigates the effects from the opposite type of trigger fluctuation,
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Figure 6.34: RFS performance achieved with distinct PTP synchronization algorithms: with coarse
corrections exceeding ±Ts and smooth corrections.

i.e., when the trigger intervals become significantly larger than the nominal interval Tr (by
more than Ts ). In this case, the problem is that the CDC buffer underflows and starves the DAC.
Ultimately, this event results in a brief gap in the RF transmissions.
Fig. 6.34d shows the number of clock cycles over which the CDC buffers remained empty
per observed second of the experiment. In other words, it indicates the presence and duration
of underflows on the CDC buffers. As expected, the underflows continuously occur under the
coarse clock disciplining algorithm. Nevertheless, Fig. 6.34c shows that these do not compromise the match between the RF alignment and the relative time offset between the RTCs.
For example, around minute 27 of the experiment, Fig. 6.34b shows that the coarse algo-
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rithm applied a correction of roughly −800 ns to RRU 1’s PTP RTC. At this point, the RRU
took 800 ns longer to measure the passage of the trigger interval Tr . Correspondingly, Fig. 6.34d
shows that RRU 1’s CDC buffer experienced an underflow lasting nearly 80 cycles at this point,
which translates into 800 ns given that this part of the hardware runs at a clock rate of 100 MHz.
Meanwhile, Fig. 6.34c shows that this underflow preserved the match between the RF timing
and the relative RTC offset around this moment rather than compromising it.
In other words, in this implementation, an occasional gap in transmissions due to CDC
buffer underflows is typically acceptable when it arises due to trigger fluctuations. It is an
artifact to ensure the RF timing re-alignment on a trigger event, similar to how the sample
dropping mechanism guarantees the re-alignment after short inter-trigger intervals. In contrast,
underflows caused by insufficient time advance tend to last more extended periods and affect
both buffer stages, i.e., first-stage and CDC buffers. Those tend to more strongly degrade the
timing alignment performance, such as demonstrated in Fig. 6.33b.
Nevertheless, the above conclusions consider the timing performance only. As discussed
in Section 5.2.2, the adopted trigger interval aligns with the boundaries between radio frames.
Consequently, if there are occasional gaps in RF transmissions due to trigger fluctuations or
dropping of delayed samples, those will occur around the transition between radio frames. This
strategy is expected to minimize the radio degradation, but its actual impact is still subject to
future investigations. In any case, this experiment demonstrates the importance of smooth clock
corrections to avoid the problem entirely in this implementation and any similar RFS scheme
based on coordinated triggering.

Chapter 7
Conclusions and Future Work
This work investigated PTP-based synchronization over timing-unaware (or PTS) networks, focusing particularly on the case of packet-based FH networks. The main objective
was to compare the performances of various processing algorithms under the challenging environment imposed by PTP-unaware networks. Unlike most of the related literature, this work
pursued a comparison based on real hardware and network conditions, with significant testbed
design effort to enable fair and reproducible evaluations.
In its experimental setup, this thesis concentrated on the case of well-controlled networks
involving a few hops only (up to four in the experiments), given that this scenario is commonly
assumed for PTS networks. In this context, it demonstrated, for example, that despite the intense
PDV experienced by PTP packets under heavy BG traffic load, some algorithms can still achieve
a time accuracy comparable to that of high-performance PTP-aware (or FTS) networks. For
instance, the more outstanding experiments demonstrated an accuracy better than 20 ns over a
four-hop network shared by PTP and FH traffic. While this performance level is attractive for
FH deployments in general, it is especially compelling to those benefiting from legacy PTPunaware Ethernet infrastructure, such as in various scenarios of brownfield deployments.
Lastly, this work covered some practical aspects regarding the usage of synchronization
within the distributed radios composing the FH network. The specific focus was on the problem
of coordinated RF transmissions, for which this work proposed a solution based on distributed
time-triggered events. The solution was implemented on the FPGA-based prototypes, and,
ultimately, it was explored to provide insights for implementations in general.
This chapter summarizes the key results achieved in this work and suggests various topics
for future research.
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7.1

Conclusions
There are two main challenges to establishing and maintaining accurate clock synchro-

nization through PTP. The first refers to the continuous accumulation of time offset between
two clocks, i.e., the time-varying nature of the time offset. The second refers to PTP’s inability
to measure the time offset perfectly, i.e., the measurement noise. In timing-unaware networks,
the measurement noise typically prevails. Furthermore, it results predominantly from the PDV
and the delay asymmetry experienced by PTP packets. Hence, these factors impose the biggest
hurdles to accurate clock synchronization.
Chapter 3 presented two main classes of algorithms to combat the PDV. The first was
the window-based packet selection and filtering strategy, comprising the so-called sampleminimum, sample-maximum, sample-average, sample-mode, and sample-median schemes. It
was argued that these strategies focus directly on eliminating the PDV while neglecting the oscillator’s physical behavior. Meanwhile, the second class of algorithms was the model-based
processing strategy, particularly the LS and KF approaches, which filter the noisy PTP measurements while also considering the clock model.
In the experiments presented in Chapter 6, this work compared the given algorithms under
varying BG traffic sources, oscillator options, and temperature conditions. In all experiments
involving significant PDV due to BG traffic, there was no significant advantage to using the
LS and KF estimators. Instead, the window-based selection and filtering strategies were significantly more effective in overcoming the PDV noise, especially the packet selection variants
(sample-minimum and sample-maximum). In contrast, on the experiments without BG traffic,
the LS and KF estimators were slightly superior.
The rationale is that the LS and KF strategies attempt to balance the measurement and process noises. With LS, the balance depends on the observation window length, whereas, with KF,
it depends on the Kalman gain. However, the experiments indicate that, even with the optimal
balance (optimized by PTP-DAL to produce the lowest max|TE|), the LS and KF techniques
tend to yield more limited results under intense PDV. In contrast, in the experiments without
BG traffic, these algorithms do not assign too much weight to the PDV filtering objective, in
which case they can benefit more significantly from considering the time offset model.
An interesting observation in these experiments refers to the importance of the observation
window length adopted for the window-based algorithms. In various experiments, especially
those including BG traffic, it was shown that the best performing windows were in the order
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of minutes. The reason stems from the chances of obtaining consistent delay metrics. For example, the packet selection algorithms (i.e., sample-minimum and sample-maximum) perform
better when the minimum or maximum one-way delays are nearly the same over the observation windows, which becomes more likely with longer windows. In the experiments, it was
interesting to note that the windows were sometimes as large as the longest evaluated window
of 65536 samples (comprising 512 seconds).
In this work’s evaluation, it was shown that the particular phenomenon favoring large
observation windows in the case of CBR BG traffic was the nearly periodic pattern associated
with the s-to-m PTP delays. This pattern originates specifically due to how the adopted hardware generates FH packets and how it influences the contention experienced in the UL direction.
Nevertheless, the results with cross-traffic (using another packet generation mechanism) also favored long windows in the order of minutes, despite lacking any periodic behavior. In any case,
the essential fact is that it can take significantly long windows to observe consistent PTP delays,
e.g., to observe the minimum or maximum possible one-way delay in every window.
Nevertheless, an important point about the window-based algorithms is that they require
either the time offset to remain constant over the observation windows (the case of packet selection and filtering algorithms) or the frequency offset (for LS). The former requirement is
typically harder to satisfy, given that the time offset deviates more rapidly. Hence, if this condition was not alleviated, it would have been infeasible to apply large observation windows with
the sample-minimum, maximum, average, median, and mode strategies.
As a solution, this work incorporated a time offset drift compensation scheme within the
packet selection and filtering computations, as discussed in Section 3.6. This drift compensation
stage was able to maintain a reasonably constant residual time offset over the observation windows and, more importantly, enable large observation windows. Due to this mechanism, most
packet selection and filtering evaluations with BG traffic achieved the best max|TE| results by
using the largest evaluated observation window of 65536 samples.
In this approach, it was also critical to rely on accurate time offset drift estimates. The
solution was based on frequency offset measurements using short packet selection windows,
as proposed in Section 3.9. Furthermore, it was also assisted by the conscious choice of the
one-way frequency offset measurement scheme in (3.14), instead of the two-way alternative,
motivated by the knowledge that the m-to-s packets experience less PDV in the experiments.
In the end, some experiments showed exceptional performance levels. For example, on a
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45 min experiment using an OCXO on the slave clock on a network with 95% in-line BG traffic
load, the sample-maximum algorithm could maintain the max|TE| below 20 ns. In another scenario with light cross-traffic load, the sample-minimum and sample-median algorithms achieved
similar performance levels. Moreover, such results were achievable both under stable and varying temperature conditions. For example, on an experiment using the OCXO on a network
with 95% in-line BG traffic and under significant temperature fluctuations, both sample-min
and sample-max strategies achieved a max|TE| below 25 ns.
When evaluating the algorithms under variable temperature conditions (exceeding ±1°C)
and BG traffic, it was observed that the packet selection algorithms were particularly more robust. These strategies select specific snapshots within the observation windows, so they tend to
capture the instantaneous time offset regardless of how the time offset is evolving. Meanwhile,
the LS and KF performances degraded more significantly, especially with the XO. The reason
is that these algorithms continuously adapt to the underlying frequency offset. However, the
adaptation becomes more challenging when both process and measurement noises are intense,
i.e., when the frequency offset changes rapidly, and there is significant PDV. In contrast, in the
absence of BG traffic, the performance impact from temperature fluctuations was insignificant.
A particular point of interest in the experiments with BG traffic is whether the synchronization performance approaches those observed without BG traffic. In all evaluations with BG
traffic and bias correction, at least one algorithm reached the BG-free performance. In most
cases, it was either the sample-minimum or the sample-maximum strategy. This is an excellent
indicator, which implies that these estimators filtered the PDV effectively.
Another noteworthy aspect refers to the max|TE| performance achieved without BG traffic. In all experiments using bias correction, both with constant and variable temperature, the
model-based algorithms preserved the max|TE| below 30 ns with the XO and below 20 ns with
the OCXO. This performance level is attractive for practical deployments, especially when it is
feasible to deploy PTP on a dedicated timing-unaware network isolated from other traffic.
Nevertheless, there is an important caveat. The performance levels discussed so far refer
to the results using the ideal bias correction step applied by PTP-DAL. This procedure is equivalent to a perfect calibration of the delay asymmetry, which requires either a complementary
timing path (e.g., the APTS scenario where PTP serves as a backup to GNSS) or a manual calibration procedure in the specific network where PTP is deployed. When this bias correction
mechanism is unavailable, the results change completely.
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In the experiments without bias correction, the delay asymmetry was the predominant
source of error, and the algorithms producing low-variance estimates converged noticeably to
the delay asymmetry. For example, in the experiments where the sample-min and sample-max
strategies achieved max|TE| figures below 30 ns with bias correction, the corresponding performances without bias correction consisted of low variance curves around significant biases.
Correspondingly, in these experiments, the best-performing algorithms were the ones experiencing the least significant static delay asymmetry (i.e., the lowest bias).
In some experiments, the delay asymmetry was dominated by the queue-induced asymmetry, which can be alleviated by strategies beyond this work’s scope. In others, it was mainly
determined by the static hardware asymmetries, which can be calibrated, for example, in the discussed APTS scenario. In any case, it was shown that different processing strategies are subject
to distinct asymmetry metrics. For example, the bias experienced with the sample-minimum
approach refers to the asymmetry between the minimum delays in each direction. Correspondingly, the bias correction scheme must compensate for these distinct asymmetry values.
In terms of oscillator performance, this work demonstrated the well-known importance
of oscillator stability. The results obtained with the OCXO were consistently superior to the
results achieved with the XO, as expected. Nevertheless, in some cases, it is arguable that the
difference was not overly significant. For example, on the experiment with CBR BG traffic, the
max|TE| difference between the best-performing algorithms was in the order of 60 ns, whereas,
without BG traffic, the difference was in the vicinity of 25 ns or lower. The superior OCXO
performance is attractive for many high-performance applications such as localization (e.g.,
based on OTDoA or UTDoA) and distributed MIMO. Meanwhile, the inferior XO performance
may be acceptable in less demanding applications.
In terms of delay distributions, this work departed from the theoretical distributions commonly considered in the literature. For example, it considered the case of bimodal m-to-s delays experienced by PTP packets under CBR BG traffic, with s-to-m distributions presenting
prominent peaks and nearly periodic characteristics in the time domain. In this regard, it was
interesting to observe the applicability of algorithms previously studied in the literature mostly
in the context of well-behaved Gaussian and gamma distributions.
Some algorithms demonstrated significant versatility in terms of performing under varying delay circumstances. For example, the sample-minimum, sample-maximum, LS, and KF
strategies performed reasonably well under the distinct delay conditions considered in this work.
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In contrast, it was shown that the sample-mode approach depends strongly on the delay distributions, particularly on the presence of a prominent mode. Thus, overall, the sample-mode
strategy performed poorly in the experiments.
The above conclusions are all based on evaluations under real hardware, a key value
proposition of this work. To this end, this work described a comprehensive FPGA-based testbed
infrastructure developed to support the experiments. An essential element of this design refers to
the slave’s ability to take simultaneous snapshots from two RTCs with zero uncertainty, which,
as discussed in Chapter 4, was achieved by placing the two RTCs in the same clock domain
within the FPGA hardware. The second fundamental aspect of the design is that one of the
RTCs (the PPS RTC) synchronizes to the reference time with high accuracy (in the order of
±8 ns). These two elements made it possible to devise an effective mechanism for acquiring
PTP timestamps in conjunction with accurate labels for the true time offset and packet delays.
In the course of this work, many acquisitions were generated using the testbed. These
are currently stored in a database, and the noteworthy aspect is that they are easily shareable.
This work’s experiments can be reproduced simply by processing the same datasets through the
developed PTP-DAL software. In other words, it is not necessary to have any physical element
from the testbed to reproduce the experiments. The vision is that this approach facilitates future
investigations and has the potential to promote advances in synchronization algorithms. Readers
are highly encouraged to pursue better performances than presented in this work using the same
datasets, as documented in the source code.1
Besides, the PTP-DAL software is an essential by-product of this work. This library
provides the implementation of the wide range of processing mechanisms discussed in this
work and more. Due to Python’s inherent modularity paradigm, it can be reused not only in
other experiments but also for real-time synchronization running, e.g., in Linux user-space.
In its final part, this work also provides some insights regarding the usage of synchronization by RAN equipment. Chapter 5 proposed a time-triggered mechanism to coordinate
the RF transmissions carried by distributed RRUs in a FH network while focusing on important
aspects such as latency and effects from clock corrections. The scheme was implemented on
the FPGA-based prototypes and analyzed within the experimental section.
One of the major takeaways in the experiments refers to the importance of accurate clock
1

The PTP-DAL project maintains a directory of processing recipes, where the reader can find a recipe to

reproduce the results from [69] (i.e., the results discussed in Chapter 6).
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synchronization to alleviate the latency burden imposed by the proposed RFS mechanism. This
conclusion applies to time-scheduled transmissions in general. The tighter the synchronization,
the more confident the scheduling scheme can be in terms of transmitting the information to the
RRUs as close as possible to the desired RF transmission instant. Ultimately, this alleviates the
consumption of valuable FH latency.
Another important aspect demonstrated in the experiments is that the end application (in
this case, the RRUs) adds further timing noise contributions. For example, when experimenting
with RFS based on high accuracy PPS synchronization, it was shown that the TAE observed
on the RF interface did not follow the clock synchronization accuracy closely due to hardware
limitations of the prototype. Hence, the overall timing alignment depends both on the clock
synchronization and the end application’s implementation.
Furthermore, the experiments demonstrated some practical challenges arising on the RRUs
due to clock corrections. In particular, they emphasized the importance of smooth time corrections instead of abrupt ones. In the context of timing-unaware networks, this requirement
translates into using synchronization algorithms such as those discussed in this work, which
produce low-variance estimates.
In the scenarios where the RRUs are subject to coarse clock corrections, it was shown that
it is possible to preserve the RF alignment even with abrupt clock adjustments. For example,
the implemented RFS solution included a mechanism to drop delayed IQ samples arising in this
scenario. The adopted solutions were effective in terms of RF alignment, but the performance
on the air interface is subject to further studies.
Lastly, it noteworthy that the testbed paves the way for future studies on cooperative
radio transmissions. The experiments demonstrated that the RRU prototypes could transmit in
RF with satisfactory timing alignment for many applications. This RFS infrastructure can be
used in the future to investigate the performance of cooperative transmission modes subject to
imperfect synchronization and based on real hardware.

7.2

Future Work
This thesis described and explored an initial hardware-based infrastructure for analysis

of clock synchronization over timing-unaware networks. However, there are many possibilities
for improvements on the testbed and several unanswered questions to be investigated. Some
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interesting unexplored aspects are discussed in the sequel.
Firstly, the datasets explored in this work deal with labels (for time offset and PTP delays) corrupted by uncertainty in the order of ±8 ns with the XO and typically (99.8% of the
time) around ±4 ns with the OCXO. Although this performance is a significant achievement
compared to similar studies in the literature, it would be interesting to work with even more
precise labels. For example, this would enable more accurate observations of the instantaneous
frequency offset. The experiments presented in this work compute the frequency offset labels
over 32-second observation windows and, thus, fail to observe the more instantaneous conditions. In contrast, an uncertainty of ±0.5 ns on time offset labels would allow for frequency
offset labels computed every second with uncertainty in the sub-ppb range.
In terms of the testbed network, there are many unexplored aspects. This work adopted
tree topologies using port-based VLANs on the same PTP-unaware switch without priority
queuing mechanisms. Thus, future investigations could explore the performance over multiple
switches with quality-of-service policies (e.g., strict priority for PTP traffic), distinct network
topologies, and more extended hop counts. For example, another topology of interest for FH
deployments is the dumbbell topology, with multiple BBU instances serving multiple RRUs
simultaneously. It would be interesting to investigate the impact of such distinct networking
configurations on the delay distributions and the synchronization performance.
It is also worth exploring other PTP-unaware switches to gain further insights about the
characteristics of random processing delays and the static delay asymmetry. This work argued
that the processing delays experienced per hop are the dominant variable delay component when
PTP operates on a dedicated network without BG. Hence, the processing delays significantly
influence the delay distributions and the synchronization performance in this case. Meanwhile,
the static delay asymmetry poses a fundamental limitation to performance over timing-unaware
networks in general whenever bias correction is infeasible. Thus, it would be interesting to
explore the amount of static asymmetry accrued per hop with different switches.
Another aspect in the context of networking refers to the Ethernet line rate. This work
explored the case of GbE only, given that this choice was the most accessible for the prototyping.
Nevertheless, due to high bitrates involved with the 5G FH transport, higher Ethernet rates
can be expected in practice. Since increased wire speeds reduce the packet transmission (or
serialization) delays and potentially alleviate the queuing delays, those could be beneficial to
reduce the PDV and facilitate the synchronization performance.
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Moreover, a particularly unexplored phenomenon was the latency introduced by the Ethernet PHY layer of the PTP clocks (the FPGAs) adopted in the experiments. It was explained
in Section 4.3 that the PTP timestamping reflects the GMII time and not the time at the physical medium. Thus, it would be enlightening to quantify the specific latency and especially the
latency fluctuations imposed by the PHY layer alone in the given experiments.
In terms of FH configurations, this work concentrated on the case of uncompressed lowlevel PHY-RF functional split (also referred to as split E) and, more specifically, on a CBR
configuration with fixed-length packets. Meanwhile, other functional splits and FH signal compression schemes can lead to completely different packet and bitrate characteristics in the network. It would be instructive to verify the synchronization performance achieved under such
distinct FH traffic characteristics, especially with the algorithms that were claimed as more
versatile in this work, such as the packet selection strategies.
Besides, the current setup provides limited capabilities in terms of environmental characterization. Although it includes temperature sensors, the adopted sensors offer relatively coarse
accuracy and disagree significantly on measurements. This limitation was regarded as acceptable in this work, given that the main goal was to verify the presence or absence of visible
temperature fluctuations in the measurements. For future investigations, a more rigorous temperature characterization would require more sophisticated hardware parts. Moreover, future
versions of the testbed could measure and characterize other external factors influencing the
oscillators in addition to temperature, such as the power supply voltage.
Furthermore, this work presented a limited evaluation concerning temperature effects on
synchronization algorithms. The experiments in Section 6.3.4 focused on temperature variations exceeding ±1°C. Nevertheless, the experimental setup did not include any mechanism
to deliberately introduce substantial temperature changes (e.g., with heating). Instead, it was
merely based on natural fluctuations due to air conditioning. As a result, the observed temperature variations did not exceed the ±1°C threshold significantly and remained mostly within
±1°C to ±2°C. In practical fronthaul deployments, however, synchronization equipment may
experience more adverse conditions. Future works shall explore such scenarios.
Regarding the algorithm comparison, this work covered a significant range of techniques,
but there are many more to explore. For example, this work mentioned the literature covering linear programming and neural network techniques. It would be valuable to add further
synchronization algorithms like these into the PTP-DAL infrastructure and investigate their
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performances. Besides, another unexplored venue refers to the combination of algorithms, such
as packet selection combined with, e.g., KF, which could also be part of future investigations.
Another relevant subject for future investigation is the performance achieved under varying PTP exchange rates. This work focused on comparing the synchronization algorithms under
their most favorable conditions for performance and, thus, concentrated on using the maximum
PTP exchange rate of 128 packets per second. It would be instructive to verify whether the
conclusions differ under lower packet rates.
There are further areas to explore in the context of PTP-DAL processing blocks. For
example, this work highlighted that the bias correction scheme naively considers the global delay asymmetry metrics, such as the global minimum or maximum asymmetry between delays.
However, it was shown that this approach could lead to poor performance when outliers determine the global minimum or maximum delays. As a solution, future investigations can consider
the delay probabilities when computing the asymmetry metrics, for instance, using percentiles.
Furthermore, this work considered static BG traffic configurations on each experiment. In
practice, however, the BG load can vary and alter the average delay asymmetry over time. For
instance, RRUs could turn on and off on-demand on a FH network. In this case, the bias correction must correspondingly adapt over time, a topic that can be explored in future investigations.
Another point of interest refers to the computational cost, which was mostly neglected in
this work. This aspect is relevant in general, but especially for more limited processors, and
it becomes crucial when using large observation windows. While this thesis derived a lowcomplexity computation for LS, other algorithms are also amenable to recursive implementations that were not discussed. For example, PTP-DAL currently includes recursive calculations
for sample-minimum, sample-maximum, sample-average, and sample-mode. It would be interesting to compare such implementations from a computational cost perspective in the future.
Besides, while pursuing the optimal performances, this work relied on various parametric
tuning handled by PTP-DAL based on the resulting max|TE| or other metrics. In practice,
however, the slave needs to tune the algorithms on its own, without knowledge of the true time
offset. Future studies shall explore strategies for parameter tuning in this case.
Lastly, regarding RFS, the primary point for future investigation refers to the impact on
radio performance. It would be interesting to examine how the adopted RF alignment mechanism impacts the signal quality experienced by the UE. Besides, the testbed could be used to
investigate cooperative transmission modes under imperfect synchronization.

Appendix A
Continuous-time Time Offset Model
As stated in Section 2.1.1, the continuous-time frequency offset is the instantaneous rate
of change of the time offset, i.e., y(t) = dx(t)/dt. Thus, in the model of (2.9), it is given by:
y(t) = y0 + Dt +

1 dφ(t)
.
2πfnom dt

Using (A.1) in (2.5), note this assumption implies a driving frequency given by:


1 dφ(t)
f (t) = 1 + y0 + Dt +
fnom .
2πfnom dt

(A.1)

(A.2)

By further assuming that the driving clock is a sine-wave with instantaneous frequency f (t) in
the form of sin Φ(t), note that the instantaneous phase Φ(t) can be given as follows:
Z t
f (t)dτ
Φ(t) = 2π
−∞
Z t
= Φ0 + 2π
f (t)dτ
0

= Φ0 + 2πfnom (1 + y0 )t + πfnom Dt2 + φ(t),

(A.3)

where Φ0 represents the initial phase.
Given that the local time advances nominally by 1/fnom in every clock cycle (see Section 2.1.1), with the sine-wave driving clock, the time held by the local free-running RTC progresses every time Φ(t) completes a revolution of 2π radians, as follows:



Φ(t)
1
tlocal (t) =
2π
fnom
Φ0
D
φ(t)
=
+ (1 + y0 )t + t2 +
.
2πfnom
2
2πfnom

(A.4)

Finally, by assuming that the reference time tref (t) is an ideal reference (i.e., equal to the
independent time variable t), note that the substitution of (A.4) in (2.8) yields (2.9), where
Φ0 /(2πfnom ) represents the initial time offset x0 .

Appendix B
Low-Complexity Least Squares Derivation
For simplicity, let us consider any k in (3.27) and omit the index k in this derivation. With
the observation matrix as given by (3.34), the product HT x̃ becomes:


NP
−1


H x̃ = 


m=0
NP
−1

T

T


x̃[m]
mx̃[m]


,


(B.1)

m=0

and HT H results in:
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m 
 1N 1N
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.
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m T2
m2
T

m=0

(B.2)

m=0

where 1N denotes the N -length vector of ones.
Based on [121, Example 3.7], note (B.2) can be further simplified by considering the
following identities:

NP
−1


m=

m=0

N (N −1)
2

NP
−1



m2 =
m=0

(B.3)
N (N −1)(2N −1)
,
6

which lead to:

HT H = 

N
T N (N −1)
2

T N (N −1)
2
T 2 N (N −1)(2N −1)
6


.

(B.4)
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Next, the inverse of HT H is derived. To start, note that the determinant is given by:
T 2 N 2 (N − 1)(2N − 1) T 2 N 2 (N − 1)2
−
6 
4 
(N
−
1)
(2N
−
1)
−
= T 2 N 2 (N − 1)
6
4
2 2
T N (N − 1)(N + 1)
.
=
12

det(HT H) =

Furthermore, note that (HT H)−1 can be formulated as:


T 2 N (N −1)(2N −1)
T N (N −1)
−
1
6
2

.
(HT H)−1 =
T
T N (N −1)
det(H H)
−
N
2

(B.5)

(B.6)

By incorporating the determinant from (B.5) into the matrix elements, one obtains:


2(2N −1)
6
−
T (N )(N +1)
,
(HT H)−1 =  N (N +1)
(B.7)
6
12
− T (N )(N +1) T 2 (N )(N +1)(N −1)
which can be further reorganized to:
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In the end, the full computation of θ̂ following (3.32) can be given by:
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which, after one more manipulation, becomes:
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This computation returns ŷ at the second element of θ̂ given by (3.29). A convenient
alternative is to obtain ŷT directly, rather than just ŷ, as the LS fit in (3.35) uses the product ŷT .
In this case, with the modified unknown vector θ 0 = [x0 , yT ]T , the estimation simplifies to:
 N −1



P
x̃[m] 

(2N − 1) −3
0
2
m=0

,


(B.11)
θ̂ =
−1
 NP

6
N (N + 1)
−3
mx̃[m]
(N −1)
m=0

which interestingly depends only on N and x̃[m].
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B.1

Recursive Computation of the Weighted Sum
In the previous derivation, the window index k was ignored to simplify the notation.

Once this index is re-introduced in the formulation, the summation terms in (B.11) become as
expressed in (3.43) and (3.44), repeated below:
Q1 [k] =
Q2 [k] =

N
−1
X
m=0
N
−1
X

x̃[k, m]

(B.12)

mx̃[k, m].

(B.13)

m=0

With overlapping windows, both accumulators can be computed recursively. The derivation that follows demonstrates the recursive computation of Q2 [k].
The recursive expression for Q2 [k] becomes clear with an example. Assume, for instance,
that N = 4. In this case, with k = 0 and k = 1, Q2 [k] evaluates to:
Q2 [0] = x̃[0, 1] + 2x̃[0, 2] + 3x̃[0, 3]
Q2 [1] = x̃[1, 1] + 2x̃[1, 2] + 3x̃[1, 3].
Nevertheless, with overlapping windows, the first N − 1 samples on window k coincide
with the last N − 1 samples of window k − 1. In other words, x̃[1, 0] = x̃[0, 1], x̃[1, 1] = x̃[0, 2],
and x̃[1, 2] = x̃[0, 3]. Thus, it follows that:
Q2 [0] = x̃[1, 0] + 2x̃[1, 1] + 3x̃[1, 2],
which leads to:
Q2 [1] = Q2 [0] − x̃[1, 0] − x̃[1, 1] − x̃[1, 2] + 3x̃[1, 3].

(B.14)

Moreover, using (B.12), note that:
Q1 [1] = x̃[1, 0] + x̃[1, 1] + x̃[1, 2] + x̃[1, 3].

(B.15)

Thus, substituting (B.15) in (B.14), it follows that:
Q2 [1] = Q2 [0] − Q1 [1] + 4x̃[1, 3].

(B.16)

In conclusion, the generalized recursive expression for Q2 [k] is:
Q2 [k] = Q2 [k − 1] − Q1 [k] + N x̃[k, N − 1].

(B.17)

Appendix C
Observation Noise Covariance Matrix on
Vector-Measurement Kalman Model
This section derives the observation noise covariance matrix used on a vector-measurement
Kalman filtering formulation. To do so, it assumes that the m-to-s and s-to-m delays are independent WSS and white discrete-time random processes. More specifically, it assumes the n-th
delay in one direction is uncorrelated to the j-th delay in the same direction for all n 6= j, and
independent from the k-th delay in the other direction for all k (including k = n).
First, let the noise covariance matrix R be denoted generically as:


Var {wx }
Cov {wx , wy }
,
R=
Cov {wy , wx }
Var {wy }

(C.1)

where wx and wy represent the measurement noise from (3.4) and (3.14), respectively, that is:
dms [n] − dsm [n]
2
dms [n] − dms [n − N ]
wy [n] =
.
t1 [n] − t1 [n − N ]

wx [n] =

(C.2)
(C.3)

Given that the m-to-s and s-to-m delays are independent of each other, note that:1
Var {wx } =

Var {dms } + Var {dsm }
.
4

(C.4)

Similarly, assuming that the m-to-s delay realizations of dms [n] are uncorrelated over n, and
assuming for simplicity that t1 [n] − t1 [n − N ] = N T , note that:
Var {wy } =
1

2Var {dms }
.
(N T )2

(C.5)

This uses the well known property that Var {X + Y } = Var {X} + Var {Y } if the two random variables X

and Y are uncorrelated, i.e. Cov {X, Y } = 0.
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Furthermore, note from (C.3) that E {wy } = 0, since wide-sense stationarity implies that
E {dms [n]} = E {dms [n − N ]}. Therefore, the covariance Cov {wx , wy } becomes:
Cov {wx , wy } = E {(wx [n] − E {wx [n]}) wy [n]}
= E {wx [n]wy [n]} − E {wx [n]} E {wy [n]}
= E {wx [n]wy [n]} .

(C.6)

By substituting (C.2) and (C.3) in (C.6), it can be shown that:



dms [n] − dms [n − N ]
dms [n] − dsm [n]
Cov {wx , wy } = E
2
NT
2
E {dms [n] − dms [n]dms [n − N ] − dsm [n]dms [n] + dsm [n]dms [n − N ]}
=
2N T
2
2
E {dms [n]} − E {dms [n]}
=
2N T
Var {dms }
=
.
(C.7)
2N T
This derivation relies on the two forms of uncorrelatedness that were assumed, over discrete
time n and between directions (m-to-s and s-to-m), which yields E {dms [n]dms [n − N ]} =
E {dms [n]} E {dms [n − N ]} and E {dsm [n]dms [n]} = E {dsm [n]} E {dms [n]}. Furthermore, it
considers the wide-sense stationarity, which leads to E {dms [n]} = E {dms [n − N ]}. In the
end, note that (C.7) depends only on the variance of the m-to-s delay.
Using (C.4), (C.5) and (C.7), the covariance matrix becomes:


R=

Var{dms }+Var{dsm }
4
Var{dms }
2N T

Var{dms }
2N T
2Var{dms }
(N T )2

.

(C.8)

A further simplification is achieved when assuming that the m-to-s and s-to-m delays have
the same variance. In this case, (C.8) reduces to:

R = Var {dms [n]} 

1
2

1
2N T

1
2N T

2
(N T )2


.

(C.9)

Nevertheless, this is commonly an unrealistic assumption. In most practical PTP deployments,
the PTP messages experience asymmetric PDV. Thus, the m-to-s and s-to-m delays do not
present the same variance.

Appendix D
PPS RTC Design
D.1

Syntonization Mechanism
The synchronization of the PPS RTC requires the tuning of the increment value used by

the rate-adjustable time counter discussed in Section 4.4.3 and shown in Fig. 4.4. This process
is accomplished with the assistance of the free-running time counter, also shown in Fig. 4.4.
Furthermore, it relies on the PI control loop illustrated in Fig. D.1.
The PI loop is a software-based loop that runs on the SW stack (on the FPGA’s MicroBlaze processor) and iterates on every PPS event. Its feedback signal aims to predict the
free-running time counter’s time on the next (upcoming) PPS edge, while its input is the actual
free-running PPS timestamp captured in HW, read from the PPS Capture block. Consequently,
the error signal indicated in Fig. D.1 represents the difference between the observed and predicted timestamps. The loop compares these timestamps on each PPS event, and, ultimately, it
locks when the prediction error becomes small and steady. In the end, the loop provides enough
information to tune the rate-adjustable counter’s increment value, as discussed next.
The rationale is that the loop can only successfully predict the next free-running timestamp once it learns the average interval elapsed on the free-running counter between two PPS
events (i.e., in one real-world second). For instance, suppose the driving clock frequency f (t)
has an offset of +100 ppb relative to its nominal value. In this case, the free-running counter
measures one second plus 100 ns between two PPS events, instead of precisely one second, as
it is counting faster than expected. Equivalently, the free-running RTC accumulates 100 ns of
time offset in one second. In this scenario, the PI controller’s output (i.e., the filtered error) has
to converge to 100 ns to drive the loop error to zero (see how the filtered error adds to 1 sec in
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Figure D.1: PPS time prediction PI control loop.

Fig. D.1). Thus, the filtered error represents the frequency offset (or time offset drift per second)
and, consequently, it can be used to tune the increment value of the rate-adjustable RTC.
After each PPS pulse, the SW stack updates the PI loop and obtains a new filtered error.
With this value, representing the frequency offset, it estimates the actual driving frequency f (t).
Finally, it computes a new increment using (2.7) and loads this value into the rate-adjustable
counter’s increment value register, shown in Fig. 4.4.

D.2

Dual Time Counter Architecture
In the proposed implementation, because the free-running counter is never adjusted, the

PI filter tracks the natural frequency offset affecting the frequency f (t) produced by the unregulated driving clock signal. In other words, the free-running counter holds the truth regarding
the real frequency offset of the driving clock signal. By preserving this truth, it is possible to
avoid some uncertainties and ultimately achieve better increment value tuning.
If the RTC did not include the extra free-running time counter, the syntonization mechanism would still be feasible using only the rate-adjustable time counter. Nevertheless, there
would be some important differences. First, the counter’s drift per second (or frequency offset)
would always be relative to its current increment value, not the nominal frequency fnom . For
example, a drift of 1 ns/sec observed on the rate-adjustable counter implies that its current setting leaves a residual frequency offset of 1 ppb, whereas the frequency offset disturbing f (t)
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Figure D.2: Rate-adjustable counter’s increment value update latency.

can have a distinct value. In contrast, the drift per second observed on the free-running counter
maps directly to the frequency offset between f (t) and the reference or nominal frequency fnom .
The second difference refers to an uncertainty term. After each PPS event, the software
estimates a new increment value and applies it to the HW. However, this update occurs after a
non-deterministic software latency. Hence, during some time after the n-th PPS event, the rateadjustable counter still operates with its previous (pre-update) increment Tinc [n − 1]. Later on,
the update takes effect, and the counter continues with the new (post-update) increment Tinc [n]
until the next PPS event. Thus, the interval measured between two PPS events can involve two
distinct increment values (e.g., Tinc [n − 1] and Tinc [n]), as illustrated in Fig. D.2. In contrast,
this problem does not exist with the free-running counter, given that its increment value (the
nominal increment 1/fnom ) never changes.
If the free-running counter were not available, the required increment value adjustment
for the rate-adjustable time counter would always be relative to its current increment value.
Nevertheless, because the interval between two PPS events can involve two distinct increment
values, there would be some uncertainty in estimating the adjustment. The pre-update period
would disturb the estimation, and, over time, this disturbance could lead to error accumulation.
Besides, the other option would be to schedule the increment update on a deterministic
instant, similar to the scheduled time loading operation described earlier. For example, to estimate a new increment after detecting PPS pulse n and program the loading of this new value
to occur on pulse (n + 1). In this case, the increment updates take effect precisely when the
PPS pulses are detected, such that the entire interval between pulses runs with a single increment value. On the other hand, this approach reduces the syntonization responsiveness, as the
increment computed based on pulse n only starts to take effect on pulse n + 1, one second later.
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D.3

Edge Detection Mechanism
This section describes the mechanism used to detect rising and falling edges when times-

tamping PPS events through the PPS RTC. The implemented circuit is similar to the one adopted
in [74] and, specifically, as illustrated in Fig. D.3. It relies on two double flip-flop (DFF) resynchronizer circuits in parallel, one clocked by the regular driving clock (named CLK), the
other by a 180-degrees shifted version of the driving clock (named CLKN). This circuit resynchronizes the input PPS signal into the internal clock domain (synchronous to CLK) and
detects which edge of CLK (rising or falling) occurs first after the input PPS’s rising edge.
By comparing the current value of the re-synchronized PPS signal (i.e., the output of flipflop DFF2_P) with its previous value (P_PREV), the circuit obtains the PPS pulse detection on
signal PD_O. More specifically, PD_O indicates the occurrence of a PPS rising edge whenever
DFF2_P is high and its previous value (P_PREV) is low. Meanwhile, in the clock cycle when
PD_O becomes high, signal ED_O indicates which edge of CLK comes first after the input PPS
signal’s rising edge. When ED_O is high, it indicates the PPS edge rose before a falling edge of
CLK (i.e., the falling edge comes first). Otherwise, it indicates that the rising edge comes first.
In the end, the result from the edge detection is used to adjust the PPS timestamp. Without adjustments, the input PPS’s rising edge is timestamped only when signal PD_O becomes
asserted. In contrast, after the adjustments, the timestamps represent a time closer to when the
actual input PPS signal (PPS_IN) presents a rising edge. In this context, signal ED_O indicates the latency from PPS_IN’s rising edge (asynchronous to CLK) to PD_O’s rising edge
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Figure D.4: PPS and edge detection waveforms corresponding to the case of a PPS pulse asserted before
a falling edge of the RTC’s driving clock.

(synchronous to CLK). This procedure is better explained with waveform illustrations.
Fig. D.4 shows waveforms corresponding to the case in which the PPS rising edge happens before a falling edge of CLK or, equivalently, before a rising edge of CLKN. More specifically, Fig. D.4a illustrates the case in which PPS_IN is stable when the rising edge of CLKN
comes, whereas Fig D.4b considers the case in which PPS_IN violates the setup and hold times
of flip-flop DFF1_N, such that it leads to a metastability scenario [132]. In both cases, the pulse
detection appears in signal PD_0 on the second rising edge of CLK past the PPS event. In the
same cycle, the edge detection result appears in signal ED_O.
In Fig. D.4a, note that it takes at least 1.5 clock periods from the assertion of PPS_IN
to the assertion of the re-synchronized PPS detection signal PD_O. This latency corresponds
to the propagation of the input signal through the DFF circuit. Furthermore, there is an extra
latency ∆ corresponding to the interval between PPS_IN’s rising edge and the first succeeding
rising edge of CLKN. In the end, the proposed implementation assumes that the total latency is
of 1.75 clock periods as if signal PPS_IN was asserted in the middle of the half period where
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it occurs. Given that, in reality, PPS_IN can be asserted anywhere within the half period, the
approximation error is expected to remain within ±0.25 clock periods.
In Fig D.4b, the input PPS pulse is assumed to be metastable when the rising edge of
CLKN comes. As a result, flip-flop DFF1_N does not capture the pulse right in the first cycle,
as seen around label *1. Ultimately, signal ED_O (in low state) indicates the PPS happened
before a rising edge of CLK, as seen around label *2.
When ED_O indicates the PPS occurrence before a rising edge of CLK (i.e., when ED_O
is low), the proposed implementation assumes that the latency from PPS_IN’s assertion to
PD_O’s assertion is of 1.25 clock periods. Otherwise (when ED_O is high), the implementation
assumes the latency is of 1.75 clock periods. In the case of Fig D.4b, the true latency is close to
1.5 periods, given that PPS_IN rises right before the rising edge of CLKN. Thus, the estimated
latency is wrong by approximately a quarter of a period.
For completeness, Fig. D.5 illustrates the case where the PPS occurs before a rising edge
of CLK, again with the stable and metastable scenarios in Fig. D.5a and Fig. D.5b, respectively.
In the latter, the edge detection infers that the PPS occurred before a falling edge of CLK. Thus,
the corresponding latency correction becomes 1.75 clock periods, which leaves a residual error
close to 0.25 period, as the true latency is close to 2 periods in this case.
Besides, note that the scenario in Fig. D.5b is the only one in which PD_O becomes
asserted on the third rising edge of CLK past the PPS occurrence. In all other cases, PD_O
becomes high on the second rising edge of CLK. This is an expected uncertainty of the DFF
synchronizer. Fortunately, in this case, the edge detection mechanism infers a pulse detection
latency of 1.75 periods, which is closer to the true latency of nearly 2 periods. Ultimately, in all
cases (Fig. D.4 and Fig. D.5), the estimated detection latency is accurate within ±0.25 periods.
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Figure D.5: PPS and edge detection waveforms corresponding to the case of a PPS pulse asserted before
a rising edge of the RTC’s driving clock.
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